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Abstract: In this paper, | discuss a fundamental problem for most instructors: how
should we weight the different assessments within our course in order to evaluate
students effectively? Using a framework which connects curriculum and
assessment design, | demonstrate that “fair’ evaluation requires a close (and
quantitatively measurable) connection between learning outcomes and
assessment weighting. | use this framework to provide guidance for optimal
assessment design practices and evaluate a number of commonly-used teaching
practices — concluding that many of them pose problems in terms of fairness,
when not carefully implemented. | also discuss the implications of alternative
grading schemes or other complications for this framework. | finally provide a
detailed example of applying these principles to a real-world course, and a toolkit,
for use by instructors in evaluating or designing their own courses.
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Consider the following challenge: you have a course which covers a number of different
learning objectives. You have applied the scholarly best practices for your discipline
and have come up with formative and summative assessments that you believe
measure these learning objectives accurately. However, there are many of these
assessments, often covering several objectives at once, and you need to assign a
single number (a grade) to your students which reflects their mastery of these
objectives. How do you weight your different assessments in order to assign this
grade?

Despite the on-going exhortations of educational researchers to create more holistic
measurements of learning (e.g., Ramsden 1987; Koul and Nayar 2021; Quinlan 2014),
this is a problem many instructors face: bound by the administrative requirements of a
school or university, they must boil learning down to a single number or letter, which
plays an important role in our students’ future (Butcher, McEwan, and Weerapana
2022). This number may be used in many contexts: for admission to selective majors
programs, for graduate schools, on a resume, as a cut-off for scholarships, etc. (Achen
and Courant 2009; Bowers 2009; Allen 2005). Whether we think the importance of
grades is good thing or a bad thing, our problem remains. Therefore, if we must assign
such a number, make this number as meaningful as possible. As Allen (2005) writes:

Concerns about the validity and reliability of grades for communicating
meaningful information about students’ academic progress have been raised for
a long time [...] However, there seems to be little progress being made in this
area in actual classroom practice (p. 221).
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An important part of validity of grades is how their component assessments are
weighted, and in this area there is still limited scholarship on how to weight
assessments in practical context. As Franke (2018) put it: “a nuanced discussion of
grade weighting as a pedagogical tool is missing [from this literature] (p. 91).” This is in
contrast to the large literature on designing effective assessments and learning
activities.

For example, Walvoord and Anderson (2011) devotes a chapter to “calculating
course grades” (pp. 93-104) but provides no systematic rationale for the weights
assigned to different learning activities. Fink (2013) describes the utility and importance
of explaining course grades, and their role in providing effective feedback (and
learning), but does not give a description of how to them. In the most direct treatment of
pedagogical weighting (specifically for final exams), Franke (2018) describes how
assessment weighting plays an important role in providing motivation and meaning for
students.

Underlying this discussion is the understanding (implicit or explicit) that an instructor
should place weights on assessments commensurate with their importance for learning
or their demonstration of that learning (Allen 2005). Yet this is disconnected from the
scholarship that studies how those assessments or activities are designed. Current
best practices in the academic literature emphasize the “backward design” approach
(see Fink 2013; Wiggins, Wiggins, and McTighe 2005) to course design: starting from
learning outcomes, the course designer works backwards by creating learning activities
which engage with those outcomes, then creates assessments to evaluate or solidify
understanding of these outcomes. Assessment is an integral part of this process.

As | demonstrate in this paper, if assessment weighting is not designed properly,
then by construction assessments will fail to evaluate learning. This is not the fault of
the assessment: it is the fault of the course designer. Curriculum design needs to pay
closer attention to the issue of assignment weighting, giving it equal prominence as the
other steps in an overall course design. This parallels the unsettled literature on the
validity of assessments as measures of learning (Huff 2021); arguably, the lack of
attention to the question of assessment weighting and design by some course
designers is a cause of this lack of validity.

As Allen (2005) explains, a core issue with grading is its dual role as both feedback
and cettification. Teachers use grades for many, often contradictory purposes: to inform
students about their current level of mastery, to reflect their effort, to guide
improvement, to signal other individuals (e.g., the university, an employer) about the
student’s capabilities, etc. The result is “a hodgepodge of factors” so that:

[llnstead of the grade being a function of what a student has learned it has
become a function of many variables [...] How is the reader of a student’s single
grade on a transcript to know which factors are included[?] (Allen (2005), p. 220).

This paper seeks to address Allen’s criticism of grading, by guiding the use of grades
as a demonstration of academic achievement: certification. My rationale for focusing on
certification is that the utility of grades as a feedback mechanism is generally quite
limited (Koenka et al. 2021; Huff 2021).

The certification interpretation of grading connects this paper with work with classical
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test theory (CTT) (e.g., Cappelleri, Lundy, and Hays 2014). CTT uses statistical
methods to study how items on tests map to hidden or unobservable attributes: for
instance, how replies to questions about work or study habits map to different types of
motivation. Two of the primary objectives of CTT applied to assessments are to
evaluate:

(1) Validity: does the assessment measure what instructors wants it to measure?
This can then further be divided into specific types of validity (see Guion 1980),
related to elements of the assessment and constructs being tested.

(2) Reliability: how variable are the assessment results relative to the underlying
variation of the object being measured? In other words, what is the correlation
between the actual scores and the true scores?

There is a substantial literature on the design of tests and their properties (see, for
example, DeVellis 2006; McDonald 2013; Van der Linden 2006). This has been applied
to test design in a pedagogical context in Bhaskar & Dillard (1983) and elaborated on in
Linn (2008). However, CTT's focus is on a different problem from this paper: in CTT,
the central issue is not assessment (as Franke (2018) argues), but rather that
researchers do not have ex ante knowledge about what their tests are measuring. In
Linn (2008), in the chapter on grading, the authors state that:

If letter grades are to be valid indicators of achievement, they must be based on
valid measures of achievement. This involves the process described earlier in
this book [i.e., CTT]. Other things being equal, the more important objective is,
the great the weight it should receive in the course grade. In the final analysis,
letter grades should reflect the extent to which students have achieved the
learning outcomes, and should be weighted according to their relative
importance. (p. 378-379).

In curriculum design we (generally) do know what our tests are measuring since we
design them to do just that — this is the entire point of effective assessment design,
where assessments (and rubrics) are closely tied to learning outcomes. Our issue,
instead, is how to conduct or combine assessments as outlined in Linn (2008).
Specifically, this paper operates from the assumption or starting point that we have
already created tests whose validity and reliability have been determined: we now seek
to combine these into an aggregate measure (a grade). Unlike CTT, it is not concerned
where this expertise comes from (be it validated psychometric instruments or simply
instructor experience).

In this paper, | synthesize the literature on course design with statistical theory to
develop a theory for optimal assessment weighting. | ask the question “how should
assessments be weighted in order to assign final grades in a manner that reflects
student learning?” My model and results draw on the structure of backwards curriculum
design, explaining that course evaluation and assessment need to be closely tied to the
learning outcomes, paralleling the backwards design of courses. | provide
recommendations for how to weight assessments, with a particular emphasis on the
role of final exams. This extends the result in the literature on validity (c.f., Allen 2005;
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Linn 2008), particularly for practical use in higher education. | also demonstrate that by
nearly any measure, many common recommendations for assessment weighting are
inconsistent with effective evaluation, and necessarily do not evaluate learning
meaningfully, even under ideal conditions.

In this paper, | will assume that from the point of view of an instructor (and the theory)
two things are minimally desired of evaluation. | call these the “fundamental principles
of fair assessment”:

(1) Instructors should assign grades as “fairly” as possible; that is, grades should be
reflective of learning as much as possible (accuracy or unbiasedness; also called
validity in the testing design literature (McDonald 2013, 197)).

(2) Instructors should assign grades as precisely as possible; that is, grades should
be as specific a measurement of learning as possible (maximum precision).

Instructors might care about more than just these principles. However, | think most
instructors would agree these are basic desirable properties of a fair and effective
grading scheme (but see Close (2009) for discussion of fairness). From these
principles, the resulting statistical problem is to find a measure of learning which is as
accurate and as precise as possible.

The results of this paper demonstrate there is a close connection between backwards
design and assessment weighting, with intuitive conclusions based on the evaluation of
learning in a given course. | also illustrate these conclusions with a series of worked
examples, and provide recommendations for instructors who may have restrictions on
their course design or ambiguity in terms of the some of the objectives or assessments.

Accurate Assessments

Consider the following framework — a best-case scenario. An instructor has designed a
course where they:

1. Have a clear understanding of the learning objectives in their course’, and
know that that final (learning) achievement in the course should be
measured as a weighted average of the achievement in each of the
objectives?.

2. Have designed assessments which validly evaluate the different
objectives, but often in combination.

3. Has complete freedom to develop their syllabus and assessments.?

At this point, the instructor faces two problems:

' Specifically, behavioural learning objectives (e.g. (Bloom and others 1956; Fink 2013)); for example
“Students will be able to understand/perform/explain...”.
2 This assumption corresponds to three of the four canonical “grading models” in Walvoord & Anderson
(2011).
3 This may not always be the case; | discuss the implication and consequences of relaxing this
assumption in Section 5.
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(1) How do they decide what weight to place on each assessment?

(2) How do they decide what weight to place on each learning objective within each
assessment (for example, how do they weight different parts of a task when
designing a rubric for an assessment)?

This framework considers assessment as an evaluation of a student’s achievement
of a learning objective; this is summative assessment, rather than formative — but see
the discussion in Section 5.

Within this framework, our problem is: what weights does an instructor assign to
assessments within their course which will result in an assessment which agrees with
the principles of fair assessment? In the Mathematical Appendix, | develop a formal
statistical framework which answers this question. The solution, which is the focus of
this paper, can be described in terms of decisions available to instructors. To explain
this solution, | will begin by specifying the two principles of what it means for an
assessment to be “fair”, as outlined above.

The first principle of fair assessment is that of accuracy: the grades which instructors
assign to students should be as reflective of student learning as possible. For example,
if a student has mastered 90% of the learning objectives in a course, | think most people
would agree that it would be unfair to fail them in that course — unless that missing 10%
constitutes an extremely important element of learning. How can a syllabus capture this
insight? Statistics often uses the “unbiased” rather than accurate to reflect the fact that
often when we mis-estimate the errors we make are not random (Government of
Canada 2022) — in this context, they systematically privilege certain objectives over
other ones; see Example 2, for instance.

If instructors understand the relative importance of the different learning objectives
within a course, there is one condition necessary and sufficient for accurate
assessment:

(Condition 1: “Assessment Alignment”) A necessary and sufficient condition
for assessment evaluation to be accurate is that the total weight assessed on
each learning objective equals the importance of that objective within the
course. That s, if you total up (across all assessments) the product of the
assessment weight and the weight placed on the objective within that
assessment, it should be equal to the fraction of achievement that objective
represents.

This conclusion is intuitive and supports the conclusion in Linn (2008); if
assessments are fair measurements of learning, the total weight an instructors places
on each objective across all assessments should be equal to the importance of that
objective in student learning. This can be seen in the following example:

Example 0: Suppose you have been able to design your course such that
each learning objective is evaluated by only a single assessment. In order
for your assessment to be accurate, the weight of each assessment should
be equal to the importance of the associated learning objective in your overall
course.
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This problem becomes more complicated when an instructor has an objective being
evaluated multiple times:

Example 1: Suppose you have a learning objective which represents 30% of
the learning in the course. You measure this objective using a project and a
final exam, where the objective makes up 100% of the project and 50% of the
final exam. In order for assessment in this course to be accurate, the weight
on the exam and the project (w; and w,) must satisfy w; - 100 + w, - 50 =
30.

In general, there are many ways to satisfy this condition; in mathematical terms, this
problem does not have a unique solution. For example, all of the following are possible
ways to accomplish accurate evaluation:

e As Example 0 shows, have a single assessment for each learning objective (e.g.,
divide the course up into modules, and use a series of module tests); in this
case, the unique solution is to set the weights of each assessment equal to the
weight of that objective.

e Have a series of unit tests, and cumulative final exam; in this case if the
instructor sets the weights of the objectives within the final exam to be equal to
their weight in the final learning, any mixture which places equal weights on the
unit tests will be accurate.

e Give only a single final exam, and make the weights placed on each objective
within the final exam proportional to the achievement weights placed on that
objective.

This gives instructors a great deal of leeway to design assessments which are
accurate — particularly in ways which can meet other desirable properties of student
learning. It is also relatively easy to check using a syllabus: simply total up the weights
of each objective across the assessments and see if it agrees with how important you
think each objective is:

Example 2: You have designed a course where you think that
communication skills are an important learning objective; you think that 25%
of the learning achievement comes these skills. You have a presentation,
which is worth 30% of the final grade; in that presentation, your rubric
assigns 60% of the grade to presentation skills, and 40% to the content of the
presentation. You notice that 60% - 30 = 18; you're only basing 18% of the
final grade on presentation skills; your assessment is biased against learning
represented by presentation skills. You decide to add another “practice
presentation” assignment which only evaluates presentation skills and is
worth 7% of the overall grade to correct this imbalance.

In order to illustrate the importance of this for course design, and provide practical
guidance, | provide a worked example of a real-world course syllabus in Appendix A.
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Implications for Some Commonly-Used Teaching Practices
Implication 1: Low-Weight Final Exams are Easily Inaccurate

One important conclusion arises when an instructor uses a cumulative final exam in a
course without an accompanying assessment for all objectives. For example, suppose
an instructor doesn'’t give a test on the last module for the course, and instead just tests
it as part of the final exam (a common occurrence, in my experience!). Accurate design
requires placing a very large weight on the final exam — or making the final exam rely
heavily on the last unit:

Example 3: Suppose you have k learning objectives, which you view as
equally important, which you teach in distinct units. You assess them using
k — 1 unit tests, and a final exam which includes all the objectives, given
equal weight. The only accurate assessment of learning in this course is to
assign 100% of the weight to the final exam!

If you relax the “equal weight to each module” in the final exam requirement,

the weight of the final exam will still be ﬁ where wy, is the weight you place
Wk

on the last module within the final exam.
For instance, if this weight is 25%, the weight of the final exam will be %z ina

5-module course, is this make the final exam worth 80%! In order to have an
accurate assessment with a 5% final exam, you would need 80 modules
even if the 80-th module comprises a quarter of the exam! You can see a
computation of a number of these scenarios in Table 1. Note that in every
case, the weight placed on the untested unit must exceed 1/k in order to be
accurate.

This is particularly problematic because many commonly used resources for
curriculum design recommend very low-stakes final exams. While Franke (2018)
objects to these on the ground of inability to demonstrate improvement, this paper
emphasizes that fairness of assessment is also at stake. Additionally, institutions may
mandate maximum or minimum weights for final exams*. These kinds of restrictions
may compromise the fairness of assessment, unless courses and exams are designed
with them (and the principles of fair assessment) in mind.

Implication 2: Dropping Assessments can be Problematic

Some courses offer students the opportunity to drop and reweight certain assessments
if they meet certain conditions. While it is difficult to assess how widespread these
kinds of policies are, one measure comes from The Syllabus Journal. | collected all
syllabuses published between 2019 and 2020: based on this data, 16% of the
published syllabuses had some form of re-weighting tied to achievement. While the
effectiveness of dropping assessments is not clear (MacDermott 2013), universal

4 For example, the University of Alberta requires final exams to be between 30 and 70% of their course
grade (University of Alberta, n.d.).
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design for learning (UDL) suggests re-weighting as part of effectively accommodating
students (Rose 2000; Capp 2017).

While reweighting accommodates students and allows them to improve, it also
creates challenges for assessment weighting. In fact, unless reweighting is very
carefully designed, it will necessarily lead to inaccurate assessment; this is because the
re-weighting moves elements of the assessment around, so unless the dropped
assessment has the same composition as the replacement, the overall assessment will
become inaccurate.

Table 1. Required Weight on Final Exam for Accurate Assessment.

Weight of Last Module on Exam
10% 25% 33% 50% 67% 80%
2 100.0% 75.0% 62.5%
° 3 100.0% 66.7% 50.0% 41.7%
3 4 100.0% 75.0% 50.0% 37.5% 31.3%
2 5 80.0% 60.0% 40.0% 30.0% 25.0%
g 6 66.7% 50.0% 33.3% 25.0% 20.8%
2 7 571% 429% 28.6% 21.4% 17.9%
g 8 50.0% 37.5% 25.0% 18.8% 15.6%
§ 9 444% 33.3% 222% 16.7% 13.9%
§ 10| 100.0% 40.0% 30.0% 20.0% 15.0% 12.5%
§ 15| 66.7% 26.7% 20.0% 13.3% 10.0% 8.3%
20( 50.0% 20.0% 15.0% 10.0% 7.5% 6.3%
50 20.0%  8.0% 6.0% 4.0% 3.0% 2.5%

One solution is to make sure that omitted or dropped work is replaced with work that
evaluates the same learning objectives in the same proportions, or to adjust the rubric
of the replacement assessment to place more weight on the dropped material:

Example 4: Suppose you have a course with three equally important
learning objectives (A, B, and C) which are evaluated by two midterms and a
final exam. Midterm 1 tests objective A, midterm 2 tests objective B, and the
final exam is based 2/3 on objective C, and 1/6 on objectives A and B.
Following the principles of accurate design, you place a weight of 25% on
both midterms 1 and 2, and 50% on the final exam. However, you later
decide that you want to give students a chance to improve their grades if they
do better later in the course, and decide to drop their worst midterm,
redistributing the weight to the final exam. The resulting assessment is now
inaccurate, no matter which exam is dropped, since it places a weight of only
8% on either objective A or B (when it should have a weight of 33% to be
accurate).
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The logic in the preceding example applies in many circumstances; only in the
situation where the re-weighted assessment has a complementary structure will this
policy result in fair assessment.

There are two ways to preserve the pedagogical goal of re-weighting without
compromising fairness. First, ensure that the assessment which re-weighting is applied
tests exactly the same learning objectives in the same proportions; for example, provide
a “re-test” or “make-up” examination. The downside is the additional time (marking,
creating multiple assessments, validating them, etc.) required to implement such a
measure. Another solution is to both re-weight the assessments and the questions
within the assessments, so the result maintains the proportions of the original
assessments:

Example 4 (continued): You realize this assessment design is causing issues
with the fairness of the evaluation. Accordingly, you change the policy to
drop the worst midterm, moving the weight to the final. However, to keep the
assessment accurate for students who drop a midterm you must reweight the
three objectives on the final exam. Specifically, you must also (i) increase
the proportion of the final exam grade for the objective (A or B) associated
with the dropped midterm to 44 %, (ii) reduce the weight on the un-dropped
midterm’s objective (B or A) to 11%, and (iii) increase the part associated
with objective C to 44%. The resulting assessment is now accurate.

The downside of this approach is that it can be cumbersome to implement effectively,
since it requires per-student re-weighting, and is difficult to communicate to students in
a way which makes the rationale clear and transparent (an important element of grading
in many resources, such as Fink 2013; Linn 2008).

Implication 3: Random Grading is only Accurate within Objectives

Another technique | have seen used in large classes or where teaching support
(especially for marking) is limited, is random grading. In this technique, an instructor
does not evaluate all, or even most, of a student’s work — but instead selects questions
at random from an evaluation and grades them. The results in this paper demonstrate
that this technique is incompatible with fair summative assessment unless the
assessments cover only a single objective at a time.

As Implication 2 shows, re-weighting of assessments causes an assessment plan to
be inaccurate (in general). Random grading amounts to a random re-weighting of
assessments, which is also inaccurate, unless the elements which are randomized are
themselves representative. For instance, in Example 4 re-weighting would be accurate
if it was done for only the two midterms but would be inaccurate if it was applied to the
final exam. Reweighting is, however, always inconsistent with maximum precision (see
below).
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Assessment with Maximum Precision

In addition to accuracy, our second fundamental principle of fair assessment is that
assessments should be as precise as possible: the grades instructors assign to
students should vary as little as possible due to factors other than students’ ability. In
Allen (2005), this means avoiding variation in grading due to non-academic factors, but
for the purpose of this paper it does not matter why an assessment is imprecise®. The
question is: given that a course meets Condition 1, how does an instructor choose
weights for assessments which makes the evaluation as precise as possible? This
question is meaningful when there is more than one solution to designing an accurate
assessment: this is an additional requirement to Condition 1. The answer is explained in
Condition 2:

(Condition 2) In order to achieve maximum precision in course assessment,
the weight placed on an assessment should be proportional to the precision
of that assessment. Specifically, it should be the precision of that
assessment divided by the total of all assessment precisions.

The details of this analysis are in the Mathematical Appendix. An important property
of this condition is that it does not rely on within-assessment weighting — only the
weights of the assessments themselves. This is because | assumed earlier in this
paper that random variability occurred at the assignment level, not the learning outcome
level. If certain assessments measure certain learning objectives better than others,
this assumption is violated. However, relaxing this assumption yields an alternative
condition (Condition 2a), which is similar in spirit but more complicated®; see the
Mathematical Appendix.

Assessments can be less precise measurements of learning for a number of reasons.
One common reason is that students may have different access to support resources
for take-home assessments (like homework assignments), which reduces the precision
of that assessment in measuring learning. Academic misconduct is another issue;
assignments which are more prone to cheating are less precise measurements of
learning. More generally, assessments in which a single error or mistake can
substantially affect the remainder of the assessment (for example, an exam which
consists of a series of linked questions) will also have lower precision. The precision of
an assessment is highly discipline and experience specific. However, it can often be
inferred by studying past iterations of that assessment and evaluating the dispersion
(e.g., standard deviation relative to mean).

There are a number of special cases which can be very convenient: for example, if
all assessments have similar precisions, they should be given similar weights. If an
assessment is relatively imprecise, it should have lower weight relative to other
assessments which measure the same learning objectives. All of these trade-offs need

5 For example, it could be that you unavoidably also measure effort, or simply that your assessment has
some variation due to random, idiosyncratic factors.
6 Essentially, rather than making it proportional to precision of the assessment (which is no longer well-
defined), you make it proportional to weighted average precision of all the learning objectives
measured by that assessment.
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to be done while still keeping Condition 1 in mind: this can involve some careful
balancing. | discuss in Section 5 what to do if an instructor cannot simultaneously meet
both Condition 1 and Condition 2, which is possible in some assessment structures.

Discussion
Trade-offs: When the optimum is not feasible

In all of the examples so far, it has been possible to meet both principles of fair
assessment: creating accurate assessments with maximum precision. This is not
always possible. In situations where an instructor does not have full control over their
course syllabus, they may not have enough flexibility to accomplish both of these goals.
Similarly, an instructor may not have complete control of their assessment rubrics —
either because they are determined at a level above them (e.g., a coordinated, cross-
section course or standardized exam) or because the “design space” of assessments
just doesn’t accommodate an exercise that has an appropriate weighting.

In that case, the instructor will face a trade-off — they can sacrifice precision for an
increase in accuracy, or increase precision but at the expense of accuracy. There is no
hard-and-fast rule for how to do this. It is up to the individual instructor to make a
judgement call about where they will draw the line. Some statistical approaches apply
a criterion like mean-squared error which trades off precision and accuracy. This is not
useful for curriculum design for three reasons:

(1) An instructor needs to know a great deal about the precision of their
assessments to numerically evaluate these kinds of trade-offs mathematically.

(2) In general, there is no closed-form solution (i.e., a formula) or even
straightforward algorithm to compute such a solution. This introduces ambiguity
about the uniqueness and properties of a solution, and is probably not something
instructors want to spend time calculating.

(3) The use of a mathematical criterion functions hides the fact that any criterion is
ultimately a value judgement on the part of the instructor about the relative value
of precision versus accuracy. Given the importance clarity of assessment has for
curriculum design, and the importance of communicating with students, this is not
helpful.

In general, | suggest instructors should simply do their best, focusing on reducing
accuracy first, then minimizing within-student variance as much as possible. Only in the
case where an instructor is convinced that they must use a highly imprecise
assessment is it worthwhile to reconsider evaluation to trade off these elements.

Formative versus Summative: Dealing with hard-to-measure objectives

In the majority of this paper, | discussed assessments as evaluation: they are
summative measures of learning objectives. However, what if they are formative in
nature? What if the role of an assessment is to help students improve — not to accredit
mastery? Moreover, it may be the case that a course involves hard-to-measure or
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assess objectives; for example, many of the objectives in Fink (2013) concerning
learning-to-learn or caring are not amenable to traditional assessments like exams.
This is not these objectives cannot be measured: activities like learning journals, self-
reflections, exam wrappers, and other approaches have been proven to be effective
ways to encourage and demonstrate learning (Hoskins and Fredriksson 2008; Arter
and Salmon 1987; Handel, Artelt, and Weinert 2013). However, the cognitive domain
learning evident in many of these activities is not easy to judge — an instructor can see
that students have completed them, but not much more.

From the point of view of fair assessment, this is fine. If an instructor believes that
completion of activities indicates achievement on average, then assessment will still be
(on average) fair if they assign points for completion. This justification for “participation
marks” or other kinds of completion-based assessment agrees with fair assessment,
provided that completing a task indicates learning.

In general, there is no fundamental difference between formative and summative
assessments when it comes to fair assessment; if both are indicative of learning, both
can be used as part of course grades. However, an instructor also needs to decide
when that learning needs to be demonstrated; the mathematical model in this paper is
unmoored from time and space, existing in abstraction. Classrooms are living, growing,
and evolving spaces — where learning changes over time.

Often, instructors are interested in assessing student mastery of process, such as
adapting to feedback. This can be evaluated as described above. However, if an
instructor needs to accredit achievement, then it only needs to be evaluated
summatively at the end of the course — when the learning is judged to be finished:

Example 5: you are teaching a technical writing class. Over the semester,
you have students submit several different draft versions of their final
research paper, which you provide feedback on. The students work to revise
those drafts and then submit a final paper. Since the learning (“writing a
paper”) is only meaningfully demonstrated at the final paper stage, the
completion of the intermediate submissions should not be aligned with the
learning objectives specific to paper outcomes (e.g., clear analysis, use of
visualizations, etc.) but rather with the learning process (e.g., revise and
improve work, interpret criticism) instead.

It is, of course, suitable to provide feedback on mastery of other objectives as a
means of feedback — even though they are not being evaluated as the final outcome.
This teaching style requires the instructor to have a clear idea, when assessment is
designed, of the pedagogical role of different kinds of assessment, and describe it
clearly and accurately to students.

Condition 2 (precision) is also an important issue; when an objective is hard to
assess, the assessment of it is likely to be imprecise. The conclusions of this paper
emphasize that instructors should proportionally reduce the weight on less precise
assessments; however, this is not applicable if all assessments of a given objective are
equally imprecise.

This paper emphasizes that when both formative and summative assessments are
used to evaluate an objective, more weight should generally be placed on the
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summative assessment, since it is likely to be a more precise estimate of the learning
(for that specific objective). This re-emphasizes the importance of pairing summative
and formative assessment and provides a recommendation for how these tools should
be traded off when assessing learning. It also suggests (for practicality) that instructors
should avoid assessing a mixture of objectives summatively when only some of them
have previously been assessed formatively (or assessed more/less frequently); the
requirements of accuracy for both objectives will make it difficult to compensate for the
reduced precision of the previous formative assessment.

This also illustrates a surprising principle of fair assessment: an instructor may not
actually want to assess all learning activities done in a course! Fink (2013) emphasizes
this, but it is (at least partially) couched as a matter of practicality, i.e., “ideally” an
instructor would assess everything, but can’t due to the amount of marking that would
entail. This paper provides a reason for why an instructor may not want to assess
something: the precision is low and the learning is captured elsewhere.

Non-traditional Evaluation Systems

However, not all systems for evaluation or assessment fall into the “weighted average of
objectives” category. Some examples include specifications grading (Nilson, 2015),
contract grading (Hiller and Hietapelto 2001), and “ungrading” (Blum and Kohn 2020).
Similarly, courses may have “fail the final, fail the course” policies (or something similar)
built into their syllabuses.

In all of these situations, rather than evaluating the final achievement in the course as
a combination of the grades on previous assessments, there is a pre-defined
“specification” of what needs to be completed, and to what standard, in order to achieve
different grades. For instance, in Nilson (2015), the author outlines two ways of
assigning grades: grade each assessment as a combination of learning objectives and
give each assessment a point value, or “bundle” a set of pass-fail assessments into a
letter-grade.

The former approach is consistent with the framework of this paper in terms of
accuracy, and the results of this paper apply: this paper suggests how to determine
which point value should be assigned to each assessment. The key complication this
approach presents concerns precision: the non-linearity of “pass/fail” grading schemes
does not have neat results, and deserves attention in future work.

On the other hand, the “bundling” approach is harder to reconcile. Bundling is similar
to contract grading and has similar complications. The key complication in both
approaches is how to address “weighting” in this framework since the “bundle” is not a
weighted combination, but a list of requirements. However, if the bundles are correct —
that is, an “A” in the course does directly correspond to completing the listed activities
and only those activities — then bundling and contract grading are accurate. The
question of “optimal assessment weighting” is irrelevant. The question is instead which
activities should be placed in a bundle.

The logic of this paper then applies to this case: it says that bundles should be
chosen such that the combination of required activities at a “pass” level constitute the
associated level of performance. No weighting necessary. This is can be easier to
design than a traditional course, and is often more transparent to students — a major
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advantage that Nilson outlines in her argument for specifications grading. | would argue
that part of the benefits these approaches in terms of fairness and assessment design
stems from their ability to map final grades onto learning outcomes, just as this paper
demonstrates for traditionally graded courses.

A final topic concerns “ungrading”; this concept has a variety of definitions, but can
be defined as a system in which student reflection is the main assessed element of the
course. Interestingly, this paper is silent on ungrading as a practice — since it is
immaterial from the perspective of fair evaluation how the evaluation is completed. If an
instructor (a) has a syllabus which lays out the learning objectives and their relative
importance, and (b) believes students can and will fairly assess their own learning
relative to those objectives, then ungrading is a fair assessment! In fact, if they believe
there are advantages to self-assessment over external assessment, it may actually be
better than traditional assessment. Of course, the validity of student self-assessment is
an obvious failure point.

An advantage of ungrading in is that it creates opportunities for more kinds of
assessments. As Guberman (2021) states: “An ungraded system does not align well
with tests and quizzes other than in the context of memory or mastery practice” (p. 90).
More holistic, creative, assessments which would be impossible to assess traditional
are possible in ungrading. More importantly, they are also fair, in the context of this
paper, if the instructor clearly outlines what learning means in terms of a grade. This
advantage of ungrading — especially in where assessment of learning is difficult, or
where students are disadvantaged by traditional grading (see Rapchak, Hands, and
Hensley (2023)) — without compromising assessment of learning is clarified by the
results of this paper.

Conclusions

In this paper, | developed a framework to help instructors decide how to weight the
assessments within their course. This framework demonstrates that assessment
weighting, in concert with assessment design, must be closely tied to learning outcomes
in a course in order to provide fair assessment. It also highlights the trade-offs
instructors face when developing different kinds of assessments with different
precisions. Finally, this framework also highlights some of the challenges and subtleties
associated with many commonly-practised assessment techniques — illustrating that in
many cases they may be inconsistent with the principles of fair evaluation. One aspect
of fair assessment evaluation which has not been developed in this paper is the
strategic reaction of students to a given assessment scheme: if students shy away from
learning things an instructor assesses less heavily, accuracy and fairness suffers. This
deserves attention in future work.
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Appendix A: A Real-World Worked Example

In order to see how these recommendations work, let’s put them together in a real-world
situation, based on a (simple) example course. | will use the example in Fink (2013, pp.
85—88) of a psychology course on statistical methods. This course has 16 learning
objectives, which span Fink’s taxonomy of significant learning objectives:

(1) Remember the meaning of terms related to population and parameter, sample
and statistics (10%)

(2) Understand the meaning of variance and correlation and remember the formula
for variance (10%)

) Understand that relations inside numerical systems map into the real world (10%)

) Be able to look at a graph and see real-world relationships (10%)

) Be able to engage in quantitative reasoning (15%)

) Be able to evaluate the significance of the size of something in context (5%)

) Connect statistics to their everyday personal and public life (5%)

) Relate statistical procedures to more general quantitative reasoning (5%)

) ldentify the differences and similarities between correlation and variance (10%)

) Become more confident in their ability to learn this material (2%)

) See themselves as having their own way of learning (1%)

) Have learned about their own learning style and be able to apply it (1%)

) Understand the need for multiple exposures to a concept (1%)

) Find that quantitative reasoning is fun (5%)

) Be anxious to critical evaluate the world around them using quantitative
reasoning (5%)

(16) Be proactive in using the skills developed in their everyday life (5%)

You’ve worked with other instructors and have determined the relative importance of the
different objectives within the course (indicated by the percentages). You have decided
to assess these objectives using four different assessments:

(1) A midterm, which evaluates objectives 1 and 3-8

(2) A final exam, which evaluates objectives 1-9

(3) A series of learning journals, which evaluate objectives 10-13
(4) A project, which assesses objectives 1-9 and 14-16.

You quickly notice that the learning-about-learning and caring objectives separate nicely
into the journals activity: you set the value of journals at 5%, and make the rubric based
40% on confidence and 20% on each of the other objectives. This will fairly assess
objectives 10-13.

Next, you consider the project — which uniquely covers objectives 14-16, which in total
have a weight of 15%. You judge that for a project like this, about 50% of the learning
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will come from developing their own ideas, and the other 50% from applying the
principles of the course properly. You weight objectives 1-9 in proportion to their
importance in the course; so 1-4 and 9 are worth 6.25% each, 6-8 are worth 3.125%,
and 5 is worth 9.375%. Finally, you weight 14-16 equally at 16.67% each. lIsolating the
values of 14-16, you then make the total value of the project 30% of the final grade.
This will now fairly assess objectives 14-16.

So, we now just have to decide how to design our final exam and midterm; the easiest
way to do this is to simply design “exams” as a whole, then divide up the weights
appropriately. We know we need to assign an additional 65 points for all exams; we
can do this proportionally to the importance of each unit: objectives 1-4, 9 get a weight
of 12.5% in the exams, while module 5 is worth 18.75% and modules 6-8 get 6.25%.
We compute the outstanding total grade remaining after the project in Table 2.

The final step is to divide the weight between the midterm and final exam, keeping in
mind that objective 2 is only evaluated on the final exam. You know that as long as you
create a total weight which adds up to total outstanding, you will have accurate
assessment of your course. You also notice that the only place where you have
flexibility is in the design of the exams; you cannot adjust the weights for the other parts
of the assessment. You judge that midterms and finals have roughly the same
precision, if you make them of similar lengths. Accordingly, you decide that you should
keep them roughly same the weight and length. You adjust the relative proportions as
in Table 2, and determine they should be worth 32.5% each, with the resulting
proportions for each objective.

Table 2. Example Calculations for Assessments

Assessment

Final
Importance| Journals Project Exams Midterm Exam [Assessed
1 10% 6.25% 12.50% 14.29% 10.71% 10%
2 10% 6.25% 12.50% 25.00% 10%
3 10% 6.25% 12.50% 14.29% 10.71% 10%
3 4 10% 6.25% 12.50% 14.29% 10.71% 10%
2| 6 5% 313% 6.25% 7.14% 5.36% 5%
2 7 5% 313% 6.25% 7.14% 5.36% 5%
O 9 10% 6.25% 12.50% 14.29% 10.71% 10%
gl 10 2% 40% 2%
§ 12 1% 20% 1%
- 13 1% 20% 1%
14 5% 16.67% 5%
15 5% 16.67% 5%
16 5% 16.67% 5%
Weight 5% 30% 65% 32.5% 32.5% 100%

Journal of the Scholarship of Teaching and Learning, Vol. 26, No. 1.
josotl.indiana.edu



Graves

You are now confident that your course design will fairly assess all of the objectives in
your course. You could communicate the structure of the course to your students using
the table above — which highlights not only the assessment weighting, but the relative
importance of the different learning objectives within the course.

Lessons Learned

You will notice from the procedure outlined above, that it is easiest to ensure fairness of
your course when (i) different objectives are linked to specific assessments, and not
others, and (ii) you keep the number of assessments down, or group them up into a
similar pool.

This is very similar to the recommendations outlined for effective assessment of
students: not only do clearer syllabuses make it easier for students to understand and
respond to assessment, but they also make it easier for instructors to create fairer
assessments.
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