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Abstract  

This paper reviews the great amount of disagreement in the techniques which have been 

used in the measurement of fricative spectra, and then outlines a technique for probing the 

differences between these measurement systems in a perceptual protocol. Synthetic 

stimuli with spectra varying systematically in four dimensions are generated by combining 

four Gaussian noise components with independently varied amplitudes, and with different 

base frequencies. Spectral moments are calculated from the resulting stimuli, and the 

results of predicting the moments from the synthesis parameters are probed, finding a 

complex relationship between the synthesis dimensions and spectral moments, and 

between the spectral moments themselves. The paper also lays out a navigation protocol, 

where listeners can search the synthetic space to find examples of different English 

fricatives, and presents pilot data arising from the protocol. Pilot data show agreement 

between listeners in the location of high-probability areas for each fricative inhabiting 

different locations in the synthetic space. Building regression models to predict listener 

responses using the synthetic parameters and using their concurrent spectral moments 

shows a roughly 30% agreement across listeners, but comparing these models also shows 

that spectral moments measures do not appreciably out-perform the synthetic parameters 

in predicting listener categorization data, thus failing to demonstrate that the spectral 

moments measures provide an explanation of the labeling functions for the different 

fricatives.  
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I. Introduction 

In the IPA chart, no dimension of contrast has so many levels as the consonant place 

dimension, and no type of consonant has so many place contrasts as that of the fricatives. 

In the 2020 chart there are 13 separate symbols used to contrast fricatives by place alone. 

The contrastive dimension, explored in numerous studies such as Ladefoged & Maddieson 

(1996, Chs. 2 and 5, and references therein), explore the location of the constriction that 

produces noise, within the vocal tract, by means of palatography and transverse imaging 

such as with X-rays.  

 

However, systematic investigation of the acoustic correlate of this dimension, as it is 

actually expressed in the languages of the world, is less well established. How do we 

measure fricative acoustics in a way that captures and characterizes the categorical 

distinctions in the world’s languages? Currently, there are (at least) six different acoustic 

characterizations of the contrasting dimensions that have been proposed, and many 

different research works have used one (or more) of them. What is missing at this juncture 

is a systematic perceptual evaluation of these metrics. The current paper lays out an 

attempt to devise a systematic evaluation of these various measurement schema with 

respect to a broader space of fricative noises. It then focuses on the preliminary question 

of how the currently well-used measurement scheme of spectral moments relates to a 

synthetic corpus of fricative noises that is used in the perceptual protocol, and reports 

preliminary results from a brief pilot study.  
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II. Previous Measurement Observations 

There have been six types of approaches to measuring consonantal noise in the literature.  

 

1) Spectral Ranges. Stravens (1960) examined spectral slices of productions of fricatives 

and induced observations concerning how the various fricatives differed from one another, 

based on visual impressions of spectral slices. He was guided by an attempt to build 

decision metrics that would classify the entire cross-language set of fricatives, and noted 

that different spectral bands were filled for different fricatives. His approach harkened back 

to previous work on synthesis and perception (Cooper et. al, 1952) and production (Hughes 

& Halle, 1956). A more recent and very systematic instantiation of this approach appears in 

Narty (1982), where intensity arrays of different spectral bands in fricatives from numerous 

language samples are submitted to a PARAFAC analysis (Harshman et. al, 1977) to devise 

spectral band factors that distinguish fricatives in various languages. Elements of a similar 

approach to the signal as being represented as an array of frequency bands can also be 

found in Lacerda (1982), Gordon et al. (2002), and Hoelterhoff & Rietz (2007).  

 

2) Formant Relations. In a similar study, Jassem (1965) arrived at a somewhat different set 

of acoustic markers, taking a more analytic approach to mapping the acoustics back to the 

effects of the vocal tract in imprinting formants on the fricative noise. This technique 

implemented a characterization of fricative noise in terms of the presence of formant 

peaks in the spectrum, and Jassem’s approach sought to assign numbers to the formants, 

associating them with the formant transitions from neighboring vowels. The frequency and 
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intensity relations between these formants, then, form the basis for distinguishing fricative 

noises. More recent works focusing on vowel-to-consonant acoustical dynamics have 

taken similar approaches to characterizing consonantal noise distinctions (Kewley-

Port,1983; Lahiri et al., 1984; Jongman & Miller, 1991; Funatsu, 1995; Tronnier & Dantsuji, 

1993; Jesus & Shadle, 2005; Nowak, 2006) 

 

3) Spectral Shape. Jassem (1965) also included an inductive approach to classification, 

very similar to that taken in Stravens (1960), which projects the formant patterns onto a 

broader characterization of the spectrum in terms of overall shape in the frequency 

domain. This characterization has a close similarity to that to the pioneering work in Harris 

(1958), and to the analysis-by-synthesis approach advocated in Heinz & Stevens (1961). 

There is a strong thread of research which implements this approach by noting the 

frequency of peaks in the spectrum, and then noting the slope of the spectrum flanking 

these peaks either in the lower or higher frequencies. Shadle (2023) advocates for such an 

approach on the basis of extensive work on articulatory-to-acoustic mapping, which 

suggests that the peaks indicate filtering effects of the vocal tract anterior to the 

constriction (coupled with zeroes, as discussed in Heinz & Stevens, 1961), and the 

measurable slope effects add further information about the noise source. This strand of 

research using peak-and-slope measurements is very robust, including landmark studies 

such as Jongman et al. (2000), and Zygis et al. (2012). See also Jesus & Shadle (2005), and 

Maniwa et al. (2009), and sociolinguistically oriented work in Reidy (2016), and Johnson et. 

al, (2018). 
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4) Spectral Moments. In perhaps the most influential work on fricative noise 

measurement, Forrest et al. (1988) advanced Jassem’s second approach by detailing and 

implementing an automatic approach to quantifying spectral shape by making the 

conceptual move of treating the spectrum as a probability distribution, and then applying 

standard statistical techniques for evaluating such distributions. This approach derives 

four measures (‘moments’), mean = weighted average frequency (‘center of gravity’, or 

‘centroid’), variance = linear weighted deviation from the mean, skewness = asymmetry of 

deviation above and below the mean, and excess kurtosis = excess energy in the tails than 

that in a reference Gaussian distribution. These measures systematically extract the 

characterization of any fricative noise in great, four-dimensional detail. The first of these 

measures, often called the ‘centroid’, is very common in the literature, while the higher 

order measures are less often referred to. This analysis is very similar to that advocated by 

Svantesson at that time (Svantesson, 1986). Works that rely on moments analysis are 

numerous (Jongman et al., 2000; Gordon et al., 2002; Hamann & Sennema, 2006; Munson 

et al., 2006; Silbert & de Jong, 2008; Baker et al., 2011; Iskarous et al., 2011; Zygis et al., 

2012; Stevens & Harrington, 2016; Johnson et al., 2018).  

 

5) Cepstral Coefficients. Taking this question of spectral characterization in a different 

direction, Bunnell et al. (2004) adapted speech coding techniques from speech recognition 

research which rely on second-order coding of spectral functions that characterize 

harmonic relationships in the signal, based on the assumption that various shaping 

cavities in the vocal tract may be roughly harmonic resonators. As with the spectral 
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moments approach, this technique yields several coefficients which might characterize 

important aspects of the signal. Spinu & Lilly (2016) contains an excellent exposition of 

how such analyses can be interpreted and compare them to a moments analysis in a 

corpus or produced fricatives. [See also Spinu et al. (2012), and Mokari & Sardhaei (2020) 

for other applications of this analysis technique.] 

 

6) Discrete Cosine Transform Parameters. Jannedy and Weirich (2017) have advocated 

for an approach to signal characterization similar in general concept to cepstral encoding, 

but very different underlying structure. The output of this is similar to the cepstral approach 

in that it generates a vector of potential measures which can characterize the spectrum in 

great detail.  

 

While these different analysis approaches are generally encountered as methodological 

details in linguistic and sociolinguistic work, the set of issues that they pose for phonetic 

research goes well beyond the question of computation or technique. Besides the larger 

theoretical questions such as whether measures should be transparent with respect to 

articulation, such as discussed in Shadle (2023), the choice of measurement technique 

imposes very different structures of similarity between fricatives, and hence between 

expected formal classifications that should arise. As an example, Tables 1 and 2 lay out the 

classifications of various fricatives from Stravens’ band measurements (Table 1) and 

Jassem’s formant relations (Table 2). Stravens posited two dominant dimensions, one 

characterized by the lower bound on noise and the other characterized by the range of the 
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spectrum with noise in it. Jassem, by contrast, considered the major two dimensions to be 

the difference in frequency between F2 and F4, and the difference in amplitude of F2 and 

F4. The similarity structure suggested by these two approaches is very different. In the 

spectral range analysis, [x] and [h] intervene between [ʃ] and [f], while the formant 

measurement analysis has [s] and [h] intervene between [ʃ] and [f], but in different 

dimensions.  

Table 1. Classification criteria and segmental categories from Stravens (1961) 
Stravens 
(1960) 

Spectral 
Range 
Lowest 

Spectral 
Range < 4 
kHz 

Spectral 
Range > 
4kHz, <5kHz 

Spectral 
Range > 5 
kHz 

High Lower 
Limit 

 [s] [x] [θ]* 
 

Low Lower 
Limit 

[ç] [ʃ] [χ] [f]* 

Lowest Limit   [h] [ɸ] 
* Spectral limit in Stravens (1960) is actually spectral center of gravity for these. 
 
 
Table 2. Classification criteria and segmental categories from Jassem (1965). 

Jassem (1965) Compact, High Fq 
F4 – F2 < 1800Hz & 
F2 + F3 + F4 > 8kHz 

Compact, Low Fq 
F4 – F2 < 1800Hz &  
F2 + F3 + F4 < 8kHz 

Diffuse  
F4 – F2 > 1800 Hz 

Intensity of F2 > 
Intensity of F4 

 [h] [f] & [θ]* 

Intensity of F2 < 
Intensity of F4 

[ç] [ʃ] (& [ʂ]) [s] 

*[θ] has higher F4 
 
 
While differences between consonant categories are found with all of the different 

measurement schemes, none has systematically been perceptually evaluated across 

languages. The spectral moments analysis proposed by Forrest et al. (1988) is perhaps the 

most popular in linguistic and sociolinguistic research, though measures of spectral peak 
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and slope (e.g., as argued for in Shadle, 2023) are also very common. As noted in Shadle 

(2023), the lowest spectral moment, the centroid, has been found consistently to allow for 

distinguishing fricative categories (e.g., Jongman, et al., 2000), as well as to apply to finer-

grained differences which distinguish socio-indexical categories (e.g., Munson, et al., 2006; 

Baker et al., 2011), and so the scheme represents an extraordinarily significant research 

achievement. However, aside from the centroid measure, the other three dimensions yield 

very inconsistent results across the categorical literature (Shadle, 2023; note also Spinu & 

Lilly, 2016) do not find a model with a centroid factor, but rather, the second and third 

moments), and socio-indexical research commonly relies on centroid frequencies (but see 

Stuart-Smith, 2007, for a different approach).  

 
II. The Current Work 

 
This report presents the first steps towards developing a more systematic understanding of 

the acoustic structure underlying fricative systems from a perceptual point of view. The 

approach taken here is to develop a perceptual protocol to do so. This development has 

two parts.  

 

First, there is generating aperiodic noises which approximate isolated fricative noises, 

using techniques which systematically vary spectral qualities. This synthesis routine 

generates a sample with a density of spectral differences that will effectively capture 

differences in a variety of different possible measurement schemes. In the pilot work on 

synthesizing fricative noise to that reported here, it became rapidly obvious that many 

changes in many different components of the spectrum are audible and potentially very 
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salient to listeners, so the possible number of minute differences of various kinds that 

would need to be evaluated is very large.  

 

To make the current project more tractable, two major simplifications are initially applied to 

the problem. 1) glottal source characteristics are not included in the evaluation. This would 

entail that all target consonants are voiceless, and voiced fricatives are not included. As 

noted in Shadle (2023) glottal source characteristics complicate the spectrum 

considerably, and it is not possible to simply remove or add low-frequency components of 

the signal, since glottal source energy couples with the fricative noise source in ways that 

vary across the higher frequencies. 2) the current approach does not factor in the 

perceptual effect of vocalic formant frequency transitions into and out of the neighboring 

vowels. Previous work shows that formant transitions are often important in fricative 

identification, especially in systems which are densely populated (Nowak, 2006, for Polish 

sibilants), and where the fricative noise is characteristically low in amplitude (Cooper et al., 

1952, but see counter-indicating data in Jongman et al., 2000). 

 

The second problem addressed by the proposed research is that of making this large array 

of potential fricative stimuli available to listeners for evaluation. Since there are many 

possible dimensions of acoustical variation which might be important for fricative identity, 

independently varying these dimensions creates a very large number of stimuli, which 

quickly over-run the ability of listeners to review all of them.  
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To manage large numbers of potential dimensions, an earlier approach was developed for 

working with listeners to sort them in category evaluation, AMBEL (Oglesbee & de Jong, 

2006, 2007; Oglesbee, 2008). This technique follows an adaptive-tracking search 

algorithm, which asks listeners to compare stimuli in target dimensions, and then utilizes 

their preference responses to establish the location within a dimension which is closer to 

the category center, and then uses that parameter setting when searching through the 

other dimensions. This technique has proven effective at sorting through differences in 

various languages in acoustic parameters associated with laryngeal contrasts in plosives, 

showing, for example, different language-group preferences in their sensitivity to F0 for 

laryngeal specifications in different languages. By analyzing preferences in each dimension 

in multiple trials, this technique can identify acoustic variation that is involved in the 

perceptual responses and separate it from dimensions that are not as relevant.  

 

While this approach has the great advantage to being scalable to a large number of 

dimensions, the downside to it is that it assumes that each of the search dimensions is 

independent, since each comparison modifies the signal in just one dimension at a time. 

Interactions between two parameters are not well-captured in this data.  

 

An alternative solution used in the current project allows us to probe interactions between 

dimensions. This approach arose from discussions of vowel systems in the early 1990’s, 

giving rise to a series of papers utilizing the ‘method of adjustment task’ (Johnson, et al., 

1993). In this method, the assumed structure of the vowel space as having specific 
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dimensions is mapped onto a graphic surface with two dimensions by associating 

synthetic vowels with locations in a grid. In the implementation in Johnson, et al. (1993), 

each grid location, then, is linked to a playable synthetic stimulus with formant values 

tonotopically arrayed to lie between those of acoustically neighboring stimuli to the left 

and right and up and down. Listeners were then instructed to find the best examples of 

particular vowels. In such studies, listeners systematically chose stimuli whose locations 

in the space of stimuli reproduce something with a very similar structure to the traditional 

vowel chart in the IPA (though with some systematic deviations from spoken distributions; 

Whalen et al., 2004a, 2004b, Johnson et al., 2004).  

 

The main solution to the listener work-load problem has two components. First, listeners 

are active in the search process and can develop listening strategies that optimize the task 

at hand. It is not necessary for the listener to listen to every stimulus at random to solve the 

problem of finding high-quality exemplars of each category, since they can navigate 

towards areas which are more similar to a fricative in the target language, and do not have 

to sample all of the areas in the stimuli to find them. Second, this approach assumes 

dimensionality to the stimulus space and gives the listener access to this assumption. The 

obvious additional problem this raises for the current project is that, though we have an 

implementation of various spectral distinctions which we believe may be involved, we do 

not know a-priori what the appropriate dimensions are. Thus, the constraint imposed by 

the task of probing just two dimensions in each trial is a limitation. The current approach is 
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to work through various combinations of two-dimensional slices of the multi-dimensional 

space of possible stimuli, but at present, this approach is at best expeditionary.  

 

The protocol yields the participants judgement of the location of plausible tokens of each 

of the fricatives in the target language in the multidimensional space of the synthetic 

stimuli. The orientation of such stimuli for each fricative relative to the other fricatives in 

the system, then, will provide the structure of the overall fricative system in the N-

dimensional space of the stimuli. In addition, with enough steps within each of the two-

dimensional grids, the overall shape of the correlation between the two dimensions within 

each category is potentially also available, indicating possible trade-offs in the different 

synthetic components. By mapping the four dimensions onto various measurement 

schemes, we then can also generate expectations concerning how the measurements 

relate to the different categories.  

 

The current paper presents two parts with respect to this program.  

 

First, it explores the acoustical structure of a stimulus set which forms the basis for the 

protocol. The fricatives are synthesized using a harmonic series of noise components, such 

as would be emitted by an aperiodic acoustic source filtered by an open-ended resonator. 

The structure of the synthetic space is akin to that suggested by the formant measurement 

system of Jassem (1965), and a ‘peak-and-slope’ measurement scheme such as proposed 

by Shadle (2023), but it is very different from the structure indicated by a spectral moments 
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analysis. This raises the question of how the synthesis parameters relate to spectral 

moments. Section III lays out this relationship, showing a complex array of relationships, as 

expected with fitting a single Gaussian to a spectrum that actually has multiple Gaussian 

components. It also shows that the stimulus set probes a wide sampling of the spectral 

moments space, so the stimuli are useful for evaluating the performance of spectral 

moments analysis.  

 

Second, it reports some initial response data by pilot listeners, illustrating one way in which 

the perceptual protocol can work to evaluate measurement schemes.  

 
III. Stimulus Structure and Spectral Moments 

 
Stimuli are created via scripts implemented in the Praat framework, constructing each 

acoustic object from scratch. All stimuli have a random noise source, which has an 

amplitude profile extending 250 ms that is shaped with an intensity transition from zero on 

either end, to reduce auditory edges. The random noise source is introduced in four 

components, each generated with a Gaussian spectral profile with a 3500 Hz bandwidth. 

Each base form, then, has four spectral components that are the odd harmonics related to 

a base frequency of 750 Hz, so as fill the overall spectrum from that base frequency (minus 

½ the bandwidth) through 7 times the base frequency (plus ½ the bandwidth). These base 

forms are also made to populate higher frequencies by adding 100 Hz to each frequency to 

create a lowest frequency set with a base of 850 Hz and then successively adding a fixed 

frequency of 300Hz to the base of each of the components.  
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These bases, then are used to create stimuli with different spectral shapes by 

independently increasing and decreasing the amplitude of each of the four spectral 

components from 5 dB to 59 dB. Along with base frequency, amplitude modulation yields 

four additional parameters, one for each component, creating a five-dimensional space of 

stimuli. Initially, each dimension is varied in seven steps, yielding (75 =) 16,807 fricative 

noise stimuli. In the implementation of the perceptual protocol, the number of stimuli is 

reduced. The amplitudes of the two lowest components (henceforward A1 and A2) are 

linked to reduce the stimulus space to four dimensions. The current protocol further 

downsamples the base frequency to three steps (comprised of four of the original 7 steps = 

1200 Hz each) and the amplitude of the fourth component amplitude dimension 

(henceforward A4) to four steps. With these simplifications, the number of stimuli which 

participants consider in the initial protocol is reduced to 588 stimuli, and the current 

analyses are based on this smaller set.  

 

In order to ascertain the relationship between the structure of the stimuli and what would 

be measured using spectral moments analysis, the stimuli used in the current protocol 

were submitted to a Praat script developed by Christian di Canio (current URL = 

https://www.acsu.buffalo.edu/~cdicanio/scripts.html), and the five parameters that were 

used to create the space of stimuli were used as linear regressors to predict each of the 

spectral moments, yielding the relationships indicated the r2 values compiled in Table 3. 

Two types of models were run; single linear regression models for each synthesis 

parameter for each spectral moment, presented on the first four rows, and then multiple-
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regression models including each synthesis parameter and all two-way interactions for 

each spectral moment, presented in the bottom two rows.  

 
Table 3. r2 values for linear regressions between moments vs. synthesis parameters.  

 Centroid Variance Skewness Kurtosis 
Base Frequency (Base) 0.251*** (+) 0.001  0.001 0.003 
High Fq. Ampl. (A4) 0.252*** (+) 0.001 0.040*** (-)  0.029*** (+) 
Mid Fq. Ampl. (A3) 0.009* (+) 0.043*** (-) 0.000  0.010* (-) 
Low Fq. Ampl. (A1/A2) 0.293*** (-) 0.235*** (+) 0.018*** (+) 0.210*** (-) 
Model w/2-way inter. 0.850 *** 0.473 *** 0.164*** 0.404 *** 
Significant Individual 
Factors (p < 0.01) 

All main effects, 
and A1/A2xA3, 
A4xA3 

A1/A2, A3, A4, and 
all interactions 
between them 

A4, A3xA4 A2, A4, A4xA3, 
A1/A2xA3 

*** P < 0.001, ** p < 0.01, * p < 0.05 
 
As expected, the centroid frequency was strongly affected by all four control parameters, 

base frequency and the amplitude of all three noise components, with 85% of the variance 

in the measure being accounted for by the combined model. The main factors are the base 

frequency (Base), and then also with a negative effect of amplitude of the lower frequency 

components (A1/A2) and a positive effect of the amplitude of the highest frequency 

component (A4). All of the component amplitudes interact with one another in this effect. 

The relationship between centroid and Base are shown in Figure 1, with separate regression 

functions for values of A4 (left panel) and A1 and A2 (right panel).  
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Figure 1. Centroid frequency of the 
stimulus spectrum plotted as a function 
of the three steps of base frequency. 
Regression lines indicate four steps in the 
amplitude of the highest spectral 
component (A4, left panel), and seven steps in the amplitude of the lowest two 
components (A1/A2, right panel). Solid lines indicate regressions in the highest 
amplitude, with lighter dashes progressing to the lowest amplitude.  

 
 
Concerning the three higher-order moments, none of them were affected by base 

frequency. Since the base differences are just additive with respect to the raw frequency 

scale, the shape of the spectrum itself is not affected.  

 

Spectral variance is affected by the amplitudes of the different components, with higher-

amplitude components each reducing spectral variance by concentrating the spectral 

power into a particular band. This reduction in variance, however, depends on the 

amplitude of the other components. For example, increasing the amplitude of the mid-

frequency peak reduces variance, but only when the lower and higher frequency 

amplitudes are low. Figure 2 illustrates part of this complex relationship, focusing on the 
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relationship between A4 and A1/A2 and spectral variance. The overall distribution of 

spectral variance shows the somewhat weak effect of higher amplitudes of A1/A2 and 

increased spectral variance. However, the four regression lines indicate that the correlation 

of A1/A2 and spectral variance is only when A4 is strong as well (solid regression line in 

Figure 2). When A4 is strong, then increasing the strength of A1/A2 will increase the 

spectral variance from the mean, since the three strong spectral components will have a 

poor fit to a single Gaussian. When A4 is weaker, the increase in A1/A2 will pull the mean 

down, rather than increasing the variance.  

 
Figure 2. Spectral variance plotted as a function of low frequency amplitude 
(A1/A2). Regression lines and numbers indicate level of amplitude for the highest 
frequency component, with solid lines indicating the highest amplitude A4.  

 
 
Skewness is not strongly correlated with any of the control parameters but shows a main-

effect relationship with A1/A2 and A4, which are opposite in sign. Strong low-frequency 
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components contribute to positive skewness, while a strong high-frequency component 

contributes to negative skewness, as expected. However, there are complex interactions, 

such that when the mid-frequencies are also strong, the effect of the peripheral 

frequencies shows up more in the skewness parameter. Kurtosis behaves similarly but is 

opposite in sign. There is also an asymmetry between the effects of A1/A2 and A4, because 

the amplitudes of the lower components are both varied together as a single dimension, 

which means that their amplitude has a slightly larger pull on the mean frequency of the 

Gaussian mean (the centroid), which then affects how the rest of the spectrum fits to the 

Gaussian model.  

 

To help visualize these relationships between the spectral measures and all four synthesis 

parameters, Figures 3-6 plot the spectral moments in heat maps. The four synthesis 

parameters define four dimensions in the heat map, with two dimensions represented in 

each of a series of 12 tiles. The 2d tiles are defined by the amplitude of the lowest two 

components (A1/A2 – vertical), and the amplitude of the third component (A3 – horizontal). 

These 2d tiles are embedded in another two-dimensional configuration giving four 

dimensions to the presentation structure. The larger arrangement has four steps in the 

amplitude of the fourth component (A4 – horizontal placement of tiles), and the base 

frequency of the stimulus in three steps (base – vertical placement of tiles). Darkness 

indicates the height of the centroid frequency.  
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Figure 3. Heat maps of the centroid frequency of stimuli arranged in 12 tiles 
consisting of variation in A3 (horizontal, with low to the left and high to the right) 
and A1/A2 (vertical, with low at the top and high at the bottom). The 12 tiles are 
arranged by four steps in variation in A4 (horizontal, with low to the left and high 
to the right) and three steps in Base frequency (vertical, with higher at the 
bottom and lower at the top).  

 
 
Figure 3 shows a general pattern of base frequency where the lower tiles are basically just 

darker versions of the upper tiles. Centroids also tend to be higher in the right tiles with a 

stronger A4, and are generally higher in the upper parts of each tile, where A1/A2 is weaker. 

The heat maps also show that the patterns within each tile are different for different 

strengths of A4. In the tiles to the left, where A4 is weak, the centroid is a function of the 
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relative strength of A1/A2 and A3. However, in the tiles to the right, the strength of A4 

dominates the centroid frequency.  

 

Figure 4 plots spectral variance with the same layout as Figure 3. Here, Base (the vertical 

arrangement of the tiles) has no effect on spectral variance, as is noted above in the 

statistical analysis. The amplitudes of the four components interact to determine spectral 

variance. For low amplitudes of A4 (left tiles), A1/A2 and A3 interact so that equal 

amplitudes of all of the components create maximum variance (the dark strip running 

down the diagonal in the tiles to the left). This illustrates neatly the effect of fitting a single 

Gaussian model to a signal with multiple strong Gaussian components. When A4 is strong 

(tiles to the right), then a strong A1/A2 creates of a bimodal spectrum, which, when 

subjected to a Gaussian fit, also yields high spectral variances.  
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Figure 4. Heat maps as in Figure 3, except that the measure being plotted is 
Spectral Deviation.   
 

 
Patterns found for skewness and kurtosis are even more complicated, and are plotted in 

Figures 5 and 6. Overall, skewness is similar in topography to centroids, but with a 

tendency to split up the areas with higher centroid values. Similarly, the topography for 

kurtosis is somewhat the inverse of the topography for spectral variance.  
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Figure 5. Heat maps plotting spectral skewness as in Figure 3.  
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Figure 6. Heat maps plotting excess kurtosis as in Figure 3.  

 
 
 
These complex interactions between the synthesis parameters and the resultant 

combination of spectral moments raise the question as to the degree to which the spectral 

moments are independent of one another across this synthetic stimulus set. By correlating 

the four moments measures against one another, we find that there are pervasive, 

moderate correlations between the four measures, as indicated in Table 1. The strongest of 

these concern spectral variance and kurtosis (the even moments M2 and M4), and 
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between centroid and skewness (the odd moments M1 and M3).  The strength of these 

correlations matches, but is much weaker than what is found in Silbert & de Jong’s (2008) 

analysis of naturally produced consonants from English speakers.  

 
 
Table 4. Values of r2 for correlations between the four spectral moments. 

 Centroid Variance Skewness Kurtosis 
Centroid 1.000    
Variance 0.109** 1.000   
Skewness 0.146** 0.016* 1.000  
Kurtosis 0.096** 0.211** 0.047** 1.000 

** p < 0.01, * p < 0.05 
 
 

Examining plots of the dimensions against one another indicates that, even though there is 

considerable independent variance in the moments, there are strongly non-rectangular 

covariation profiles, indicating that variation in one of the moments is sometimes heavily 

restricted by variation in the others. Covariation plots are given in Figure 7, in the same form 

as the confusion matrix in Table 4. While the covariation space of centroid and spectral 

variance is largely rectangular, skewness and kurtosis are not so clearly independent. We 

note that both skewness and kurtosis are highly constrained when centroid frequencies are 

low, and when spectral variance is high, yielding roughly triangular covariance spaces. 

Kurtosis has a distribution which strongly suggests a log scale, and skewness and kurtosis 

clearly trade off with one another, though the shape of the correlation is not linear.  

 

Overall, this analysis supports the contention that fitting a Gaussian distribution to multi-

component signals like the current stimuli causes the higher level moments to divide up 
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the underlying variation with various trade-offs between the different moments, as 

suggested by Shadle’s (2023) analysis, and also helps explain the very strong correlations 

between the moments found in Silbert & de Jong (2008) in their analysis of human speech. 

In addition, analyses such as these suggest strongly that, though the four spectral 

moments are theoretically able to define a four-dimensional space, in practice, the 

dimensions of this space are not independent, so that it is clearly not rectangular in 

section, except for, perhaps, the relationship between centroid and variance.  
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Figure 7. Plots of each of the four spectral moments against each of the other 
spectral moments, arranged as in the matrix in Table 4. Data include all of the 
synthetic fricatives from the four-dimensional protocol implemented in the 
current study. Marker types indicate different values of base frequency.  

 
 
One final conclusion not to be missed, is that the correlations between the moments are 

much less pronounced than in the natural speech data in Silbert & de Jong (2008), 

indicating that the space of stimuli should be effective for allowing listeners to probe 

spectral differences measured by values of the spectral moments to a greater degree than 

what would be encountered in the acoustic structure of linguistic categories.  
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IV. Listener Responses to a Spatial Search Protocol 

Methods 

In the first version of the research protocol, participants were engaged in the protocol in a 

lab-setting with a quiet environment. The first underwent an auditory screening test and 

then filled out demographic and language history surveys, all of which are built into a 

JavaScript protocol. Since fricative intensity is a potential dimension of contrast between 

the target fricatives (Hedreck and Ohde, 1993), the listeners set the output volume as part 

of the auditory screening procedure and are not to change the output volume thereafter. 

Participants then enter a home-page, as shown in Figure 8. The page has instructions and 

twelve buttons arrayed in a 3 X 4 grid, each button being attached to a tile connected to 

stimuli with various values of Base and the highest frequency component amplitude (A4); 

the 3 steps in the vertical dimension vary base frequency from 700Hz to 2700Hz, and the 4 

steps in the horizontal dimension indicate variation in A4. Each of the 12 buttons brings up 

a 7 x 7 grid, with each of the 49 squares connected to a stimulus. Listeners are, then, asked 

to ‘find the fricatives’, that is, to label any of the stimuli which are examples of one of the 

set of voiceless fricatives in English: /f, θ, s, ʃ, h/, by using left-clicking to play stimuli, and 

then using right-clicking to cycle through the five labels and a no-label response. Listeners 

could listen to the stimuli as many times as they wished. Figure 9 shows the image of one 

of the tiles.  
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Figure 8. Home page of protocol with instructions. Each page-button links to a tile, as 
shown in Figure 8. The buttons are arranged as in the heat maps shown in Figures 3 – 6, 
with buttons linked to stimuli with high A4 to the right and buttons linked to stimuli with low 
A4 to the left. High base frequency buttons are to the bottom and low frequency buttons 
are to the top.  
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Figure 9.  Presentation of a seven-by-seven grid of stimulus links, marked with +, along with 
instructions for finding examples of categories among the stimuli. Links are connected to 
stimuli varying in A1/A2, with low values at the top and high values at the bottom, and to 
stimuli varying in A3, with low values to the right and high values to the right. 
 
 
Participants 

Pilot runs with the protocol were performed by four participants who were all native 

speakers of English, one male and one female listener in their 60’s, and two female 

listeners in their 20’s. None of the listeners reported any diagnosed speech or hearing 

disorder. The protocols included testing of hearing thresholds and allowed listeners to set 

the auditory output of the system to a comfortable level before running the test.  
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Pilot Data 
 
Aggregating across the listeners yields a set of probabilities for each stimulus as to whether 

they would label the stimulus as an example of each of the target fricatives. This can be 

visualized as a heat map, with the same structure as the spectral moments maps in Figures 

3 – 6, yielding topographical profiles for each segment in Figure 10. Figure 10 shows some 

spread in the performance of individual listeners, especially with /f/ and /θ/, in which cases 

none of the stimuli were categorized as examples by all of the participants (as shown by the 

scales in the top two panels). There were, however, many stimuli that elicited /s/ and /ʃ/ 

labels from all four participants. Despite the level of variation, it is clear that all five of the 

of categories inhabit different regions in the stimulus space, with /f/ in the central-upper 

tiles (high frequency base with weak A1/A2 and mid-level strength of A3 and A4), /θ/ 

tending to be lower and to the left (with a higher frequency base and weaker A4), /s/ upward 

and to the right (with a lower frequency base and stronger A4), /h/ in the lower left portion 

of the tiles to the left (with a higher amplitude of A1/A2 and lower amplitude of A3, and a 

lower base frequency).  

 

/ʃ/ is peculiar in having two regions of high probability labeling, on the bottom edge of the 

lowest tiles (with a strong A1/A2 and a high frequency base) and at the left edge of the 

upper left tiles (with a weak A1/A2, strong A3, and a low frequency base). This pattern 

suggests that the defining characteristic of /ʃ/ is a preponderance of energy in a particular 

spectral region, corresponding to the lowest components in the high frequency base in the 

bottom tiles and to the third component in the lower frequency base in the tiles to upper 
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right. Thus, the fact that there are two regions is an artifact of the four dimensions of the 

stimulus space, since there are two ways in which the four parameters which define the 

space can produce a strong spectral component in this particular frequency range. Thus, if 

the stimuli are alternatively characterized in terms of a strong band of energy in various 

frequencies, the two regions would conform into a single space in this alternative 

characterization of the stimuli.  

 
 

 



 32 

 

 

 

 
 
Figure 10. Heat maps of labelling densities for each of the stimuli in the protocol. Each 
panel indicates probability of a participant choosing the stimulus as (from top to bottom, 
left to right) /θ, f, s, ʃ, h/. The structure of the heat maps is as in Figures 3 – 6, with each tile 
indicating A1/A2 (vertical, where low indicates a strong A1/A2), and A3 (horizontal, where 
strong A3 is to the right), and the arrangement of tiles indicating base frequency (vertical, 
where low frequency bases are at the top), and A4 (horizontal, where strong A4 is to the 
right). 
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To evaluate what such data tell us about measurement schemes such as the spectral 

moments analysis, binary response variables indicating each listener’s application of each 

category label to each stimulus are submitted to regression analyses using spectral 

moments measurements from each stimulus. As a baseline for comparison, the same 

analysis was done using the synthesis parameters that define the structure of the protocol. 

If the spectral moments measurement adds explanatory value to the general observation 

of the location of the categories in the protocol space, then the spectral moments models 

should exhibit better fits than the baseline model. Or, stated another way, the baseline 

model indicates the degree to which listeners’ responses are shared with respect to the 

protocol, and any increment beyond this would be due to some measurable acoustic 

characteristic of the stimuli. One area of particular interest is whether the acoustic 

spectral moments measurements can explain why there are two areas in the synthesis 

space that both get labeled as /ʃ/. 

 

Preliminary results from such analyses are presented in Table 5. Here, regression models 

begin with all main effects and two-way interactions, and then are compressed by removal 

of the lowest fitting factors to find the model with the minimum AIC. Table 5 indicates the 

factors in the final model with the direction of the factor loading. The strongest factors are 

indicated with shading.  Slightly different models are found for each segment, but the 

typical pattern is for centroid and variance (and their interaction) to be the strongest 

predictors in the models. /s/ and /f/ have high centroids, and /ʃ/ and /h/ have low centroids. 

Among these, /f/ also has higher spectral variance, while /ʃ/ and /h/ have low spectral 
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variance. In addition, /f/ exhibits a skewness interaction with variance and /h/ has a 

kurtosis interaction with variance.  

 
Table 5. Regression factors in final models for each segmental category with fit indices.  

Spectral Moments Analysis: C = centroid, V = Variance, S = Skewness, K = Kurtosis 
 AIC LL C V S K CV CS CK VS VK SK 
f 1652.5 0.105 + + (+) - - +  - + - 
θ 1210.5 0.052 (+)   (+)  - (-)    
s 1598.9 0.338 +  (-) + - + - (-)  - 
ʃ 2449.5 0.176 - -  + +   - + - 
h 1367.5 0.214 - -  - +  +  +  

 
Protocol Analysis: A1/2, A3, A4 = amplitude of noise components, BA = base frequency 
 AIC LL Base A1/2 A3 A4 BA1 BA3 BA4 A1:3 A1:4 A3:4 
f 1666.3 0.099  - - - - +  + +  
θ 1203.2 0.036 +  (+)  -     = 
s 1555.2 0.315 - - + + - +  + (+) - 
ʃ 1889.3 0.318 -  +  + - (-) - (+)  
h 1320.3 0.239 (-)  - - - (+)  + + (+) 

 
 
These results are similar to results for these segments from previous production studies. 

However, less encouraging is that fact that the spectral moments models do not 

particularly outperform the baseline model, with Log-Likelihood estimates favoring it in /f/ 

and /s/, but favoring the baseline model in the other categories. Also, noting the split 

regions which elicited /ʃ/ responses, one might expect the spectral moments analysis to 

perform better at explaining why two distinct regions are both called the same category, but 

/ʃ/ is specifically the category in which the moments analysis did least well as compared to 

the baseline model.  
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These regression analyses can be further evaluated visually by translating the four-

dimensional space in Figure 10 (above) into the dimensions of the spectral moments 

measurements, yielding images of the same data such as in Figure 11. Figure 11 plots 

centroid and spectral variance data for all the stimuli (as in the top panel in Figure 3) but 

encoding probability of labeling as one of the fricative categories by the size of markers 

(with the smallest circles indicating the presence of a stimulus not getting the label at all). 

This figure indicates higher centroids and lower variance for /s/ in the middle-left panel 

(blue circles), than for /ʃ/ in the middle right panel (green circles), and also shows a good 

clustering of stimuli labeled as /h/ with low centroids in the lower left panel (grey circles). 

/f/ and /θ/ are not well clustered in this space. These figures also show that the two 

spectral moments do not necessarily do a very good job of determining the location of the 

two categories in the space, with many exceptions to any rule that might formulated. For 

example, it shows a very large range of centroids and spectral variance of stimuli labeled 

/ʃ/. Hence, these preliminary data show general effects similar to those from previous 

research which use spectral moments analysis but also indicate much room for 

improvement in acoustically characterizing the categorization data.  
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Figure 11. Stimulus locations in a space defined by centroid (vertical) and spectral 
variance (horizontal). Size of circle indicates likelihood of being labeled as /θ/ (top left), /f/ 
(top right), /s/ (middle left), as /ʃ/ (middle right), or as /h/ (bottom left). Smallest circles 
indicate cases with no labels being applied to a stimulus.  
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V. Conclusion and Future Directions 
 
The preliminary analyses of stimuli presented here indicate very clearly the differences 

inherent in different measurement schemes for fricative acoustics. The analyses show a 

very complex but largely intelligible mapping between a multiple-component synthesis 

space and a spectral moments analysis. This analysis shows, further, that a synthetic 

fricative space with speech-like acoustic profiles may prove useful for perceptually probing 

variation in the four-dimensional spectral moments space. There are limitations, however, 

in the degree to which the theoretically four-dimensional space of spectral moments is, in 

fact, a four-dimensional space with independent dimensions.  

 

Pilot data from listeners navigating the four dimensions in this synthetic space show 

results which broadly match what is expected from previous measurements of fricative 

productions, and show that listeners gravitate to different areas in the synthetic space for 

the different fricatives. Future work employing more participants will be necessary to get 

more well-defined probability distributions to form the target of regression analyses with 

different measurement schemes.  

 

Such probability distributions will also allow for a more careful evaluation of the synthetic 

space to determine which areas of this space are more densely populated by categories of 

fricatives, and the orientation of these more densely populated regions in the space of the 

stimuli. A possible next step would then be to redefine the four dimensions in the protocol 
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as three, or even two, dimensions, which would allow for much more intensive perceptual 

studies on categorization in an acoustic fricative space.  

 

Also, the next obvious step is to expand this investigation to additional languages; the 

protocol is easy to adapt by employing different category labels, and preliminary data to 

this effect is currently being collected. We expect, based on the individuality with which 

different languages exhibit subtle differences in various segments such as vowels, that 

different language groups will identify slightly different spaces with the various segment 

labels, and currently developing work with Japanese and Mandarin listeners seems to 

indicate this result. However, it is not clear whether different languages with more sparse 

or more densely populated fricative systems might not also exhibit systematic differences 

in the size of regions labeled as particular fricatives. This and other questions await further 

application of the fricative search protocol.  
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