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2. Document Scope and Key Findings

This document summarizes the results of the 2026 Jetstream2 Community Assessment conducted
among 3,325 individuals from April 2 through May 8, 2026. This was the fourth assessment conducted
as part of the National Science Foundation—funded Jetstream?2 project, which was awarded in 2020 and
began operations in 2022. It also marks the ninth survey of the broader Jetstream community.

This assessment was originally designed primarily as a tool to gauge broad, overall satisfaction with
Jetstream? activities and services, but has evolved to include more service-specific items and to serve
as a means of observing trends and longer-term user requirements. Other surveys and feedback
mechanisms may also be deployed throughout the project to gather additional granular, project-
specific, and/or just-in-time or point-of-service data.

As with any data collection activity or resulting report, one should exercise caution in inferring too
much about specific results, either positive or negative. The authors made every effort to summarize
and convey the survey results accurately and as received to not introduce any bias. Nonetheless,
readers should pay specific attention to the data collection methodology, especially sources of error,
detailed in Section 3.1.

Please direct any questions regarding the methods used in the administration of this assessment and/or
the summarization of responses provided in this report to Julie Wernert (jwernert@iu.edu),
Cyberinfrastructure Assessment and Evaluation, Indiana University Pervasive Technology Institute.

2.1 Key Findings

This report provides a basic analysis of the 2026 Jetstream2 Community Assessment. Section 3.1
describes the survey’s data collection methodology. The data collection instrument consisted of
quantitative and qualitative questions designed to determine satisfaction with and uses of Jetstream2
services and resources.

2.1.1 Quantitative Findings
e The final rate of response was calculated at 17.47%, with responses from 581 individuals.

e Overall, 95% of all respondents report being “satisfied” or “extremely satisfied” with Jetstream?2’s
overall performance, consistent with the 96.5% reported in 2025. Applying a standard Likert
scale to the responses offered, with “1” being “extremely dissatisfied” and “5” being “extremely
satisfied,” the mean satisfaction is 4.55 on a 5.0 scale.

e In 2026, mean satisfaction scores for all evaluated service areas exceeded 4.0 on a 5.0 scale, a
finding consistent with 2025.

e Respondents report the highest levels of satisfaction with the quality of response to questions via
direct email to Jetstream?2 staff (4.58/5.0) and the speed (responsiveness) of Jetstream?2
(4.53/5.0). Respondents also reported a high mean satisfaction with the speed of response to
questions via direct email to Jetstream?2 staff (4.50/5.0).
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2.1.2

The marked improvement in Jetstream2 documentation ratings observed in 2025 was sustained
in 2026, with the current rating (4.28/5.0) remaining substantially higher than ratings through
2024. Nevertheless, documentation remains among the comparatively lower-rated longstanding
Jetstream?2 services and the area most frequently identified by respondents as needing further
improvement.

Jetstream2 continues to become more central to respondents’ research activities. Nearly 96% rate
the resource “important” or “extremely important” to their research, with the percentage rating it
“extremely important” increasing from 51.9% in 2023 to 70.5% in 2026.

Down slightly from 2025, 81.3% of respondents indicate the resource is “important” or
“extremely important” to their educational activities, with a mean importance rating of 4.14 (on a
5.0 scale).

The percentage of respondents reporting that Jetstream?2 is “extremely important” to their
educational activities dropped from 52.3% in 2025 to 43.4% in 2026.

The most cited unique feature of the system was the ability to access computational resources on
demand, mentioned by 63.2% of respondents. This was followed by the Exosphere interface
(51.2%) and the ability to create custom virtual machines (49.5%).

Elastic computing and the availability of Jetstream?2 staff-installed packages were among the
features least frequently selected as one of respondents’ three most useful.

The preferred mechanisms for receiving help or information about Jetstream2 underscore users’
well-documented preferences for self-service, with an overwhelming 81.6% citing Jetstream?2
documentation as the preferred mechanism.

Just over 14% of the 2026 Jetstream2 respondent population reported affiliations with either
minority-serving institutions, EPSCoR states, or both—dipping from a high of 21% reporting in
2025 and settling to a level on par with the 15% reported in 2024.

Two-thirds of survey respondents (66%; 383/581) reported producing at least one research or
educational product that benefited from the use of Jetstream2. Reported products span a wide
range of outputs, including conference papers, journal articles, models, software products,
datasets, and educational curricula. The full list of products reported for the current project year,
including those aggregated through other means, can be found in the 2026 Jetstream2 Annual
Report.

Qualitative Findings

Open-ended comments reflect strongly positive overall sentiment toward Jetstream2. Respondents
frequently described the resource as valuable or essential to their research and teaching, and
suggestions for improvement frequently appeared within otherwise positive assessments. Taken
together, the comments suggest that concerns generally center on specific limitations or points of
friction in using and scaling valued Jetstream?2 capabilities rather than dissatisfaction with the
underlying resource. The following findings were derived from open-text comments, which are
reproduced in full in the Appendices:
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Respondents repeatedly described Jetstream?2 as enabling or accelerating research that would
otherwise be difficult or impossible to conduct with available local or institutional resources.
Users cited improved research productivity, access to otherwise unavailable computational
capabilities, support for new research workflows and services, and, in several cases, research
outputs or activities they reported could not have been accomplished without Jetstream?2.




o Flexibility and control over computing environments emerged as a central strength of Jetstream?2.
Respondents repeatedly valued the ability to provision and customize VMs, select resources
appropriate to their work, maintain direct control over software environments, and interact with
resources on demand. Several explicitly contrasted this flexibility with constraints they encounter
on traditional HPC or institutional systems.

e Jetstream?2 also supports teaching, student research, and access to advanced computing across a
range of educational settings. Respondents described using the resource in courses, student
research, training, and other educational activities, with several specifically noting its value where
comparable local computing resources are limited or unavailable. At the same time, instructors
identified opportunities to make classroom use easier through simplified student provisioning,
greater control over student resources, and improved capacity to support groups of students
simultaneously.

e User support emerged as another consistent strength. Respondents repeatedly described
Jetstream?2 staff as helpful, knowledgeable, responsive, and effective in resolving problems, with
office hours specifically identified by multiple users as a valuable support mechanism.

e GPU resources emerged as both a highly valued Jetstream?2 capability and a recurring resource
constraint. Respondents repeatedly described GPU access as important to their research and
teaching, while others reported that limited availability of particular GPU types or configurations
can constrain their work. Requests included greater availability of heavily used GPU instances,
larger or newer high-memory GPUs, and expanded multi-GPU capabilities.

e Experiences with documentation and training were mixed. While multiple respondents described
Jetstream2 documentation as useful, thorough, or well developed, others reported difficulty
determining how to accomplish particular tasks and requested more beginner-oriented guidance,
workflow-specific examples, learning pathways, and updates to existing technical documentation.
Specific needs included guidance for software installation, storage and data management, clusters
and SLURM, and use of the LLM inference service.

e Data movement and storage usability emerged as another recurring point of friction, particularly
for data-intensive workflows. Respondents described challenges moving large datasets between
Jetstream2 and local or other systems, sharing and backing up data, and managing or resizing
storage. Suggestions included more reliable file-transfer mechanisms, easier local-to-VM data
movement, improved Globus support, persistent or shared storage, and simpler backup and
volume-management options.

e A smaller but recurring set of comments identified instance-management and GPU reliability
issues, including slow or unsuccessful shelving/unshelving, GPU resources becoming detached or
unavailable, and occasional interface or instance-state problems. For affected users, these issues
can interrupt workflows or require instances to be reconfigured.

Taken together, the quantitative and qualitative findings indicate that Jetstream?2 is a highly valued and
widely relied-upon resource for the research and education community, with high overall satisfaction
and recurring opportunities for improvement concentrated in specific aspects of the user experience.
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3. Survey Methodology and Results

3.1 Methodology

The Jetstream2 Community Assessment was conducted from April 2 through May 8, 2026, and was
available to all individuals who had accessed Jetstream?2 resources in the preceding twelve months.
(Student users with training or course accounts were excluded, as they are unlikely to be aware of the
specific resource provided for their use in their coursework.) Population members were not required to
participate and were able to opt out of the assessment, even after having consented to participating.
Those who chose to participate were only able to do so once during the deployment period; the
questionnaire was accessed via a custom link specific to each member of the population, and after
completing the survey (or opting out), the survey was no longer accessible. Population members were
sent an initial letter of invitation via email, followed by up to five reminder messages sent to non-
respondents and partial respondents (those who had started the survey but had not yet completed it).
The questionnaire is included in Appendix 4.1.

The total number of individuals in the population was 3,325 (which excludes those whose invitation
was returned as undeliverable due to outdated contact information), with 581 choosing to participate at
some level. Respondents were not required to answer any questions and were free to skip questions
they did not wish to answer. As a result, the N varies from question to question. The rate of response
was 17.47 percent.

It should be noted that in the past 12 months the Jetstream?2 user base grew markedly, increasing its
number of users, and in turn the survey population, by nearly 60%. While the response rate remained
consistent with 2025, the number of cases increased significantly. Further, as the Jetstream?2
assessment relies on population data from the NSF-funded ACCESS project, which does not collect
certain demographic data, we are unable to determine how closely the respondent population maps to
the full population. That said, with 581 cases, we believe the data represent the views of a broad range
of the overall population and provide a sufficient basis for drawing conclusions and recommendations.

This assessment was reviewed by the Indiana University Institutional Review Board (protocol #12424)
and granted “exempt” status, meaning that the survey was deemed to pose little risk to participants and
therefore was “exempt” from higher level or full-board review. As such, the resulting data may be
published in external reports, presentations, and other documents, so long as data are presented in
aggregate form and no identifying information is divulged. While all identifying information is
redacted for public consumption, please note that responses were initially associated with respondents’
email addresses and cannot be considered anonymous; in some cases, this may have a bearing on the
responses provided and should be considered when reviewing and analyzing the findings and
recommendations.

Assessments of this kind are sometimes subject to types of inaccuracies for which precise estimates
cannot be calculated. For example, findings may be influenced by events that take place while the
survey is in the field. Events occurring since the time the assessment was completed could have
changed the opinions reported here. Sometimes questions are inadvertently biased or misleading. The
views of people who responded to the survey may not necessarily represent the views of those who did
not.
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3.2 Satisfaction with Jetstream?2

In this assessment, individuals were asked to rate their levels of satisfaction, ranging from “extremely
dissatisfied” to “extremely satisfied,” with ten aspects of Jetstream?2, as well as their overall
satisfaction with the resource (Table 1). All areas received mean ratings above 4.0 on a 5.0 scale.
Respondents reported the highest levels of satisfaction with the quality of responses to questions via
direct email to Jetstream?2 staff (4.58/5.0) and the speed (responsiveness) of Jetstream?2 (4.53/5.0).
Respondents also reported high mean satisfaction with the speed of responses to questions via direct
email to Jetstream2 staff (4.50/5.0). Documentation about Jetstream?2 (4.28/5.0), the Inference (LLM)
Service (4.26/5.0), and Cacao (4.07/5.0) received somewhat lower, though still positive, mean
satisfaction ratings.

Table 1. Satisfaction with Jetstream2 services

Please rate your satisfaction with the following aspects of Jetstream2.

Number of
applicable
responses 1 b 3 4 5

Mean
Satisfaction

Distribution (1=extremely

dissatisfied, 5=extremely satisfied) Standard
Deviation

Availability of VM images to

solve my problems 4.45 392 1.0% | 1.5% | 5.6% | 35.2% | 56.6% 0.76
Jsstiffegriszpo"swe"ess) of 453 454 0.9% | 0.9% | 4.2% | 32.6% | 61.5% | 0.70
i‘;g:'rr::r:t;tic’” about 4.28 436 0.9% | 2.8% | 10.1% | 30.4% | 46.8% |  0.82
Exosphere 4.45 385 0.8% | 0.8% | 6.8% | 35.8% | 55.8% 0.72
Cacao 4.07 110 1.8% | 1.8% | 23.6% | 32.7% | 40.0% 0.93
Inference (LLM) Service 4.26 144 1.4% | 3.5% | 14.6% | 29.2% | 51.4% 0.93

Speed of response to my
guestions via direct email to 4.50 327 1.2% | 1.2% | 6.4% | 28.7% | 62.4% 0.77
Jetstream? staff

Quality of response to my
guestions via direct email to 4,58 324 1.2% [ 0.9% | 4.0% | 26.2% | 67.6% 0.73
Jetstream? staff

Quality of in-person

workshons and training 4.39 134 2.2% | 0.0% | 11.9% | 28.4% | 57.5% | 0.6
lity of onli ksh

S;’;t'::i;’mogn INE WOTKSNOPS |~ 4 46 155 1.9% | 0.0% | 6.5% | 33.5% | 58.1% | 0.78

Overall performance of 4.55 444 0.9% | 0.7% | 3.4% | 33.1% | 61.9% |  0.68

Jetstream?2
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Overall, 95.0% of respondents reported being “satisfied” or “extremely satisfied” with the overall
performance of Jetstream2, consistent with the 96.5% reported in 2025. Applying a standard Likert
scale to the responses provided, with 1 representing “extremely dissatisfied” and 5 representing
“extremely satisfied,” overall mean satisfaction was 4.55 on a 5.0 scale.

Among the very small proportion of respondents expressing dissatisfaction with Jetstream?2, concerns
were varied but most often centered on technical usability, reliability, and configuration issues,
followed by the responsiveness or effectiveness of user support and documentation or training
deficiencies. Less frequently, respondents identified limitations affecting parallel or classroom
computing, GPU availability or usage, and the Inference Service. Several comments described
overlapping challenges—for example, technical problems compounded by outdated or insufficient
documentation and delays in obtaining support—suggesting that dissatisfaction often reflects friction
in resolving problems rather than dissatisfaction with the underlying resource itself. Indeed, several
dissatisfied respondents explicitly expressed appreciation for Jetstream?2 or indicated satisfaction with
the resource once their technical issues were resolved. Full-text comments regarding satisfaction are
available in Appendix 4.2.
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3.3 Year-to-Year Satisfaction with Jetstream2 Services

Table 2. Mean satisfaction year-to-year trend (2023-2026)

Mean Satisfaction Year-to-Year Trend (2023-2026)

Service 2023 2024 2025 2026
Availability of VM images to solve my problems * 14.34|4.36(4.45
Speed (responsiveness) of Jetstream?2 4.56|4.46|4.49 |4.53
Documentation about Jetstream2 4.1214.08|4.264.28
Exosphere 4.38|4.324.43(4.45
Cacao * * * 14.07
Inference (LLM) Service * * * 14.26

Speed of response to my questions via direct email to Jetstream2 staff | 4.60|4.47|4.53 |4.50

Quality of response to my questions via direct email to Jetstream?2 staff| 4.64 | 4.54 | 4.67 | 4.58

Quiality of in-person workshops and training 4.36|3.91|4.46(4.39
Quiality of online workshops and training 4.39|3.86|4.46 |4.46
Overall performance of Jetstream?2 4.60|4.46|4.54 |4.55
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3.4 Importance of Jetstream2 to Research and Educational Activities

Respondents were asked to indicate the importance of Jetstream?2 to their research and educational
activities (Table 3). Nearly 96% of respondents indicate that Jetstream?2 is “important” or “extremely
important” to their research activities, with a mean importance rating of 4.64 on a 5.0 scale. Jetstream?2
also remains highly important to respondents’ educational activities. Among respondents providing an
educational importance rating, 81.3% indicate that the resource is “important” or “extremely
important,” with a mean importance rating of 4.14.

Table 3. Importance of Jetstream2 to users’ research and educational activities

Importance of Jetstream2 to Research and Educational Activities (2026)

Number of Distribution (1=not important at all, -
L) applicable S5=extremely important) Star.1 a.\r
Importance Deviation
responses ‘ 1 2 ‘ 4 ‘ )
Res'ez'ar‘ch 4.64 438 0.5% | 1.4% 2.3% 25.3% | 70.5% 0.64
Activities
Edu‘c:at'lonal 4.14 311 2.6% | 5.8% | 10.3% | 37.9% | 43.4% 0.99
Activities

Since the first Jetstream?2 assessment in 2023, the system has become increasingly central to
respondents’ research activities (Table 4). The percentage of respondents rating the resource
“extremely important” to their research increased from 51.9% in 2023 to 70.5% in 2026, an increase of
nearly 19 percentage points. While the combined percentage rating Jetstream?2 “important” or
“extremely important” has remained consistently high, responses have increasingly shifted from
“important” toward “extremely important.” In 2023, 40.3% rated Jetstream?2 “important” and 51.9%
“extremely important”; by 2026, the percentage selecting “important” had declined to 25.3%, while
“extremely important” had risen to 70.5%. This movement toward the highest rating category suggests
that Jetstream?2 is becoming more central to users’ research activities, rather than simply maintaining a
high level of importance.

Jetstream?2’s importance to respondents’ educational activities also remains high but has been more
variable over time. The percentage rating the resource “extremely important” was relatively stable in
2023 and 2024 (39.7% and 39.4%)), rose to 52.3% in 2025, and declined to 43.4% in 2026. Despite this
variation, more than four in five respondents in every assessment year have rated Jetstream?2
“important” or “extremely important” to their educational activities.
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Table 4. Importance of Jetstream2 to respondents’ research and educational activities (2023-2026)

Importance of Jetstream2 to Respondents’ Research and Educational Activities (2023—2026) (1=Not at all
important, 5=Extremely Important)

Distribution (1=Not at all Important, 5= Extremely

Category Important)
1 | 2 [ 3 a4 s
Research 0.6% 1.3% 5.8% 40.3% 51.9% 154 4.42 92.2%
2023 Education 0.0% | 3.2% 11.1% 46.0% 39.7% 126 4.22 85.7%
Research 0.0% | 2.6% 1.6% 29.2% 66.7% 192 4.60 95.9%
202 Education 4.4% | 5.8% 7.3% 43.1% 39.4% 137 4.07 82.5%
Research 0.3% 1.0% 4.5% 26.1% 68.0% | 291 4.60 94.1%
202 Education 56% | 2.8% 7.5% 31.8% 52.3% 214 4.22 84.1%
Research 0.5% 1.4% 2.3% 25.3% 70.5% | 438 4.64 95.8%
2028 Education 26% | 5.8% 10.3% 37.9% 43.4% | 311 4.14 81.3%

3.5 Unique Features of Jetstream2

Respondents were asked to consider their use of Jetstream?2 within the context of other national
resources and identify up to three unique features most useful to their research programs (Table 5).
Responses strongly favored capabilities associated with flexible, on-demand access to customizable
computing environments. Nearly two-thirds of respondents (63.2%) identified the ability to access
computational resources on demand as among Jetstream?2’s most useful features, while approximately
half selected the Exosphere user interface (51.2%) and the ability to create custom VMs (49.5%).

Together, these results highlight the value users place on being able to quickly access resources,
configure computing environments to meet their needs, and interact directly with those resources. This
pattern is reinforced by open-ended comments, in which respondents frequently described the
flexibility and control afforded by Jetstream2 VMs as a particular advantage, including in comparison
with more traditional HPC environments.

The remaining features were selected by fewer than one in five respondents, including interactive use
of software applications (19.7%), persistent services such as science gateways (18.6%), and the LLM
Inference Service (15.5%). Automated VM creation via an API (12.5%), availability of staff-installed
software packages (11.8%), and elastic computing (9.4%) were selected even less frequently. These
lower selection rates should not necessarily be interpreted as indicating limited value. Rather, open-
ended comments suggest that some capabilities—including persistent services and the LLM Inference
Service—serve more specialized use cases, reflecting depth of value for particular research
communities rather than breadth of use across the Jetstream?2 user population.
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Table 5. Unique features of Jetstream2 most useful to respondents’ research programs

Which of Jetstream2's unique features are most useful to your research program? Select up to three.

(N=457)
% Count
On-demand ability to access computational resources 63.2% | 289
Exosphere user interface (i.e., web shell, web desktop) 51.2% | 234
Ability to create custom VMs 49.5% | 226
Ability to interactively use software applications, such as RStudio, Matlab, etc. 19.7% 90
Persistent services (e.g., science gateways) 18.6% 85
Jetstream2 LLM (Large Language Model) Inference Service 15.5% 71
Ability to automate VM creation via an API 12.5% | 57
Availability of Jetstream2 staff-installed packages 11.8% | 54
Elastic computing (e.g., Kubernetes, virtual clustering, etc.) 9.4% 43
Other 2.2% 10

Text additions for “Other” selections:
e Availability of GPUs for computing.
GPU
Miscellaneous.
Its a great testing environment for deploying software/experimenting with potential offerings
compute, network bandwidth, and storage
GPUS to train LLM chatbot
making IP accessible.
ability to create a tool that uses HP capabilities and then provide a public IP that outside users can
use to access/test the tool.
Extremely useful for cohort based Al Architecture development
e Availability of data center quality GPUs

3.6 Communication about Jetstream2

Respondents were asked to identify up to three preferred ways to receive help or information about
Jetstream?2 (Table 6). Self-service resources emerged as the clear preference, with more than four out
of five respondents (81.6%) selecting Jetstream2 documentation. ACCESS documentation (43.3%) and
direct assistance through trouble tickets submitted to Help@Jetstream-Cloud.org (42.7%) were also
frequently selected, while approximately one-quarter of respondents preferred YouTube videos
(24.0%) or Jetstream?2 Office Hours (22.2%).

Jetstream2 Community Assessment 2026 — Summary Report 10




Together, these results suggest that users value a layered approach to support: ready access to
documentation they can consult independently, supplemented by direct staff assistance and other

resources when needed. The strong preference for documentation is also consistent with findings from

prior assessments, in which respondents repeatedly favored self-service or just-in-time training
resources. In 2026, documentation and videos, previously assessed among preferred training formats,
were incorporated into the broader question about preferred ways to receive help or information.

Among the small number of respondents selecting “other” (3.6%), additional preferred sources of
assistance included:

L use the trouble tickets, and the people are very helpful but it feels old fashioned and clunky.
"letStreamZ2 General” channel in Matrix

Ask a colleague

some sort of chat/discussion board would be great.

Claude, ChatGPT Al

ChatGPT. As I said earlier, the docs are not readily available from exosphere. So it never occurs to
me that there could be docs.

Cyverse help

email directly to known JS2 staff

Slack

Slack

LLMs

More office hours please! Daily if possible.

Custom walkthrough from consumer large language models

We engage in cross-site cloud learning via MRCRD

LLMs

Slack

Table 6. Respondents’ preferred ways to receive help or information about Jetstream2

What are your preferred ways to receive help or information about Jetstream2? Select up to three.
(N=450)

Jetstream2 documentation 81.6% 367
ACCESS documentation 43.3% 195
YouTube videos 24.0% 108
Jetstream?2 Office Hours 22.2% 100
Trouble tickets to Help@Jetstream-Cloud.org 42.7% 192
Other 3.6% 16
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3.7 Future of the Jetstream2 Ecosystem

Respondents were asked to consider future Jetstream ecosystems and identify features or capabilities
that would better meet their research and teaching needs. The most prominent theme by a substantial
margin is continued demand for greater GPU capacity, availability, and flexibility. Respondents
requested more GPU-enabled instances, newer and higher-memory GPUs, multi-GPU configurations,
and more reliable access to heavily used GPU flavors. These requests were frequently tied to growing
AI/ML and LLM workloads, although GPU needs also arose in scientific visualization, imaging,
genomics, and other computationally intensive research.

A second set of needs concerns storage, data movement, and data management. Respondents described
interest in larger and more flexible storage, persistent or shared storage, easier volume resizing and
backup, and more reliable mechanisms for transferring large datasets between Jetstream2, local
systems, and other research environments. Several comments specifically referenced difficulties with
file transfer or requested stronger Globus support, suggesting that the need extends beyond storage
capacity itself to the usability of data-intensive workflows.

Respondents also expressed continuing interest in simplifying the use of Jetstream through better
documentation, training, and ready-to-use environments. Requests included beginner-oriented tutorials,
documentation for specific tools and workflows, hands-on training, use cases, preinstalled software,
and preconfigured research environments. Importantly, a number of these requests were quite
specific—covering Python environments, SLURM, Kubernetes, Jupyter, data dashboards, LLM
inference, storage, SSH, and discipline-specific workflows—suggesting a desire not simply for more
documentation, but for practical guidance tied to what users are actually trying to accomplish.

Al and LLM capabilities have emerged as a particularly visible component of respondents' future
needs. In addition to the strong demand for GPU resources to support model training and inference,
respondents requested newer and additional models through the inference service, improved inference
performance, easier hosting and fine-tuning of models, Al-agent and tool-calling capabilities, and
training or examples that would make existing Al services easier to adopt.

Another recurring theme is interest in more dynamic management of compute resources and scientific
workflows. Respondents requested job scheduling and SLURM capabilities, reservation or pre-
scheduling of resources, automated shelving or teardown of idle instances, autoscaling, more flexible
VM configuration, and easier mechanisms for scaling computation up or down as workloads change.
These requests reflect interest in making Jetstream resources easier to manage for complex or variable
workloads, while in some cases also conserving allocations by reducing idle resource use.

Finally, respondents using Jetstream?2 for instructional activities identified a related set of classroom
and multi-user needs. These included easier provisioning of student accounts and allocations, greater
instructor control over student resources, environments preconfigured for classes, the ability to reserve
resources for synchronous instruction, automated teardown following tutorials, and sufficient capacity
to support larger classes simultaneously.

As in prior assessments, these future-oriented suggestions should not necessarily be interpreted as

evidence of dissatisfaction with the current environment. A noticeable number of respondents
explicitly indicated that Jetstream?2 already meets their needs, described themselves as satisfied with
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the current services, or offered suggestions while simultaneously characterizing the resource as highly
valuable. When considering future Jetstream environments, the most frequently expressed needs
include:

e Greater GPU capacity, availability, and flexibility
More and newer GPUs; high-memory GPUs; multi-GPU instances; greater availability of popular GPU
flavors; improved access for Al/ML, visualization, imaging, and other GPU-intensive workloads.

e More flexible storage and easier data movement
Larger and persistent storage; shared volumes; easier volume resizing and backup; improved large-
data transfer; stronger Globus and local-to-VM transfer options.

e Practical documentation, training, and ready-to-use environments
More tutorials and use cases; workflow-specific documentation; hands-on training; preconfigured
images and software environments; easier onboarding for users without extensive cloud expertise.

e Expanded and easier-to-use Al/LLM capabilities
More current models in the inference service; faster inference; support for fine-tuning and locally
deployed/open-weight models; Al agents and tool calling; guidance for using existing LLM services.

e DMore scalable and automated compute/workflow management
Job scheduling and SLURM; reservations and pre-scheduling; autoscaling; automated
shelving/teardown; more flexible VM configuration and scaling.

e Better support for classroom and multi-user use
Simplified student provisioning; instructor control of allocations; class-ready environments; resource
reservations for synchronous teaching; capacity for larger classes.

Full text comments related to the future of the Jetstream?2 system are available in Appendix 4.4. The
names of the 117 respondents who agreed to provide additional feedback in a future focus group
setting were provided to Jetstream?2 project leadership.

3.8 Recommendations

The following recommendations are based solely on the quantitative and qualitative data collected
during the 2026 Jetstream2 Community Assessment. They do not account for stated project priorities,
required deliverables, budget constraints, or staffing limitations. While we recognize that some
suggestions may fall outside the scope of the current project, they are offered to reflect user
perspectives and inform future iterations of Jetstream2 and other related initiatives.

o Prioritize GPU capacity, availability, and flexibility in future resource planning.
Respondents consistently identified GPU resources as both highly valuable and constrained, with
requests for greater availability of heavily used GPU instances, newer and higher-memory GPUs,
and expanded multi-GPU configurations. Future planning should consider these needs alongside
mechanisms that improve users’ ability to anticipate GPU availability and effectively manage GPU-
intensive workloads.

e Improve storage and data-movement workflows. Consider opportunities to simplify
movement of data between Jetstream2, local systems, and other research environments and to
make storage easier to manage. Recurring user needs include more flexible or persistent storage,
shared volumes, simpler volume resizing and backup, improved large-data transfer, and stronger
Globus and local-to-VM transfer options.
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Continue improving documentation, with emphasis on practical, task-oriented guidance.
Documentation is the preferred source of help or information for 81.6% of respondents, yet it
remains among the comparatively lower-rated longstanding Jetstream?2 services. User comments
point less toward a need for simply more documentation than for clearer pathways through
existing information, beginner-oriented guidance, current technical instructions, troubleshooting
resources, and examples organized around specific research tasks and workflows.

Maintain responsive, knowledgeable staff support as a core component of the Jetstream?2
user experience. Direct staff support remains one of Jetstream?2’s strongest assessed areas, and
respondents repeatedly described staff as helpful, knowledgeable, and effective in resolving
problems. Continue providing accessible direct assistance alongside self-service resources,
including trouble-ticket support and Office Hours, while attending to the smaller number of users
who reported delays or unresolved technical issues.

Reduce recurring friction in instance and resource management. Although these problems
affect a relatively small subset of respondents, repeated reports of shelving/unshelving problems,
GPU detachment or availability issues, interface or instance-state problems, and difficulties
managing long-running resources indicate opportunities to improve reliability and workflow
continuity. Future development should also consider user interest in automated shelving or
teardown, resource monitoring, scheduling or reservation mechanisms, and more flexible scaling
of resources.

Explore more scalable support for classroom and multi-user environments. Jetstream?2 is
used successfully for teaching and student research, but instructors repeatedly identified barriers
to larger-scale classroom use. Consider simplified student provisioning, greater instructor control
over student resources and allocations, class-ready environments, mechanisms for reserving
resources for synchronous instruction, and approaches that better accommodate groups of
students simultaneously.

Continue developing AI/LLM capabilities in response to evolving research needs.
Respondents expressed interest in additional and more current models, improved inference
performance, easier model hosting and fine-tuning, Al-agent and tool-calling capabilities, and
practical guidance for using existing services. Because these needs intersect strongly with demand
for GPU resources, future Al/LLM development should be considered in conjunction with broader
GPU capacity and workflow requirements.
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4.1 Appendix 1 — 2026 Jetstream2 Annual User Assessment Final Questionnaire

Jetstream2 Annual User Assessment
INFORMED CONSENT
Indiana University Institutional Review Board Protocol #12424/exempt

You are invited to participate in the Jetstream2 Annual User Survey conducted by principal investigators of the National
Science Foundation-funded Jetstream2 project. We ask that you read this statement and ask any questions you may have
before agreeing to take part. This assessment is administered on behalf of the Jetstream2 project by the Indiana
University Pervasive Technology Institute. This material is based upon work supported by the National Science Foundation
under Grant 2005506

STUDY PURPOSE

The purpose of this assessment is aimed at determining current levels of usage and satisfaction with the Jetstream2
environment and its associated resources and services (e.g., training, support, etc.). Survey information may be used to
improve and expand the services provided by the Jetstream2 project and to aid in the decision-making processes related
to resource allocation. Survey results may also be used to inform scholarly publications, presentations, and/or funding
proposals

PROCEDURES FOR THE STUDY

If you agree to participate, you will complete an online survey, for which there is no compensation. You will receive via
email an initial letter of invitation, followed by up to five (5) reminder messages. After the initial letter of invitation, only
those who have not responded will receive subsequent messages. You will have the opportunity to opt out of all future
communications upon receipt of the initial letter of invitation. You will have the option to submit contact information for
follow up. Future contact may be in the form(s) of telephone call, videoconference, in-person interview, and/or focus
group. The survey should not take more than 10 minutes to complete.

CONFIDENTIALITY

Every effort will be made to keep any personal information that you inadvertently disclose, as well as project data used to
identify population members, confidential. All survey results will be reported in the aggregate, and your identity will be
held in confidence in reports in which the survey results may be published and/or in databases in which results are stored.
Should the resulting data set be made public, it will be redacted of all identifying information. Archived data will be
redacted of all identifying information and stored on secure Indiana University systems. However, we cannot guarantee
absolute confidentiality. Your personal information may be disclosed if required by law. Organizations that may inspect
and/or copy survey records for quality assurance and data analysis include groups such as the study investigator and
his/her research associates, the Indiana University Institutional Review Board or its designees, and (as allowed by law)
state or federal agencies, specifically the Office for Human Research Protections (OHRP).

CONTACTS FOR QUESTIONS OR PROBLEMS

For questions about this assessment, contact Indiana University Information Manager Julie Wernert at jwernert@iu.edu.
For questions about your rights as a participant or to discuss problems, complaints, or concerns about the assessment; to
obtain information, or to offer input, please contact the IlU Human Subjects Office at (812) 856-4242 or by email at
irb@iu.edu.

VOLUNTARY NATURE OF STUDY

Taking part in this assessment is voluntary. You may choose not to participate, to skip any questions you do not wish to
answer, and/or to leave the assessment at any time. Leaving the assessment will not result in any penalty. Your decision
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whether to participate in this assessment will not affect your current or future relations with the Jetstream2 Project, the
Pervasive Technology Institute, Indiana University, or the National Science Foundation.

This study was approved by the Indiana University Institutional Review Board. Please reference protocol #12424/exempt
when inquiring.

| agree to take part in the study.

| do not wish to participate.

Skip To: End of Survey If =1do not wish to participate.

In the past 12 months, approximately how many times have you used the Jetstream2 system?

Daily

Weekly

Monthly

Only a few times in the past year

I have not used Jetstream?2 in the past 12 months

Skip To: End of Survey If In the past 12 months, approximately how many times have you used the Jetstream2 system? = |

have not used Jetstream?2 in the past 12 months

In which areas do you use the Jetstream2 system? Select all that apply

Research

Teaching (academic, for-credit courses)

Teaching (continuing, professional [non-credit] education)
Training

Other:
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Which of the listed Jetstream?2 services do you primarily use?

Cacao, an orchestration interface for Jetstream?2
Exosphere, the primary interface for Jetstream?2
Jetstream2 CLI/API services based on OpenStack
Jetstream2 OpenStack Horizon Portal

Not sure
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Please rate your satisfaction with the following aspects of Jetstream?2. If you have no basis for rating your satisfaction,

please select “Not applicable.”

Extremely

dissatisfied Dissatisfied

Availability of VM
images to solve my
problems

Speed
(responsiveness) of
Jetstream2

Documentation about
Jetstream?2

Exosphere

Cacao

Inference (LLM)
Service

Speed of response to
my questions via
direct email to
Jetstream? staff

Quality of response to
my questions via
direct email to
Jetstream? staff

Quality of in-person
workshops and
training

Quality of online
workshops and
training

Overall performance
of Jetstream2

Neither
satisfied nor
dissatisfied

Satisfied
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Not

applicable (or
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Display this question:
If Please rate your satisfaction with the following aspects of Jetstream?2. If you have no basis for... = Extremely

dissatisfied
Or Please rate your satisfaction with the following aspects of Jetstream2. If you have no basis for... = Dissatisfied

Please tell us more about your dissatisfaction with Jetstream2 services and/or resources.

Which of Jetstream2's unique features are most useful to your research program? Select up to three.

Exosphere user interface (i.e., web shell, web desktop)

On-demand ability to access computational resources

Ability to interactively use software applications, such as RStudio, Matlab, etc.
Ability to create custom VMs

Ability to automate VM creation via an API

Persistent services (e.g., science gateways)

Elastic computing (e.g., Kubernetes, virtual clustering, etc.)

Jetstream2 LLM (Large Language Model) Inference Service

Availability of Jetstream? staff-installed packages

Other:

What are your preferred ways to receive help or information about Jetstream2? Select up to three.

Jetstream?2 documentation

ACCESS documentation

YouTube videos

Jetstream?2 Office Hours

Trouble tickets to Help@Jetstream-Cloud.org
Other:
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Please rate the importance of Jetstream2 to your research and/or educational activities. If you have no basis for rating
Jetstream2's importance to an activity, select “Not applicable.”

Neither
. . N
.Not atall . Slightly important Important Fxtremely .ot
important important nor important applicable

unimportant

Research
activities

Educational
activities

Please share with us any general comments about your current experiences with Jetstream2. (For example: What features
are particularly useful? How has the use of Jetstream2 improved your ability to conduct research? Are there processes or
features that hinder productivity? Are there trainings or documentation needed to enable better use of the system?)

Please tell us about any products you have produced in the period since September 1, 2025that have benefited in some
way from use of Jetstream2. Select all that apply.

Audiovisual resources

Books

Book chapters

Conference papers and/or proceedings

Data papers

Datasets

Dissertations/Theses

Educational aids or curricula (e.g., course materials)

Journal articles

Models

Posted content (e.g., working papers, preprints, or white papers)

Services

Software products

Sound resources

Workshop reports

Other:

®Not applicable

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Audiovisual
resources

Please provide citations for the <strong>audiovisual resources</strong> that have benefited from the use of Jetstream2,
including title, authors, publication, publication date, when and where presented, URL, and/or digital object identifier
(DOI). Please include only those items produced since September 1, 2025.

Audiovisual resource 1
Audiovisual resource 2
Audiovisual resource 3
Additional audiovisual resources
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Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Books

Please provide citations for the books that have benefited from the use of Jetstream2, including title, authors, publication,
publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only those items
produced since September 1, 2025.

Book 1
Book 2
Book 3
Additional books

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Book
chapters

Please provide citations for the book chapters that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Book chapter 1
Book chapter 2
Book chapter 3
Additional book chapters
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Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Conference
papers and/or proceedings

Please provide citations for the conference papers and/or proceedings that have benefited from the use of Jetstream2,
including title, authors, publication, publication date, when and where presented, URL, and/or digital object identifier
(DOI). Please include only those items produced since September 1, 2025.

Conference paper or proceeding 1
Conference paper or proceeding 2
Conference paper or proceeding 3
Additional conference papers and/or proceedings

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Data papers

Please provide citations for the data papers that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Data paper 1

Data paper 2
Data paper 3
Additional data papers

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Datasets

Please provide citations for the datasets that have benefited from the use of Jetstream?2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Dataset 1
Dataset 2
Dataset 3
Additional datasets
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Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... =
Dissertations/Theses

Please provide citations for the dissertations/theses that have benefited from the use of Jetstream2, including title,
authors, publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please
include only those items produced since September 1, 2025.

Dissertation/Thesis 1
Dissertation/Thesis 2
Dissertation/Thesis 3
Additional dissertation or theses

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Educational
aids or curricula (e.g., course materials)

Please provide citations for the educational aids or curricula (e.g., course materials) that have benefited from the use of
Jetstream2, including title, authors, publication, publication date, when and where presented, URL, and/or digital object
identifier (DOI). Please include only those items produced since September 1, 2025.

Educational aids or curriculum 1
Educational aids or curriculum 2
Educational aids or curriculum 3
Additional educational aids or curricula

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Journal
articles

Please provide citations for the journal articles that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Journal article 1
Journal article 2
Journal article 3
Additional journal articles
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Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Models

Please provide citations for the models that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Model 1
Model 2
Model 3
Additional models

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Posted
content (e.g., working papers, preprints, or white papers)

Please provide citations for the posted content that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Posted content 1

Posted content2

Posted content 3

Additional posted content

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Services

Please provide citations for the services that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Service 1
Service 2
Service 3
Additional services

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Software
products

Please provide citations for the software products that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Software product 1
Software product 2
Software product 3
Additional software products

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Sound
resources
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Please provide citations for the sound resources that have benefited from the use of Jetstream?2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Sound resource 1
Sound resource 2
Sound resource 3
Additional sound resources

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Workshop
reports

Please provide citations for the workshop reports that have benefited from the use of Jetstream2, including title, authors,
publication, publication date, when and where presented, URL, and/or digital object identifier (DOI). Please include only
those items produced since September 1, 2025.

Workshop report 1
Workshop report 2
Workshop report 3
Additional workshop reports

Display this question:

If Please tell us about any products you have produced in the period since September 1, 2025, that h... = Other:

Please provide citations for the other products (${e://Field/Q13%200ther%20Product}) that have benefited from the use
of Jetstream2, including title, authors, publication, publication date, when and where presented, URL, and/or digital
object identifier (DOI). Please include only those items produced since September 1, 2025.

Other product 1
Other product 2
Other product 3
Additional other products

As we consider future Jetstream ecosystems, what features or capabilities would you most like to see added? (For
example, How could Jetstream2 evolve to better meet your needs and/or provide a more ideal environment for your
work? How could Jetstream?2 be more useful to your research and/or teaching activities? What features would add
greater productivity to your research program? Etc.)

As we consider the evolution of the Jetstream ecosystem and its future iterations, we anticipate seeking input from our
user community. Are you interested in sharing your feedback with project leadership in a focus group or interview
setting?

Yes

No
Maybe
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Please describe your institution. Select all that apply.
EPSCoR institution
Minority-serving institution
Associate’s college (all degrees are at the associate’s level)
Baccalaureate college/university
Master’s college/university
Doctorate-granting university
Teaching-focused institution
Research-focused institution
Government lab or center
Non-profit organization (non-academic)
Non-US institution
Other:
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4.2 Appendix 2 — Text responses for: Please tell us more about your dissatisfaction
with Jetstream2 and/or services.

Text comments are presented exactly as submitted and have not been edited for spelling or grammar.

o The ]S2 portal is hanging most of the time and sometimes it crashes if there are many number of
VMs created under an allocation

o There are some lingering issues with shelving and de-shelving which are really time consuming. I
have had to destroy my instance 4 times and now I am hesitant to shelve my instance. I really
hope someone moves this issue to the top of the priority queue because it adds a lot of friction to
the use. Also the responses from Jetstream2 staff are needed on the same day for certain issues. It
is too slow. I really appreciate all the work you though for creating this wonderful resource. But
please fix basic issues with the instances (use codex etc to solve them) and please respond to our
questions faster. Jetstream?2 staff should not become the bottleneck in our reserach.

o There were about 2 issues that [ couldn’t solve, and they remain unsolved.

o thelack of slurm or other timesharing capability especially for classroom usage, as well as the lack
of support for user management/limitation makes js2 for classroom purposes limited to small
scale operations. scale is also an issue regarding volume configuration; there is no nfs or other
setup that allows multiple instances to attach to the same volume simultaneously. that means that
we can't efficiently do parallelizable research (e.g. a hyperparameter sweep where results are
written to a common location).

e Single A100 availble usually is 0.

o The ticketing system is very slow. Sometimes you have to dial into office hours and state your
problem.

e Jetstream?2 is an awesome service, but lately I've been running into weird issues with the web
desktops where they mysteriously, and repeatedly, stop working. There isn't a lot of information
available as to why, and my ticket regarding it provided an immediate solution, but not and
explaination as why the problem persists.

e VM machines were very hard to use

e Most of my work requires training semi-large Al models and thus requires at least the A100 GPU
nodes. However, these have been consistently difficult to access. This is understandable given the
nature of GPU allocations nation-wide/globally, but trying to prioritize improving access to these
types of resources would be greatly appreciated. Second is the actual approval process for credits
and requesting access to other instance flavors. Again, this has generall been OK, but the delay in
requests and approvals is rather random and difficult to plan for.

e Allocated GPU hours seem to be consumed very quickly. Not sure where to find out how it got
consumed.

o [t's difficult for me to navigate to' horizon 'dashboard of our system and no where on docs it tells
how to

e The concept behind CACAQO is great and the support from the CACAO team has been great, but
deployments are slow and hard to debug, and in the end I found that Ansible was able to do
everything I needed for "dev" VM creation, and Magnum could do everything [ needed for
Kubernetes deployment, a bit more efficiently and transparently than CACAO.
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inferencing service doesn't have clearly defined rate limits as far as I know, so it is trial and error
to develop a system that works reliably

Training materials are confusing and it's hard to get started up.

The documentation can be more detailed and clear especially for concepts that are more unique to
Jetstream like the use of disk images and how to manipulate them

Documentation tends to be scattered
[ had never received emails regarding my requests or inquires

AWS-like Jetstream2 does not allow parallel computing easily. The virtual haednode function is
disabled or discouraged for use in JS2. Storage is not shared between VMs, or we failed to figure
out how. We tried many, many times, spent many, many hours, ]S2 just not working for our needs.
The email response was slow and did not solve the issue. Documentation or configuration files
from the website were outdated. Basically, you can only operate one job/project on one VM, which
is highly inefficient.

[ had a lot of issues getting started with setting up a Kubernetes cluster using Magnum. I
submitted a ticket and it took about two weeks to get a response, which was that there was a
known issue and I needed to add some new flags to the set up. That also did not seem to reliably
fix the issue. I also tried to use the instructions to use Terraform to set it up, which also did not
work due to the API server continually crashing once the cluster started. I eventually got a cluster
set up with a new image template that was available but not mentioned in any of the
communication [ had with support. The documentation was not up to date, and [ had to do some
fixes on my own to get everything going. [ have been very pleased with the resource once I got it
working.

Setup for student teams to use in my class was confusing. To allow the students to run their
models in a Jupyter notebook, so they can access the GPUs, I had to get help from Indiana to set up
a GitHub organization - what was done behind the scenes was opaque.

The dashboard for spinning vm is not the best. Very challenging move data onto the rdp with the
same feeling of a personal computer

Inference Service is out-dated.
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4.3 Appendix 3 — Text responses for: Please share with us any general comments
about your current experiences with Jetstream2.

Text comments are presented exactly as submitted and have not been edited for spelling or grammar.
o Ability to quickly and easily create virtual machines thta feet current research needs
e GPU resources are extremely useful.

o [like the simplicity of creating VMs and managing security rules in the web interface. It would be
nice for the volumes to have a history of the instances that used them (only saving their names
and maybe other Metadata statically would suffice). This way it's easy to identify volumes
without name.

o [ am former Jetstream staff and current staff at a Jetstream site, but I think the flexibility of the
resources makes it incredibly useful for all types of researchers.

e Jetstream?2 has been an invaluable resource for the grant funded projects that I work on.

o [ find that while I don't often use Jetstream, when I do need it (usually because I need root access
to a Linux machine that I can run services on ports or over a public IP), it absolutely comes in
clutch. There are a few research softwares out there that are essentially web services and I don't
have access to run those anywhere else.

e [t was helpful for my research to train my model faster.
e The robustness and performance of ]S2 as a science gateway have been outstanding.

e Jetstream?2 provides easy access to the software via VM and a flexible way to manage the storage,
which are essential to the research.

e Interacting directly with the OpenStack API is the primary reason I use Jetstream2 over other
options.

o The reliability ans stability of the VM server infrastucture was amazing!

o The Jetstream resources has been extremely helpful for my lab's research, enabling us to perform
bioinformatics analysis for myself and my students. It breakdown the barriers for scientist like
myself for this computation resource.

e The system has sufficient compute to handle the data [ work with, and I like that it can be accessed
remotely

e Fastbut limited storage Need to apply extra storage for deep learning research

e Public facing IPs are quite important, although we did need TACC's help to create DNS entries (we
are using TACC instances).

e Couldn't be happier with what we get from Jetstream?2. An exceptional resource. Probably the only
clunky part is the way it interacts with ACCESS for credit distribution, but it's not that big of a
deal.

e Awesome! Really loved using it!
e We regularly used pre-installed molecular dynamics software packages, such as NAMD.

e Jetstream?2 has been very useful for supporting our research workflows and computational
applications. The flexibility of managing virtual machines makes deployment and development
much easier.
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Jetstream is brilliant and really liked the VM based approach.

We appreciate the collaborative orientation of the Jetstream staff in helping other sites
understand the architecture and learn about research cloud operations.

The LLM service has been critical for my work. It has made adding LLM interfaces on top of new
analyses so much easier (and more secure, and cheaper) than using a commercial LLM API.

Improving the responsiveness of the |S2 portal would be helpful

Jetstream?2 is extremely important to my research. It provides me a fast computing performance
that could significantly speed up my research. The Jetstream?2 team is very helpful, they response
quickly to my questions. I know that they have office hours on Tuesday. It is very useful and I
visited them several times to get help. If they could, I hope they could provide one more office
hour slot so that more people could come and ask. If not, it is still ok for me.

To be honest the availability and accessibility of cutting edge resources is hard to beat. It means
that what used to be hypothetically possible can actually become a reality. The accessibility is
especially important from the perspective of small PUI faculty who do not have access to R1-level
resources.

A good amount of information is available in the Jetstream2 documentation which is very useful
especially for creating virtual machine. Just wish that m3.3xI flavor was readily available to run
high vCPU and high RAM requiring heavy research codes. Everything else is great!

Jetstream VM are very useful. It improves my research a lot in terms of hardware, computing
powers, hosting, etc.

[ use Jetstream to test research software that will not run on my laptop. [ don't use it often, but
when [ need it, its absolutely critical. I got local help to set it up as [ am not a computer scientist.
But once it is set up, it is doing exactly what [ need it to do.

Jetstream2 has been a highly valuable resource for my research, particularly in enabling flexible,
on-demand access to cloud-based computing for data-intensive hydrologic and climate modeling
workflows. One of the most useful features is the ability to quickly spin up virtual machines with
customized environments, which significantly improves reproducibility and reduces setup time
compared to traditional HPC systems. This flexibility is especially beneficial for developing and
testing machine learning models, preprocessing large geospatial datasets, and running
intermediate-scale experiments without waiting in job queues. Jetstream2 has improved my
research productivity by allowing rapid prototyping and interactive workflows, especially when
working with Python-based tools (e.g., xarray, PyTorch) and large climate datasets (NetCDF, Zarr).
It is also very useful for sharing environments and workflows with collaborators, making it easier
to reproduce experiments and exchange results. However, there are some challenges that can
hinder productivity. Resource availability can sometimes be inconsistent, particularly when
requesting GPUs or larger instances. Additionally, managing long-running jobs and ensuring
persistence of storage across instances can require extra effort compared to traditional HPC
systems. Monitoring tools and clearer guidance on best practices for storage management and
instance lifecycle would be helpful. In terms of improvements, more structured documentation
and tutorials tailored to domain-specific workflows (e.g., geospatial data processing, machine
learning pipelines) would be beneficial. Hands-on training materials or example workflows
demonstrating optimal use of Jetstream2 for large-scale data analysis would further enhance
usability, especially for new users. Overall, Jetstream?2 has significantly enhanced my ability to
conduct research by providing flexible, scalable computing resources, and with minor
improvements in documentation and resource management, it could become even more effective
for scientific workflows.
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Jetstream2 has been very useful for running experiments and accessing GPU resources, which has
improved my research productivity. The flexibility and ease of instance management are
particularly helpful. It would be great to have more detailed usage tracking and simplified
documentation for advanced features. Overall, it has been a very positive experience.

While it's nice to be able to setup VMs and access them through a web interface from anywhere, it
falls grossly short of the industry experience of commercial offerings and is annoying tied up in
ACCESS and credits and stuff like that. IMHO, ACCESS is hot garbage and poorly named. Trying to
navigate the ACCESS website is like going through a fantasy maze. Specifically when it comes to
Jetstream and the exosphere interface, I wish you had some VM options that weren't so
overbloated with software I don't need. I could do what I need to do in a normal 20GB Linux VM,
but the Jetstream VMs have a lot of extra software that needs to be removed or is tied into the
exosphere API or whatever. I don't have time to play with all that, [ just want a VM that I can
quickly setup and don't have to do so much tuning.

Jetstream?2 allows me to run my model using compute power that I otherwise would not have
access to. [ am able to spin up various VMs or tmux interfaces in order to simultaneously run
iterations of my model alongside each other. One thing [ wish I had better access to was the
logging and outputs on Jetstream?2. Due to it being a terminal interface, it is often difficult to track
outputs.

[ love the fact that I can have my own private machine with 4 H100s. This is extremely valuable. I
hope to have more of my Al research published so that I can give back to Jetstream2's mission.
Please continue the amazing work of providing such nodes for research. But at the same time
please increase the reliability of shelving/deshelving responsiveness etc. It helps move fast with
research and publish more that will eventually support Jetstream2. More friction, less likely we
will use the machines, and less likely Jetstream2 will get more associated research.

Overall good. Well documented to begin using it. I like the flexibility of the VM.

Overall my experience with JS2 have been great. Occasionally, [ ran into waiting periods for high
demand, as I expected. The most useful feature are the A100 GPUs available on the VMs. | haven't
tried the H100 yet, but look forward to in the future.

[ like the speed at which Jetstream runs and also the quick turn around regarding setting up an
allocation, adding/exchanging credits, adding collaborators... etc. Jetstream has given me a
relatively simple interface to engage with VM/HPC computing in an easy way for the first time. My
only challenge/concern is with the way credits get used. Shelving and unshelving instances to
save credits takes time (but [ am probably being a little picky here)

provides me with a fairly good remote compute that helps me in everyday tests in my machine
learning research. i don’t need it often but would prefer option to get bigger compute for more
compute units consumption.

[ mainly use it to have access to GPU cards, which is very expedite.

[ am generally very impressed through my experience with JetStream?2. It takes some time to get
familiar with it for the first time but I am sure [ will be willing to use it again in the future. One
issue with using it for class is that, there is no control on the allocation used for each student. The
instances are also not limited to students who created them. This is something the team has spent
some time navigating. Other than that the process is generally straightforward. My class and I
enjoyed it so far.

Inability to create web-desktop on already created VMs is a bummer.
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Access to computational resources via Jetstream is extremely valuable. However, there was a
slight learning curve with the best ways to transfer files to and from a VM once spun up.

It works great for my needs, science gateways, development, testing.
not enough

Honestly, | ask LLMs when | have questions. If I need to, I feed it additional documentation. I
didn't use it that much this semester since I'm busy teaching, but if you trained an LLM on all your
docs that'd be really cool (if so haven't seen that yet).

Jetstream?2 is a central part of my work. I do most of my development work on a small instance
and I also launch large processing runs through an Argo/Kubernetes workflow. It's helped our
team by having a large shared drive which multiple team members can contribute to.

Jetstream?2 has functioned extremely well for me as a GPU development environment. The on-
demand availability, and no max wall time, enabled me to develop GPU codes that would later be
deployed in batch using SLURM.

Students loved using Neurodesk in the classroom. Super fast and helpful!
SSH, VM customization are mostly useful.

the resources have been great. i'd like to be able to get the 4xh100 resources through access
instead of nairr. the problems i have outlined are worth the tradeoff of having the resources. not
having multi-instance per volume seems like it's hard to work around but some of my other
problems could be solved by using CLI or kubernetes, which i wasn't aware of before this survey.

It’s been useful to have two instances, where we can start one instance from another to save on
credits.

[ am using exosphere mostly with the GPU enabled core. Happy with this
N/A

[t was reassuring that I could get allocation on Jetstream 2 to fill the gap in the computing
resources of my university. | intend to use it for a major research project during the summer when
[ do not teach. The bottleneck of compute-extensive research is the availability of GPU (not so
much CPU) and well-run HPC environment, and Jetstream 2 fills the gap.

My usage of Jetstream?2 has been limited so far, but I am interested in continuing to use it for
single-nucleus RNA-seq (snRNA-seq) data analysis and machine learning workflows. The on-
demand access to GPU/large-memory resources and the ability to run interactive applications like
RStudio are particularly attractive for this kind of work. More beginner-friendly tutorials and
example workflows tailored to single-cell /single-nucleus genomics (e.g., Seurat, Scanpy pipelines)
would help me get started more quickly.

Having access to GPU and CPU resources has been transformational to my research students.

Jetstream2 enables crucial continuing access to data generated by my experiment, not only to
members of my research team but also to the general public.

At the moment, my activities with Jetstream?2 have ceased, but I plan to use the services again in
the future.
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Currently, my research students primarily use Jetstream2. In some ways, the single user account
is nice so I can easily check-in on them (and on other NSF ACCESS classical clusters like Anvil or
Expanse, file sharing issues have been a recurring issue). However, in cases where I have students
in the classes I teach utilize Jetstream? for a lab, it would be handy to be able to setup separate
user accounts (but so far it's been okay nevertheless). Exosphere has been very helpful in some,
admittedly strange, cases where my laptop's WSL2 terminal has been dead; I otherwise primarily
access through ssh.

Exosphere has been super helpful, basically provided me with multiple online computers to work
on. It was such an amazing experience overall. I don’t think I could’ve completed my Ph.D.
research without this support. And not just have been provided resources but the ease of usability
is great, you don'’t to be expert to use the system.

My use is currently limited, but most of what [ have tried to do has been sufficiently supported.
The one issue is setting up Kubernetes; the page https://docs.jetstream-
cloud.org/general/k8smagnum/ didn't work (I could have done more troubleshooting, but was
pulled away to other tasks).

Jetstream?2 is awesome, a fantastic service for researchers who would need need temporary (or
even not-temporary) access to temporary desktops or servers. It has become my go-to
recommendation for so many use-cases that don't quite fit on our available resources.

[ use the VM for bioinformatics education and the experience so far has been exceptional. The
ACCESS/Jetstream2 program has been a great way for smaller institutions to gain access to
resources they might otherwise have on campus.

Without jetstream?2 [ would not have been able to publish my last two papers. The data obtained
was also used by my students in Masters theses. Thank you.

Jetstream?2 has significantly improved research efforts by researchers at our institution. Our
ACCESS Discover Allocation provides users with access to Jetstream? for testing, benchmarking,
and evaluation purposes. Many people have found the user-friendly interface extremely helpful
for those with less familiarity with HPC and research compute environments.

Use of HPC is critical to my research

The ability to interactively run code when working with large datasets has significantly improved
my productivity to analyse data.

[ operate a Science Gateway and use Jetstream as a cloud service, using kubernetes to
continuously run about 8 containers. High Availability is important for our service. Day long to
multi-day downtime is a serious problem for us.

It's the only NSF ACCESS resource, to my knowledge, that allows for public facing persistent
instances. It fills an often overlooked role in research computing that is being able to share your
results and research with the public and broader community. JetStream is indispensable to
computational researchers.

Experience has been great. I do have some limitations on the GPU resources that are available for
LLM training/fine-tuning, but that might just be a limit by how the PI requested resources? The
questions in the survey seems like there other other LLM inference services that I could take
advantage of, which [ was unaware existed. [ will be exploring that after this survey.

[ use JetStream for my course every Fall semester. The team is very supportive. they communicate
clearly and promptly address any issues I encounter. They are amazing!

jetstream? is great for GPU, [ am able to easily train my models and run different software
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Jetstream2 has been very useful for developing solutions for our research purposes!
[ found many troubles to use VM. and I gave up

It helped in enhancing the research ability and accessibility and is easy to use. It gives powerful
GPU nodes. I find it helpful with generating error-free genomes.

Jetstream2 has been fantastic for teaching how to deploy machine learning services. My students
find it intuitive and easy to use as they are learning many theoretically dense topics. Loveless, M.,
& Balson, T., & Plale, B. (2025, April), Using Jetstream?2 for Equitable Instruction of Cloud-Based
Machine Learning Microservice Engineering and Deployment Paper presented at 2025 IL-IN
Section Conference, Terre Haute, IN. 10.18260/1-2-118-57935 Further, [ have had some students
test other applications on Jetstream2 in Engineering Capstone for early development. From an
educational standpoint, Jetstream? is incredibly useful for multiple engineering courses!

Overall, I really like the general experience of JetStream?2. Having the ability to spin up very
custom instances through exosphere is pretty incredible. I do wish it were easier to track usage or
send reminders (for instance, setting up automated alerts somehow to remember to shutdown
instances that are no longer needed, maybe even a daily digest or something). More importantly
for my research though is the inability to access GPUs frequently.

The disk space limit (60GB) for each instance is fairly restrictive for my applications. I am
generally working with LLMs, so Conda environment setup and downloading one model typically
saturates the disk space. Otherwise Jetstreams resources have been very helpful.

So far we have zero complaints about Jetstream?2!
Allows quick prototype testing but is not conducive for large scale experimentation.

We use jetstream to process brain imaging data via brainlife.io. This service has been critical to
our team being able to provide services to the neuroscience community that allow for training
young neuroscientists and support research for all that use brainlife.io. Changes in setup and
environments do interrupt our services.

['m finding the ability to support researchers with custom hardware accelerated remote desktops
to be very useful, especially now that I've gotten support from the team with configuring these
using terraform and ansible. I'm also finding the ability to set up tiny instances that send work to
Nautilus or my own HPC system indispensible since they can become lightweight gateways for
researchers [ support in various projects who don't have abilities to use those systems directly. [
thing availability of some flavors is the only thing that really hinders my ability to use the system
better. Since we can't automatically make more full a100s appear, a mechanism for migrating
snapshots from one flavor to another would be very helpful, especially ones that might still be in a
shelved state. | know many of these limitations might go all the way back to openstack itself, in
which case the work arounds of storing data in a volume before shelving is still the best practice.

We've been surprised on Jetstream?2's services and capabilities, especially as new HPC users. Our
research, while focused on efficient computation, have leveraged the ease-of-use, and wide
availability of packages to continue our science forward.

We wouldn't be able to share data with the public if not for JS2
Very easy and cool to use would love if could introduce s3 like object store as ui rather than cli

The LLM instances are particularly useful as their operational cost is too high for experimental
ideas while low-cost models are often of too low quality to yield any promising results.
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We use Jetstream?2 to host and serve a large public dataset. It is extremely valuable to have the
storage availabilty with very good/excellent uptime and high download speeds for our dataset
user community.

Sometimes shelving/un-shelving command through OpenStack API doesn't work. I have submit
this request to the staff(email and Matrix) but they said it is difficult to fix this issue atleast for
GPU instances.

The LLM inference service is going to be a vital component in many emerging areas of research, so
[ am glad the performance and capabilities are so strong. I would like to see some more
documentation put into the cloud orchestration side of things and provide some comparisons
with commercial cloud offerings. Many of us may already have workflows that work on AWS or
Azure, but it can be tricky to translate those workflows to the openstack ecosystem.

Jetstream2 has shown to be a powerful and easy to use tool to leverage scientific software
development.

hosting online experiments running code that is computationally costly

JS2 overall has stayed good and well maintained, the ease of accessing customizable machines
allows us to speed to the exploration of research questions. Support has been timely and helpful.
Thank you guys keeping this huge infrastructure running!

The biggest hindrance to productivity is the limited pool of g3.xl nodes, which is the only g3 flavor
that can provide GPU resources to Magnum/Kubernetes clusters. I hope JS2 is able to add more g3
nodes, or potentially institute a system to better spread the available nodes over those wishing to
use them. On the positive side, ]S2 has completely transformed how may lab does compute-
intensive research (for the better!). We are fare more efficient with Jetstream than with local
compute our the campus SLURM cluster. The availability of on-demand, dedicated scalable
compute nodes is amazing. We run nearly all our compute on JS2 (including writing and running
code there directly using VS Code Remote SSH), and our local machines simply serve to connect us
to JS2. Most of my lab members spend most of their days working actively on JS2. The connection
to the Object Store for S3 storage and large shared storage across VMs is amazing and allows our
team to collaborate on the same data files across multiple users/VMs. We have over the last year
shifted to using Magnum to deploy autoscaling Kubernetes clusters for large, highly parallel
compute jobs. I'm looking forward to a Magnum Ul being built into Exosphere, the the CLI works
fine. The documentation is quite thorough and the support from JS2 staff via support tickets and
office hours is excellent.

Pretty efficient for kubernetes clusters and containerization of software stacks used for training
and teaching

The support has been great, and on the online chat. [ appareciate that there are office hours now -
[ think that would've been very helpful when I first started. It's weird that you invented your own
language for things - Early on I thought I was learning industry lingo, but it appears you actually
just made up your own terms that aren't transferable to other hpcs.

[ really enjoy Jetstream2. It helps our research agenda on building efficient machine learning
systems. We have been using Jetstream for model/system development, debugging, testing, and
evaluation, across the entire research cycle. One thing that would be great is to have multi-GPU
(or even better multi-node multi-GPU support). From my understanding, Jetstream?2 still supports
primarily single-GPU jobs, but since many Al/LLM models these days are large and exceed single
GPU's HBM capacity, having multi-GPU instances enables research on parallel and distributed LLM
inference/training and more diverse usage scenarios.
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Adaptive scalability is a key feature. Sometimes [ need a skeleton setup, other times I have far
greater needs. Being able to meet my needs at both ends of the spectrum is the single most
valuable feature Jetstream offers me.

[ do not use it directly, but it is helpful to download and work with data from the Vertebrate
Genomes Project (VGP)

[ have set up a pretty effective pipeline of using GPU resources on Jetstream?2 for LLM-based
research of decently sized models, but the pipeline reduces most of my interaction with
jetstream? to just un-shelve whatever my instance is, ssh in a terminal, and then run my code on
the VM. The only issue [ have experienced is when the shelving process breaks or I can't access my
instances, like when there is operations being done to improve the system.

The inference service is incredible, but the model availability lags behind in an industry which
turns over on itself every so many weeks. I'm grateful for access to the service, but having more
frequent and consistent updates to the model selection would be my one ask.

Jetstream?2 has capabilities that no other ACCESS resource does. It makes Science Gateways
possible and allows for custom workflows that don't work on other ACCESS resources.

Jetstream?2 is super helpful for my research. It exactly looks like an Amazon EC2 and easy to
follow.

[ really like the feature that build/customize/shelve the VM as [ want -- with a VM exclusively for
me, | can debug the codes/scripts much more efficient than SLURM-based platform.

We run production data archive infrastructure that serves the NSF National Geophysical Facility
(NGF) on JS2. As the questions in this survey demonstrate, JS2 is setup to serve research or
education applications only. It is not scoped or scaled to support persistent data infrastructure.
Over the years I've been a PI on ACCESS (nee XSEDE) proposals this has improved, but JS2 is still
fundamentally not aligned with operational facility needs (vs commercial cloud offerings (e.g.,
AWS).

Jetstream2 has been extremely valuable to my creative practice because it lets me work with
powerful tools like 3D rendering for animation without being tied to a specific machine or space.
In times of limited university budgets and emphasis on shared resources, Jetstream?2 has made
computing that would have been out of reach for my program’s budget accessible. In my teaching,
it’s just as valuable because it gives students access to the same high-level tools regardless of their
personal hardware or where they’re working. It helps create a more accessible, adaptable learning
environment that reflects how creative work actually happens today. Additionally, the staff have
been extremely supportive. Often going above and beyond expectations to help students achieve
their goals. Shawn Slavin in particular has been extremely helpful in guiding me and my students
through the remote computing process and has always been generous with his time and guidance.

[ run the working group program and the cyberinfrastructure for and NSF synthesis center called
the Environmental Data Science Innovation and Inclusion lab (ESIIL) and we use your resources
extensively across our synthesis working groups, events, and teaching. We are reliably able to
access very large resources for large numbers of people to do group research or teaching on
environmental big data including heavy rasters and long data harmonization efforts. We could not
operate at the level we do without the very high quality resources provided by the Jetsteam2
services. Five stars, do recommend to everyone.

Having access to an h-100 and various other vms is fantastic.
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It's really comfortable to attach and detach volumes to the instance I need on Exosphere. But, due
to computational constraint, it takes over 2 hours to unshelve an instance, reducing productivity
of works.

network bandwidth and compute resources for producing WoC updates

Jetstream?2 is a critical and irreplaceable resource for the Galaxy project. It underpins a broad
spectrum of scientific applications, including the Vertebrate Genomes Project (VGP), large
language model (LLM) workloads, and a wide range of general-purpose bioinformatics services
available to the global research community. Galaxy relies on Jetstream?2 to deliver the scale of
computation and data analysis that our platform demands. Without it, we simply could not
provide the reliable, high-performance infrastructure that tens of thousands of researchers,
educators, and students around the world depend on every day to advance their scientific work.

Thank you for all the hard work providing these SOTA resources to do work on our research when
access to this type of compute system would be prohibitive because of cost.

Jetstream2 has been really great for some of our institution who aren't HPC savvy (e.g. slurm
systems) but need enhanced computational capabilities. It is simple and powerful and most
importantly accessible with a low barrier to entry. Everyone involved in Jetstream2 has always
been so helpful as well when problems arise. A really great resource!

jetstream?2 helps when I run analysis of my project

Thank you for providing such a great service. It's a great system with great usability. The entire
ecosystem benefits me greatly.

Having access to good GPUs is very helpful to both research and teaching. Having a public url for
hosting gateways is essential for some of my collaborative work

on demand vm resources to test various different setups
Excellent!

[ was included on the Jetstream?2 project by Dr. [zzat Alsmadi (PI) to support training and testing
an Al chatbot as part of our research work. Jetstream?2’s compute and storage resources have been
excellent and highly reliable, making it easy to stand up environments, run experiments, and
iterate quickly. The flexibility of the platform and the overall performance significantly improved
our productivity compared to local-only resources. Overall, the Jetstream?2 resources have been
exceptional and well-suited for Al and research workloads.

We found it extremely helpful for deploying a computational model, but then took a different
direction with the work; We have not had the bandwidth to revisit using this resource. Thank you
for your work hosting this resource

The persistent services feature of Jetstream2 has been extremely useful in expanding users of our
research tools, including a science gateway. Communication with Jetstream?2 has been easy and
processes are well documented.

[ love the interfaces and the docs - ssh and exosphere are the best

[ am using it as a data server which is always online. That allows us to automatically upload data
after analysis on HPC systems (Stampede3). These data are available to colleagues all around the
world. At my University because of IT security | would not be able to do this.

[ hope Jetstream?2 can host more LLMs models
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[ think that Jetstream is an extremely valuable resource to the research community. In our case, it
enabled us to make available to the community our computational drug discovery approach and
based on it sig2lead server. While for reasons related to further integration with tools that are too
complex to transfer to Jetstream platform at present we had to move sig2lead to our own
computational cluster, we are definitely planning to use Jetstream in the future.

The virtual instances on Exosphere/]S2 are easy to use (especially if one has used Amazon AWS
instances before). Otherwise, it is a rather big change from traditional supercomputing resources
with batch systems (like slurm). For GPU-accelerated methods like MD simulations, it's a great
platform.

At a small undergraduate liberal arts college, we would not be able to conduct our research
activities to the same level without the support we have received from Jetstream?2. The on-
demand nature and graphical interface is extremely valuable to our users, who must conduct their
research in a short window of time in-between academic classes.

Provide an interface to submit the reservation request.

[ chose Jetstream?2 because of the virtual interface and web desktop features. It has allowed me to
somewhat seamlessly transition my larger coding endeavors to the virtual machine. I am also
working with some less experienced coders and analysts, and the ability for them to have a soft
introduction to virtual machines by having the desktop look somewhat similar to their personal
machines has been incredibly valuable and has reduced the time I need and the time [ would rely
on Jetstream?2 staff for to get my work up and running. Thanks for providing an excellent service

We use jetstream?2 to host our dashboard which is used by multiple cities across indiana.
Jetstream2 makes it very easy to create/manage instances. Create containers using docker, and
easy to scale up and down.

Exosphere has allowed me to create a scientific resource that was completely impossible before.
Once I found it, it made possible efforts that I have been trying to work on for a decade. I am so
glad that it's out there and, for me, it has given new life to my research.

Running model simulations on Jetstream?2 resources has been essential in my research. [ host git
on one instance to share repository internally, and thar was difficult to ser up. I am also using
Manila share, but it’s been difficult to set user permissions when I wanted to use them on different
instances. This is especially important because I usually only need medium flavor, but I need to
switch to xI for a few jobs on the same data. I wouldn’t want to burn hours on xI just to access data
across jobs. In gerenral, a streamlined way to share data and scripts internally would be very
helpful.

[ am a novice. I'm generally relying on Codex/ChatGPT to help me figure out what I need to do to
get code running for the work we've done so far. I have only been using for a few weeks, but I
think we will definitely find that Jetstream2 is critical to advancing that work and I'm already
thinking of other ways we can use it for research on our project team. My sense is that a chatbot
with good detailed knowledge about the system might be helpful or, for someone like me, a place
to really learn some of the basics of what's possible and how to get started with the system would
be really helpful.

Overall it has been fantastic for several research projects. Very helpful to have cloud based VMs
everyone on the research team can access. Area for improvement: Sometimes VMs just
completely shut down with no warning. This can be very disruptive for students in the middle of
research projects. Please email warnings, like 6 weeks, 4 weeks, 3 weeks, 2 weeks etc so we have
time to prepare if our VM is getting deleted / turned off.
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Jetstream?2 is a very useful resource for my research. It provides diverse computational resources
for both data analysis and website hosting. I can manage these resources with lots of flexibility.

vm feature is super useful

[ think JS2 is an excellent option to direct our faculty and research clients to the options and
recipes for web-accessible high-performance visualization tools such as Paraview, 3DSlicer,
MetaShape, Image], and others. Those faculty can easily apply for credits and implement JS2
workflows into their teaching curricula, and extend those services to their students, which
provides a HPC resource previously unavailable to them.

It works very nice
The Jetstream 2 support team is extremely prompt and capable in resolving the issues.

[ am particularly impressed with how easy it is to connect JS2 to VSCode on my personal
computer - the primary way I interact with VMs. The security behind APIs is a hinderance, but
understandable. | think the trainings are good, but it would be helpful to have learning pathways
attached to them.

I enjoy the access and interface, but it is a very steep learning curve. I have plateaued on what I can
do with JetStreamZ2 because of my limited computer knowledge, but I should reach out for help.

[ have not checked recently so this may now exist. Would like pre-built VM's that only have the
minimum components. (no docker, Desktop, etc...)

It helped me run large-scale experiments.

it became more difficult when anaconda packages became unsupported as this was my primary
use-case (with Jupyter notebooks). It worked great early on but I did need better training and
documentation to use it efficiently

Sometimes instances do not unshelve. This happrns with me so many times. This is the problem I
faced so far.

Even as someone from the IS discipline, some of the features supported by Jetstream?2 are not
familiar to me. Finding solutions through documentation and websites can be very difficult for
those with little or no experience.

JetStream?2 allows me to have complete sudo access over the VMs. My research uses advanced
capabilities on the g5.4xl nodes, and no other academic resource provider allows me to do my
research. It is unfortunate that I have to constantly keep requesting for continued access to these
resources, and the constant risk of not being granted access to the resources hinders productivity
by causing unnecessary stress. This is problematic for us since JetStream2 is the only resource
provider we can use for the research we are doing.

The most useful thing about Jetstream? is the help I've received from the staff. Our work is
somewhat different from what other people are doing and we've received a lot of support for
implementing the systems we need.

Without your support [ would not be able to teach BIOL647 - Digital Biology, a Graduate Level
course. At the moment I get no support from my home institution.
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Jetstream?2 is an invaluable resource for my work. I primarily use it to access an A100 without
waiting on a queue, enabling me to develop my research code quickly. Exosphere makes it easy
to create, shelf, and unshelf my instances but I have noticed some small issues. Firstly, the Ul isn't
the most responsive. The status icon sometimes fails to update or resets to "shelved" after a page
reload or closing the browser. This can make the instance appear stuck in "shelving," potentially
wasting credits, or remain stuck when attempting to unshelve (even when trying to unshelve
again). I can fix both of these in Horizon with the same actions. Horizon seems like a clunkier but
more reliable option to Exosphere. Another issue is suspending instances with GPUs. [ am aware
the documentation says not to do this, but I found a fix for the rare instance where the GPU
breaks. In Horizon, you can do a hard reset on the instance and the GPU will work fine afterwards.
[ think it might be helpful to include his in the documentation.

We could deploy some our LLM service using the jetstream2 to the cloud which can help us to
reach to our business goals.

Use as (1) workstation for genome data analyses, (2) web-publish genome data results for public
use. The second (2) has been overwhelmed by Al-bots in last year, causing problems for me to
maintain. The first is where Jetstream?2 has become critical for my research work, as it has
become my everyday research workstation.

[ am satisfied with the most services with jetstream. The staff responded quick and sovled my
problems.

We do a lot of data collection using jetstream provided vms. It's also helpful for our grad students
to have access to resources that they don't need to wait in a queue for. We could do with a little
more notice about upcoming maintenance, but there's only so much that can be done for that.
More advertising of new services would also be awesome.

Ideally, there was a way to have automation tear down a resource after a class so [ don't have to
remember to log in and do it later.

The office hours are great. And the staff is absolutely fantastic. Super helpful and kind.

['ve been impressed with the steady growth of services available via Jetstream2. While we don't
make use of all of them, we are trying out increasing numbers of them. Obviously with so much Al-
hype these days, the growth of Jetstream?2's LLM services are of interest, but just having a reliable
OpenStack platform we can deploy software to is immensely powerful.

[ love this service. Well run, fantastic team, super helpful. Thank you!

Network configuration documentation and settings were expired. We moved on to non-AWS-like
HPCs (SLURM) for parallel computing.

We particularly find the Web Desktop in Exophere very useful, and were pleased to see that
multiple people can use the Desktop and interact with one instance. The response time from the
team (Caleb Hughes) was incredibly fast and helpful. When we requested a higher tier GPU
(Daniel Havert), the response was fast and helpful.

It's great to have a resource available for persistent science gateways. Help is prompt and effective

Jetstream?2 has allowed us to embark on exciting projects for which we might not otherwise have
found resources.

Jetstream2 Community Assessment 2026 — Summary Report 42




One challenge I recently faced was during the Jetstream?2 maintenance period. The notice stated
that only g3.medium and g3.large instances would be affected, but my g3.xl instance also lost
access to the GPU resource. The instance itself remained running, so the problem was not
immediately obvious, but GPU-based jobs stalled because the GPU was no longer available. Clearer
communication about which instance types may be affected, along with more visible GPU status
indicators and notifications inside Exosphere, would be very helpful. Overall, Jetstream2 has been
very helpful for my research because it provides easy access to CPU, GPU, and storage resources in
one place. I mainly use Exosphere to launch and manage instances, CPUs for data analysis, GPUs
for Oxford Nanopore workflows, and persistent storage for large sequencing datasets. The
Exosphere interface is especially useful because it is simple to use and makes it easy to start and
manage instances without much technical difficulty. Jetstream2 has greatly improved my ability to
run analyses that would not be possible on a regular computer.

Jetstream?2 has been a vital adjunct to my ongoing research and research education. I have
engaged dozens of students from high school through graduate/professional levels and highly
value this service.

JetStream?2 is my go-to place when I need a linux VM. It left in the dust institutional resources, and
it is my preference over the VMs I can access from Google Cloud. It is not that other resources are
not needed anymore, it is just that JetStream2 is an essential tool in my toolbox, along with GitHub
CodeSpaces, Google Colab, Google Cloud Platform and my personal computing resources. Just keep
it available and working!

The ability to spin up a variety of instances helps immensely with benchmarking. The ability to
transfer the volumes across instances also helps with environment and dependency management

Jetstream2 makes it possible for us to offer an educational experience that simply wouldn't work
using other platforms (e.g., Google Colab).

Excellent

The Jetstream documentation, in my view, sets the standard in shared (NSF funded,
ACCESS/NRP/FABRIC, etc., HPC/RCD space. The Jetstream support staff model exemplary user
support--especially during open office hours (they even do deep dives into individual's
issues...amazing). [ will be using Jetstream more soon with respect to Educational uses, so it's
reliability, including both for stateless and *stateful* (with full ingress) apps is important.

[ collected telemetry data for 2 hours on April 5 and all was good. Then [ saw the message of
system maintenance set for April 7 and April 8 that supposed to affect m3 medium and large. [ ran
telemetry again on April 7 and files were overwritten...

One of the best capabilities within the National Computing Grid for facilitating true cutting edge
multi-disciplinary research. I have used multiple platforms on the NCG in the last 5 years,
Jetstream experience has always been the most satisfying. While [ have been using Jetstream's
GPU capabilities for mainly training new physics-based Al models, I have also used its limited CPU
features for prototyping High Performance Computing Algorithms. I think Jetstream should
consider expanding access to elastic computing to enable scalability tests for HPRC as well.

Jetstream?2 is an extremely useful tool. [ appreciate having multiple ways of interfacing with it like
the Exosphere dashboard, Horizon, or the OpenStack CLI. Having different ways of interacting
with it based on need is terrific.

Jetstream2 Community Assessment 2026 — Summary Report 43




The ability to create virtual machines tailored to specific applications has been @9jremely
valuable for both my research and teaching. Jetstream?2 provides the flexibility to configure
environments exactly as needed, which is especially important when working with diverse
software requirements. From an instructional standpoint, the platform has significantly
streamlined the administration of teaching labs. Having superuser control over VMs allows me to
install, modify, and manage software without the restrictions typically encountered on shared
HPC systems. This level of control was a primary reason for transitioning to Jetstream2, as
traditional HPC environments often limit the ability to add or remove programs and to efficiently
onboard students. Additionally, the ease of provisioning multiple VMs enables hands-on learning
experiences, such as teaching server-to-server communication and data transfer. Students benefit
from working in fully customizable environments that mirror real-world computational setups.
Overall, Jetstream?2 has greatly enhanced both my research flexibility and my ability to deliver
practical, systems-oriented instruction.

[ didn't know about LLM services. | will check them immediately!

[ mainly use Jetstream?2 for a middle school summer camp program I help run. The help staff have
been incredible. They've been very helpful whenever I needed assistance.

[ like that I can use both CLI and the openstack interface to work with the resource. I do like that
once I got the Kubernetes cluster up I am able to interact with it like I do with my local cluster and
[ could immediately deploy my code with the Kubernetes pipeline [ had already built. Most things
I'm able to find documentation for and understand, but some of the documentation does seem out
of date.

It's very good and thanks for making it available

[ love the LLM inference service. I would not be able to do my research without Jetstream?2 at all!
It is absolutely critical to what I do.

It is extremely easy for the students who learn Linux and HPC environment for the first time.

Yes, for GPU resources, we don't have the compatible packages required for the latest packages of
RHEL 10. We could improve the availability of those packages so that everything is up to date

Survey is looking good
Excellent resource for the community!

Exosphere is super useful for me as a researcher as I don't need to worry about spending $ on
hosting a VM for my different projects and the amount of credits given are very generous for
advancing my research.

[ greatly appreciate the no-nonsense Exosphere Ul There are quirks and workarounds sure, but
for the most part it is a great interface for managing so many resources. It is extremely useful in
my approach to teaching/mentoring which favors students who are self-starting and can work
autonomously. I'm very happy with the service and believe that what we have created this
semester is truly innovative and noteworthy... we're talking about 20 servers; a mix of LLMs,
Finetuning, Embedding servers, data aggregations servers, and dashboarding applications. It's
fantastic, thank you, I hope to receive another allocation to support work over the Summer...
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[ primarily use jetstream when [ need to train a large machine learning model, but don't have
enough local resources. It is extremely simple and easy to use in that regard, since everything on a
new VM is set up so that I usually just need to connect my GitHub Repo, install my dependencies,
and run my scripts (with a few simple steps in between). I also use Jetstream to host some super
simple websites so that I can share my research results with others, so I am often taking
advantage of those small VM instances.

[ really appreciate having access to the well maintained system and having access to such a
knowledgeable and helpful staff. Knowing we can get GPU resources for students and researchers
is amazingly useful. 1 use the A100 and H100 instances for training medical imaging Al models,
but I also use the systems for general purpose computing tasks where having a clean dedicated
computer for each project is very useful.

[ loved the office hours at the NAIRR Annual Meeting in Arlington, VA in March 2026. I met Dr.
Javier Guaje and Jennifer Armstrong, both of whom were awesome. They resolved my queries
quickly, and [ was able to apply what [ learned in my class.

Currently at initial stage exploring how to incorporate into existing workflows for multiple
student projects in statistics and systems biology courses. Among primary aim is to remove device
variances and barriers for students.

[ heavily used VMs and JupyterHub capabilities for research, teaching, and training students. Only
three months into this and it feels like heaven. My research output (including students training)
exploded. I found all information need already available (online or simply searching for it) for my
activities so far.

Jetstream?2 allows for on demand bioinformatics and systems biology that are critical for our
research but only happens once in a while. My research group primarily uses the web shell, but
my teaching lab benefits from VM too.

Students have found the jupyter notebook to be easy to use (requesting GPUs) but again [ wish I
could reproduce exacty how to get this setup again in the future (without having to bug Indiana
JetStream?2 personnel).

Jetstream2 has been very helpful for our project, especially in enabling us to experiment with
LLM-based workflows and deploy multiple microservices efficiently. The ability to spin up GPU-
enabled instances allowed us to experiment with language models efficiently, which would have
been difficult on local machines. The flexibility in configuring environments and the availability of
pre-built images significantly reduced setup time.

Useful features: Exosphere, GPU VM access, on-demand resource availability
We find the VM interface easier to use than typical HPC queuing systems.

One issue is that the Jetstream2 instance sometimes loses its GPU, which forces me to create a
new instance and redo all the installation and setup from scratch.

[ use it once/year for an annual hackathon. It's been generally great. The only issue is our event is
in the summer and we've run into maintenance issues. But have not been impacted too greatly.

Students enjoy working with Jetstream?2. It has a clear way to choose and set you instance. Very
good interface. It gives to students an opportunity to work with interferometric VLA data: check,
calibrate, clean, and produce the images.
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Jetstream2 currently meets my needs. Having more and newer GPUs would be great, but I
understand that's entirely tied to funding that may or may not happen and is outside of the
Jetstream team's control. As a resource, though, it's unique in the NSF/ACCESS ecosystem and it
would be hard to replace if it weren't around.

[ am not sure whether can I shelf my instance and resume immediately once I need.

Exosphere is very intuitive to use, though sometimes there are display bugs if you scroll through
files too quickly. Additionally, I wish there was a more intuitive way to access VMs using SSH keys.

Jetstream2 has made it much easier to conduct research by remoting into instances that give me
much better performance than I could get from a local hardware. So far has been invaluable and
very user friendly and unique in the ACCESS infrastructure in that

The VM has been very useful with reinforcement learning projects that also needs simulation
visualization. However, the A100 driver is becoming outdated with later versions of simulation
platform of use, particularly Isaac Lab

Once I can get an instance to unshelve, it's amazing. 10/10, no notes. The support is great too -- |
can't tell you how relaxing it is to know that I can get in touch with an actual engineer whenever I
need to. The only problem is that, regularly if infrequently, I run into problems where my
instances don't unshelve. I've been discussing this with staff, but so far it still happens every so
often.

This is the only way that [ am able to stand up long-running services and user interfaces for
research and teaching. My university IT only provides a job-queue based traditional HPC setup.
This resource has become a critical part of my teaching and research infrastructure.

Having direct access to the VMs, along with the ability to configure and deploy them, is uncommon
across many internal scientific clusters. It is extremely convenient to have access to machines that
are available 24/7, especially for students who rely on them for continuous work. One aspect that
could be improved is error reporting. In some cases, restarting or rebooting a machine leads to
errors that are not clearly explained. Sometimes these issues are minor and can be resolved by
waiting (e.g., due to temporary lack of resources), while in other cases they require intervention
from IT. Clearer error messages would help distinguish between these situations. Another major
limitation is related to GPU nodes. Currently, we cannot increase the RAM memory footprint, and
A100 servers are limited to approximately 120 GB of RAM. This can be insufficient for certain
workflows.

What will be great to be able to balance better the A100 medium / large / x1. Few x] have been
available since months vs 100s of medium. It makes hard to train large model due to the lack of
availability of xl. Easier access to the other GPU types would be nice

Jetstream?2 is a remarkable cloud resource that enables state of the art research and training. It
would be wonderful to get access to larger GPUs and if possible the LLM inference service could
be extended with more state-of-the-art models.

The persistent gateways are really useful for research and teaching; very helpful to have
persistent urls for applications (python with web front end). The LLM service is useful too; I've
only used it a bit but I find it really useful and easy.

Excellent service
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Our group is using Jet Stream 2 to realize web-based Ul to call GPU powered codes, which is not
supported by our university HPC. Without, we will not be able to bring this functionality to life,
which will make the project incomplete. In addition, without this functionality, we will not be able
to conduct human testing for the entire pipeline and Ul Currently, the documentation and office
hour have been really helpful for our work.

We use Jetstream?2 to host 2 VMs that process our jobs before they're sent off to run on HPC
clusters, and postprocess the results. Additionally, we have a Jetstream2-GPU VM that we use to
run a NLP model to determine usage of papers citing our content.

VM with various processor time Existence tested and ready to use softwar

high up-times. Ease of setting up/maintaining VM. MATLAB and python parallelization with
higher RAM availability. Awesome availability of large attachable volumes. We'd maybe like to
move some activities to GPU but lack experience to make good allocation requests - maybe a
specific example we would like to install and use E3SM SCREAM on GPU but we just don't know
how to dimension a request. Thats our limitation .... but maybe having a GPU and-box would be
cool?

Hope there is a quicker way to let users adjust resource quotas. Right now sending a ticket and
then waiting for replies is slow.

The on-demand availability of the Jetstream?2 makes it very convenient for doing research and
work.

Jetstream2 has been essential to our research in conservation of endangered species. Being able to
connect custom virtual machines to a web accessible interface has made it possible to collaborate
with researchers 24 /7. The biggest hinderance to using Jetstream?2 in our research has been the
frequent incompatibility between NVIDIA/Cuda packages. We have many times been unable to
engage GPU services on GPU enabled instances.

Thank you for providing the GPU resources to run LLMs for research. It has been working well
recently, but occasionally we've experienced an issue where the GPU resources disappear from an
already configured server, requiring us to set up a new server each time.

Jetstream?2 is an irreplaceable resource for a researcher like me who cannot benefit from the HPC
resources from the institution.

Whether there are any plans to update support for the LLM endpoint service. With OpenAl
moving from the legacy Chat/Completions APIs to the new Responses API, the current LLM
service appears to be partially incompatible with the latest OpenAl interface.

VM and the ability to use cloud computing are essential for our minority-serving institution. With
the Jetsream?2, our students will never be exposed to this essential traning.

It would be great if Jetstream?2 can provide more GPU availability. Sometimes the A100
single/multi GPU instance can be pretty busy.

Availability of large storage, ubuntu, large RAM, multicore, GPU machines without significant
contention has been extremely useful in producing research components of Bioconductor, the
worlds largest open source genomic data science platform.

Deploying Small Language Model (SLM) for education and research purpose.

The documentation for GPU-accelerated graphical applications and desktops needs to be updated.
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Mostly, I use Jetstream instances for evaluating LLM agents and services, one thing I find very
helpful is Jetstream already deployed LLM services that I can directly use without the need to
provide API keys, so we often use those to build prototypes

Overall. Have been delivering our software via JetStream?2 Cloud services. We have been very
happy with the availabilibility of CPU resources. Improvments could be made for GPU instances,
where unshelving an instance sometimes results in GPU detachment.
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4.4 Appendix 4 — Text responses for: As we consider future Jetstream ecosystems,
what features or capabilities would you most like to see added?

Text comments are presented exactly as submitted and have not been edited for spelling or grammar.

More GPUs

A better documentation on Python virtual environments
Even more sophisticated push-button software stacks.

[ would like to see it expanded.

Exosphere is still a bit clunky and unreliable, I would like to see more work in the Ul The pieces
on the back end seem pretty solid.

Our research involves various weather and climate simulations and a tremendous amount of
output & dataset. We would appreciate Jetstream to keep flexible storage management, secure &
fast data transfer, VM etc besides the softwares provided.

More GPUs?
We are happy with the current services Jetstream2 provides

[ would appreciate a better bridge between my local machine and the VM. Ie to copy and paste
data, or move data from one machine to another.

Integrated API access to more hosted LLMs or other Al services; integrated provision of security
certificates and DNS records. Easier ability to resize and back up storage volumes.

[ think we are currently happy with the setup as is.
No suggestions at this point.

More simple documentation and setup examples would be helpful. Easier allocation extensions
when points are not fully used would also improve flexibility for ongoing projects.

Small scale allocations that would encourage cloud development orientation for research teams.
The multi-GPU flavors are important for my use case and expedite my experiments.

Everything is great! Just wish to have m3.3xl flavor readily available to run large vCPU and RAM
requiring heavy research codes. Moreover, it would be nice to have additional flavor with higher
vCPU numbers like 256 or 512.

more documents and use cases

gui for uploading and downloading data from my laptop
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To better support my research in hydrologic modeling and physics-informed machine learning,
future Jetstream ecosystems could benefit from deeper integration of scalable data, compute, and
workflow management capabilities. One key improvement would be seamless access to large,
commonly used scientific datasets (e.g., climate and hydrologic data) through optimized, cloud-
native storage formats such as Zarr, along with high-throughput I/0. Reducing the need to
repeatedly download and preprocess large datasets would significantly improve efficiency.
Enhanced support for GPU-based workflows would also be highly valuable, including more
consistent availability of GPU instances, better scheduling or reservation systems, and optimized
environments for deep learning frameworks such as PyTorch and TensorFlow. This would enable
more reliable training and evaluation of machine learning models at scale. Another important
capability would be improved workflow orchestration tools. Native support for job scheduling,
pipeline automation (similar to SLURM or workflow managers like Snakemake/Prefect), and
better monitoring of long-running jobs would make Jetstream2 more suitable for complex, multi-
stage scientific workflows. From a usability perspective, pre-configured domain-specific
environments (e.g., for geospatial analysis, hydrologic modeling, or machine learning) would
greatly reduce setup time and lower the barrier for new users. Improved documentation, example
workflows, and hands-on training materials tailored to real research use cases would also
enhance adoption and productivity. Finally, stronger integration with HPC systems (e.g., hybrid
workflows between Jetstream and traditional clusters) and easier mechanisms for sharing
environments, data, and reproducible workflows with collaborators would make Jetstream a
more powerful platform for collaborative and interdisciplinary research. Overall, expanding
support for scalable data access, GPU computing, workflow management, and user-friendly
environments would significantly enhance Jetstream’s ability to support advanced scientific
research and teaching.

Jetstream2 has been very helpful for my research, especially for running GPU experiments. It
would be great to have better usage tracking and simpler documentation.

Virtual machines and access to GPUs

As I mentioned earlier, | think a more uniform output logging system would greatly benefit
research. Sometimes it is difficult to utilize the terminal VM to trakc outputs/errors etc.

More g5.4xl. They are a boon for research.
Prebuilt system for using with a class of students

Basically, more high memory GPU for model training. As much as possible to accommodate for
growing demand of LLM training.

Perhaps having a access to live chat on the exosphere webpage/FAQ pages directly on my
personal allocation page.

job scheduler
[ think a general use of notebook GPU backed could have a direct faster option.
As I said, better control on students' allocation per-user.

As LLMs continue to grow so does the need for computational resources. Being able to allocate
multiple GPUs to a single VM could enable the sharing of memory load during LLM-based research
activities.

[ am satisfied with the current setup, please keep it running & supported! Of course, more faster
CPU GPU is always nice.

[ try to understand
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more tutorials about using SLURM

Increased availability of g3.xl instances would help, but other than that I don't have requests.
More Al models offered through the inference service would be useful. And also some H200s
It's extremely important to give access to multiple GPUs for Machine Learning training

As of today or it seems perfect so need of any innovations

Documentation on hosting large-data Shiny Apps with Jetstream 2

It would be great to see more pre-configured environments and "ready-to-run" images tailored to
single-cell and single-nucleus genomics workflows (e.g., Seurat, Scanpy, scV], cellranger), as well
as easier access to GPU resources for deep learning-based single-cell analysis. Better integration
with common workflow managers (Snakemake, Nextflow), simple persistent storage for large
sequencing datasets, and step-by-step tutorials aimed at biology researchers who are not cloud-
computing experts would lower the barrier to entry and make Jetstream2 much more useful for
my research.

beginner friendly tutorial or video on how to use jetstream's jupyter environment
N/A The existing services met my needs.

It would be very interesting if IBM and/or Dwave (or other brands') quantum computers were
usable through Jetstream.

Availability of 80GB H100 GPUs

If you guys could somehow set up a Globus endpoint for data transfer that worked for volumes,
that would be so kickass. Right now, our reccomendation is that people install Globus Connect
Personal on their VMs, which can be a bit annoying when they frequently make new VMs.

More highmem parititions!

[ think continued and sustained access to Jetstream2 resources via ACCESS will be the most vital
to our researchers.

Jetstream is an amazing resource, I wish [ had more time to use it in my research
[ would appreciate training on the LLM inference feature.

We will be performing machine learning operations and some LLM work that will interact with
our science gateway.

Upgrading the llm models hosted on Jetstream2 for API calling
LLM specific services for fine-tuning and/or Al agent management.

Better customizable for Storage, RAM, CPUs when creating VMs for the first time. e.g. Selecting
16GB of Ram with 50GB of storage with 4 CPUs.

More reliable generation of VMs
[ am not sure at the moment what could be a better addition to the current jetstream2

Nothing I can think of at the moment.
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1. Better tools for managing/reminding about instance statuses 2. More GPU access 3. More 10
documentation (performance impacts of Manila vs. Volumes vs. Object stores for example) 4.
More examples on setting up Manila/Object Stores 5. Additional SLURM access

Larger disk space allotments per instance would be helpful.

Capability to quickly scale up experiments i.e. ability to automatically use multi-gpu machines for
a period of 1 month without approval per year. Additional time requires approval.

[ think adding cards with more traditional graphics capabilities would be immensely useful for the
visualization work that [ do. Things like the Blackwell rtx A6000, they can be used for standard
model training, but also support all the hardware encoding raytracing that can often greatly
improve efficiency for interactive and batch visualization work.

more and reliable API features.
Improve documentation regarding the use of kubernetes using Jetstream?2

The main hindrance to our productivity currently is the limited availability of g3.xl nodes, the only
flavor of g3 that can provide GPU resources to Magnum/Kubernetes clusters. I hope ]JS2 is able to
get funding for more nodes, and/or institute a system to allow the resources to be more evenly
distributed among those who need them. I'm also excited for the forthcoming Ul to Magnum being
implemented within Exosphere. Otherwise, there's very little that |]S2 could do to improve -- itis a
phenomenal resource.

Some sort of snapshot of volumes. The system has done something wonky twice now that has
deleted my data with seemingly no explanation.

The number one needed feature on my end is to have multi-GPU instances, as many LLM/AI
models are too large to fit in single GPU.

[ have not used enough of the current resources to be able to answer
[ wish Jetstream had CPU instances with larger number of cores, i.e. 128-256.

The biggest cap to my research is the access to the larger GPU instances. | am in the process of
applying for access to the larger H100 and A100 clusters, but easier access to them (and
additionally the xl size A100 resources which are frequently completely used up) would be greatly
beneficial

[ think [ love it so far, no other suggestions as of yet

Newer and more capable models added to the inference service.
private docker container repo, and dedicated linux help personnel
Higher-performance VMs and LLM services.

Sometimes | may forgot to shelve the VM and it may waste both our computation credits and the
actual computation resources. I am thinking whether the Ul can provide a way to schedule the
shelving of the VM (e.g., Do shelving 7 days after creating the VM, or do shelving 24 hours after the
VM do not have any loading)

Knowledge Distillation from Large Language Models

A greater focus on operational infrastructure with improved uptime and user support. Storage
allocations. We currently pay IU for storage to supplement our JS2 allocation.

Access to more GPU'’s.
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More GPUs for the VMs. We have a lot of people who want to try to train their own networks or
run inference models and want big GPUs.

[ am very satisfied with current offerings.

A separate persistent storage system to backup data etc. long term storage purposes that doesn’t
need to be fast but can always be accessed by any instance. Even better if it has globus support.

Additional LLMs

It would be nice to have some documentation for hosting data dashboards on Jetstream2 as this
has been a key request at our institution and JS2 seems like a really great resource to do that.

The ability to resize an instance without losing work, or the ability for one volume ot be attached
to multiple instances.

N/A

Having the ability to scale computation would be helpful. When I teach a machine learning course
and host a Jupyterhub on an instance, it would be really helpful to be able to access additional ram
or GPUs when more students log on.

A newsletter that describes some of the new features that are added.
easy to host the latest openweight Al models

If it may allow for many instances or multiple cores to run simultaneously, our experiments may
be accelerated.

Jetstream?2 already provides a very strong and flexible environment for research and teaching,
particularly for compute- and data-intensive projects. As the ecosystem continues to evolve,
additional capabilities such as expanded GPU availability, longer-running persistent
environments, and tighter integration with Jupyter- and workflow-based research tools would
further enhance productivity. Continued growth in ready-to-use Al/ML environments, along with
streamlined data management and sharing between collaborators, would be especially valuable
for research and instructional use. Ongoing training opportunities and practical, example-driven
documentation would also help new users onboard more quickly and make effective use of the
platform’s full capabilities.

More nodes capable of advanced 3D image reconstruction and analysis. High RAM and GPU
parameters needed.

well, we will have to find a way to use Al or Al friendliness across the JS2 universe more not less I
would think.

As a practical issue, | am using it as a data server with 10TB. [ would like to use a bigger disk but I
am not sure whether it is meant for that. So instead of upgrading to a larger disk I rather delete
old data, which is a shame. I also hd the impression that upgrading to a larger disk is complicated
s I first need. bigger disk and then have to copy things over. Simple upgrading of n existing disk
to a larger disk would be a valuable addition

[t will be great to have Al agent

Ability to easily obtain computing tokens/cycles for a group of students, e.g., via third party
credential such as Google account, would make Jetstream a platform of choice for some of my
classes.
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[ noticed sometimes rather dramatic fluctuations in the GPU performance, which I attribute to the
fact that instances share physical nodes. While most often not so important, it sometimes results
in a situtation where a problem broken up to independent runs over several instances finish in the
expected time on four of them and the last two take a day longer.

The ability to launch Microsoft Windows VM's through exosphere. More availability of g3.xlarge
instances would also be helpful as there are frequently 0 available for use.

None, I think it's great as is. If anything, it would be great to have an increased ability to transfer
data between the desktop and our personal machines. I do not have permission from my
organization to use any cloud data storage methods, so it is hard to move large datasets back and
forth.

Randomly shutting down a VM.

Slurm scheduler would be helpful, but I wonder if there is a way to have slurm with large capacity
available only when a job requested such resources.

maybe the availability of an initial or later consult with an expert in the resources who can suggest
resources or how we might connect various resources to be utilize the systems that are available.

1) Please make it easy to make free VM backups. 2) Please give lots and lots of warning before
deleting anything / turning anything off -- several students have had their work derailed for
weeks after suddenly losing access.

More state-of-the-art GPU and storage will be better
greater gpu capability option for one vmm

N/A

Possibly the option for more RAM per core on a VM.

Streamlined API access would be a major help. I would also like to see use cases for the inference
service.

[ wish it was easier to add software. I got ACCESS for 3D Slicer, but I can’t figure out how to install
it on my VM. I wish it was easier to understand.

It would be helpful to predict when the Jetstream services are not available. [ had the VMs not
working during one o the tutorial sessions.

More ways to access the resources

More availability of resources (e.g. g5.4x1 nodes) so that I do not have to constantly keep
requesting for continued access. [ would like to reiterate that JetStream?2 is an amazing resource,
and my research is simply not possible without JetStream2.

The ability to deploy computational resources that combine both CPU and GPU. The ability to
deploy machines with High Memory RAM allocations.

[ think In-person workshop can help us better to use jetstream2. Also, the other thing I think that
can really help use is to have access to the processes that are created by the user. For example If
user A creates process B and sub process, User A should be able to terminate process B in
particular machine.

GPU vms

Make it easier to provision high-capacity VMs
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All of our students are always wanting more GPUs.

GPU nodes and we would like to learn how to use the LLM inference engine that's provided.
A reservation and automated teardown system for tutorials.

[ really don't have any complaints. It was great for my needs when [ was using it.

['m super happy with this service. More of the same, please!

Partition current nodes into AWS-like and SLURM type and dynamically adjust the availability of
the two types based on demand. Make virtual cluster available again.

If there were a feature for automatically detecting no running scripts on an instance and then
shelving the instance after no use, that would be very helpful since sometimes scripts run
faster/slower than projected and valuable SUs are used up while idle.

For my current research needs, Jetstream?2 already provides nearly everything I need. The
combination of Exosphere, flexible CPU and GPU resources, and persistent storage works very
well for my workflows. In particular, it has been extremely useful for handling large Oxford
Nanopore sequencing datasets and computationally intensive analyses. The main improvement I
would suggest is clearer communication and monitoring for GPU availability during maintenance
periods, especially for all affected instance types. Aside from that, the system already meets my
needs very well.

Filesystem and data sharing has been a bit of a challenge for me. For example, I recently
downloaded a 1.3T dataset using the web browser (twice) and each time, the .gz file was
corrupted. I'm going to try rclone, next. Last summer, [ had globus working well for a short time,
but it seems to crash and fail frequently. I have given up on globus. Another strategy I tried was to
mount the webDAYV filesystem directly, so individual folders could be moved out of the share; the
system would not permit me to mount the webDAYV for some reason. In each case, there certainly
could be a proficiency issue (or lack thereof) on my part. Nevertheless, making it easier to share,
backup, and move data to/from the system is something I've personally struggled with.

[ think during the Jetstream opening workshops, it would be nice to have hands-on tutorials. Also,
it would be nice to have a more automatic system to request computing time.

More preinstalled / precompiled softwares

We have a persistent application accessible via a web interface, but the URL is horrendous:
https://diffusion-demo.cis240773.projects.jetstream-cloud.org/ I purchased a domain
diffusiondemo.org that redirects to this URL, but unfortunately the service I'm using requires that
[ put http and not https in the URL. And since it's a redirect, when the user is running the demo
and looks in the location bar, they see the ugly URL. It would be nice if Jetstream2 offered a user-
friendly naming convention so I could avoid the redirection, e.g., diffusiondemo.jetstream?2.org
would be ideal.

*High RAM* isn't really very high (as compared to the public hyperscalers). Some apps don't
benefit from GPUs, TPUs, or FPGAs--they just need RAM. It would be useful to have a multi-TB
RAM option for Jetstream High RAM.

[ started out with Attestation project via Exosphere but was not getting anywhere. I later learned
of Horrizon interface and project is now running along smoothly. I must admit there were a few
hurdles with the ssh from Ubuntu with regards to the interfaces setup. Having some text shown
for a few hover over check box would be great.
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Enhanced HPC capabilities and wider access to 8 GPU systems instead of 4. Most 3D imaging
capabilities are best served with the 8 GPU system.

Overall, I am very satisfied with the current capabilities of Jetstream?2, as it already meets most of
my research and teaching needs effectively. The flexibility in provisioning and managing virtual
machines has been particularly valuable, and I do not have any major unmet requirements at this
time. That said, incremental improvements could further enhance productivity. For example,
expanded access to pre-configured VM images tailored to common research and teaching
workflows (e.g., bioinformatics, AI/ML, or data science) would help reduce setup time. Specially
VMs focused on Al for DNA/Genimics work would be beneficial as resources in this area are
scarce.

Being able to automatically provision class accounts would be great.
Very high memory instances for genome assembly

More LLMs with faster response

Speed up LLM inference service, if possible. Keep adding newest LLMs.

There should be more documentation about how you create external drives and connect them
your instances that remove the installation efforts of software each time.

Making cluster resources on jetstream is very helpful but we have very little troubleshooting
information available for that in jetstream 2, we can add that in our documentation

Having a capability to change project allocation IDs associated with the VMs.
no thoughts at the moment, it has been great for my needs!

The ability to assign administrative roles to students for management of JetStream2 itself at the
level of Exosphere, rather than at the level of the JetStream master allocation.

[ would like to see better support for GPU accelerated Web Desktops. They basically work now
but they are a bit flakey and I've started using commercial services instead (vast.ai) for reliable
GPU desktop support. We use GPU rendering extensively for biological and medical visualization.
[ would also like to see research into faster VM startup times, perhaps by keeping a queue of
"warm spares” running the base image of Ubuntu that could be allocated quickly to people to give
an "internet time" experience where getting a VM desktop is as fast as loading a google doc. On a
similar note, I would like to be able to put GPU web desktops to sleep and get back to them
instantly, like I do with a laptop. It's very inconvenient to have to decide between leaving a
machine running because you are stepping away for a short time vs. needing to wait while it starts
up again. And sometimes recreating the state of your setup is time consuming and gets in the way
of getting real work done.

Provide addtional assistance for non-R1 faculty members who are using these resources to teach
Al courses for undergraduate students.

jupyterhub and RStudio server support of interactive tools so use in browser; increasing ease of
utilizing workflows to smooth collaboration and data sharing with tech-fearful students.

Everything seems to be good so far. We only have a one year grant/support (ending December
2026). It would be great to continue the support, as preparing course materials take time and
would benefit from continuity.

Again, ease of setup so that not only my students but other students and researchers could benefit
from this resource (i.e., I would like to be able to champion its use to the community).
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Increase GPU capacity and availability to better support running and fine-tuning our own LLMs,
with greater flexibility for customization based on project needs.

Ability to create folder/directories/groups of VMs in exosphere.
Additional support for higher memory GPUs (80Gb+).

Tool calling and code assistance specialties in the inference service would be great. Newer GPUs
would be nice to have -- what's there is great -- more is always better. Native k8s management
and auto-scaling options built into Exosphere or other GUI interface would be a nice to have. Or,
failing that, a basic template generator for making Jetstream2-specific Terraform or helm charts.

Guides for how to import SSH keys correctly for access.
More availability of g3.xl, newer and better performing hardware is always nice.

Frankly, personally, [ just like having powerful compute instances available to me. Maybe a
greater choice of operating systems might be useful? But I'm really happy with Jetstream?2 the
way it is.

This cloud-computing environment is the main tool that [ was missing. If there is anything that I
would like to see, it would be more storage options and perhaps the ability to create off-site
backups in a more seamless way. (Tape drives?)

Multi-user server.
Possibility of adding more RAM memory to GPU VMs.

more stable file upload and ability to resume upload. it is currently very problematic when
attempting to upload datasets onto the jetstream 2 resources

better models on LLM inference service larger GPU instances
[ am satisfied with current service.

[ would think to be able to host a relatively large number of students (such as 20-30) all at once
can be a useful feature for teaching purposes.

Allowing for more security-rules, to allow for more fine grained access control to VMs would be
useful to us.

GUI with better performance

Increase the capacity to accommodate a larger class size (e.g., 80 students each needs 3-5
instances).

[ don't know.
We are all set for now.

More numbe of GPUs, as many as possible. Increase the default number of volumes that user can
create. More updates on the Vanila Share(shared volumes across instance) include more storage
available.

[ simply haven't had time to learn how to use the inference engine, so anything that simplifies the
path to adoption would be welcome.

allow us to run VM with full A100 GPU.
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[ would hope Jetstream could provide more local model deployments. Currently it has llama-4-
scout, gpt-0ss-120 and DeepSeek-R1; and i think they are slightly outdated. Since LLMs evolve
really fast, there are some more powerful models available.

Ability to schedule/pre-reserve instances for synchronous learning (e.g., courses that meet at a
fixed time) would be great.

A managed Kubernetes service.
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