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Haining Wang

DEFENDING AGAINST AUTHORSHIP ATTRIBUTION ATTACKS
WITH LARGE LANGUAGE MODELS

In today’s digital era, individuals leave significant digital footprints through their writing, whether on
social media or on their employer’s devices. These digital footprints pose a serious challenge for identity
protection: authorship attribution techniques can identify the author of an unsigned document with high
accuracy. This threat is especially acute for those who must speak publicly while safeguarding their anonymity,
including whistleblowers, journalists, activists, and individuals living under oppressive regimes.

Defenses against authorship attribution attacks rely on altering an individual’s writing style, making it un-
linkable to their prior work while maintaining meaning and fluency. Despite extensive efforts at automation,
existing techniques rarely match the effectiveness of manual interventions and make significant technical
demands of individuals seeking to obfuscate their writing style.

This dissertation investigates the use of large language models (LLMs) as an effective defense against
authorship attribution attacks. These models are user-friendly and respond directly to natural language
prompts, making them particularly accessible for privacy-conscious individuals. Through extensive experi-
ments, this dissertation reproduces both established automated and manual circumvention strategies with
LLMs.

The results confirm that, with the right prompts, LLMs can offer significant protection from authorship
attribution attacks. A simple “write differently” prompt on lightweight LLMs produces semantically faithful,
inconspicuous text while driving attribution models” performance down to near-chance levels. Surprisingly,
open-weights models with just 8-9 billion parameters consistently outperform far larger closed-source
models. Furthermore, this research overturns assumptions about in-context learning, showing that adding
context, such as personas, exemplars, or extended demonstrations, often harms rather than helps defensive
performance.

These findings advance our understanding of how LLMs can frustrate stylometric fingerprinting while
providing actionable guidance for those who need anonymization most, yet may struggle to access its benefits.
At the same time, by bridging theory and practice, this dissertation delivers a practical solution to defend

against authorship attribution attacks.
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1 Introduction

1.1 The Threat of Authorship Fingerprinting

Thatindividuals can be distinguished by their use of language is attributed to thendistinstyleauthors
develop. These styles manifest as stable patterns in word choice, sentence structure, and rhetoric, despite the
availability of numerous semantic alternatives. Over time, a writer's vocabulary, grammar preferences, and
compositional patterns converge to form a distinctive linguistic ngerprint. These linguistic ngerprints
enable the identi cation of a writer, a process knoauthership attributioar stylometry

Authorship attribution determines an author's identity from anonymous writing. Itis typically formulated
as a multi-class classi cation problem: given a set of candidate authors, the goal is to identify the true author
of the document. Research has shown that stylometric analysis can accurately identify the author of an
anonymous text, achieving accuracy rates far exceeding chance levels (Juola, 2008; Koppel et al., 2009
Stamatatos, 2009). For example, an authorship identi cation model using several hundred hand-crafted
linguistic features can achieve over 90% accuracy with just a few thousand English words for training and 50
candidate authors (Rao and Rohatgi, 2000; Eder, 2015; Abbasi and Chen, 2008), and 25% accuracy even
with 100,000 candidate authors (Narayanan et al., 2012).

As an example, we demonstrate how an author's identity can be vulnerable to authorship attribution

attacks and introduce a typical case of defense.

Machine Zone, Glassdoor, and John Doén anonymous review titled A Scandal! critically
evaluated Machine Zone, Inc., a mobile game company from SilicoriTValeriew mentions, In July
2014, [Machine Zone's] CEO announced that they raised $250,000,000 (250 million) from JP Morgan,
based on a total value 3 billion dollars [sic]. After one year has passed, this hasn't been veri ed by any other
resources [sic]. The CEO has never mentioned it again. The review also complains of unbalanced workloads
among teams and poor strategic planning.

The review was posted on Glassdoor.com, a platform where employees rate past and current employers
based on work experiences. Machine Zone sued the anonymous poster, referred to as John Doe, for breach
of contract, claiming that Doe disclos[ed] to third parties Machine Zone's con dential, non-public infor-

mation. To uncover John Doe's identity, Machine Zone led a subpoena requesting that Glassdoor provide

Parts of this example were adapted from Kosse (2022).
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author-identifying information. Glassdoor refused to comply, stating that disclosing the poster's identity

would violate the First Amendment right to speak anonymously.

Atrial court granted a motion led by Machine Zone to compel Glassdoor to assist with discovery, but
the appellate court reversed the decision, stating that as a website operator, Glassdoor may assert the First

Amendment rights of their anonymous contributors.

Regardless of the review's credibility, Glassdoor's protection of the author's anonymity represents a
victory for freedom of speech. In hindsight, however, Doe was fortunate that Machine Zone did not employ
authorship attribution, atechnique capable of revealing an anonymous author's identity by analyzing content,

regardless of whether Glassdoor provided their IP address or email address.

Figure 1.11llustration of a defense against authorship attribution in practice. The top panel shows a
pre-existing writing sample selected as the anonymous post. The lower panel shows the back-
translated version, obtained by translating the text into German and then back into English.
Di erences are highlighted. Although the two samples are semantically equivalent, a standard
authorship attribution model is deceived into misattributing the back-translated textto a di erent
author.

What If Machine Zone Applies Authorship Attribution?  Let us return to the beginning of

the Machine Zone v. John Doe case and assume that, before launching the lawsuit, the company learned
that authorship attribution could reveal John Doe's identity. First, the review is publicly available and long
enough to serve as a test sample, with its author as the target of discovery. Second, the review appears not to
have been consciously edited and thus retains enough stylistic clues, such as the omission of of in atotal

value 3 billion dollars. Third, assembling the candidate pool would be straightforward, and Machine Zone
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would have access to a wealth of employee documents, including work reports, memoranda, and emails.
These could serve as training material for an attribution model.

For illustration, we approximate the stylometric analysis using a subset of the Riddell Juola corpusv. 1.0
(Wang etal., 2022)The corpus includes 17 authors, 7 male and 10 female, re ecting the imaginary candidate
pool formed by Machine Zone. Each candidate is associated with approximately 6,500 words of pre-existing
writing, with all but one sample used for training, mirroring the work documents available to the company.
The withheld sample, presumably written by Doe, is used as the test sample, paralleling an anonymously
posted review on Glassdoor.

To identify John Doe from the candidate pool, the company could use a multi-class linear support vector
machine (SVM) classi er based on the frequencies of function words (i.e., words carrying little or no semantics
but grammatically required, such as is and that ) calculated from training sampeadassi er easily
identi es the true author: John Doe was ranked rst among the suspects, with a probability of approximately
0.18, far better than arandom guess (1/17, or approximately 0.06).

However, let us further assume that John Doe was aware of the potential for identi cation through his
writing style. Before posting the review, Doe translated the text into German and then back into English
using translation software on his personal confplités.time, when tted with the same training data,
the model falsely attributes the writing to someone else and ranks Doe in third place. The simple trick of
round-trip translation changes only a handful of words but makes a signi cant di erence for John Doe. The
back-translated sample is compared to the anonymous postin Figure 1.1.

Although purely ctional, this ngerprinting scenario illustrates stylometric analysis and adversarial
stylometry in action. While basic adversarial tactics, such as the back-translation strategy used in our example,
can obscure an author's style to some extent, maintaining anonymity against sophisticated authorship

ngerprinting attacks clearly demands more advanced strategies.

1.2 Current Defenses Lack Usability

Although stylometry has traditionally focused on humanistic texts, today's vast proliferation of online

content has made authorship ngerprinting increasingly vulnerable to abuse. In daily life, individuals create,

2For simplicity, only the training split of the control group is used.

3Speci cally, we use a standard SVM with,grenalty and a regularization parameter 4e.t8efore tting,
feature vectors are normalized by the length of each training sample and standardized by subtracting the mean and
dividing by the standard deviation of the training samples. The function word list is adapted from Koppel et al.
(2009).

“We use translateLocally (Bogoychev et al., 2021), a translator designed to work without an internet connection.
Speci cally, we use the base models for the round-trip translation.

3



share, and store writing in digital forms, often leaving behind writing footprints without control or awareness.
According to a Pew Research Center survey, 38% of 792 American adults reported that things they have
written using their names were accessible online (Rainie et al., 2013). Additionally, a substantial amount
of personal writing are stored on professional devices, including memoranda, emails, and work reports.
These writings, tied to an individual's identity and potentially accessible via social media or employer devices,
can serve as reference points that undermine anonymization e orts, even when using throw-away email
accounts, temporary social media pro les, or VPNs. This threat underscores the urgent need for defenses
against authorship attribution attacks to safeguard anonymity in sensitive contexts such as whistleblowing

and journalism, where freedom of expression is vital.

Since 2000, numerous automated countermeasures have been developed to protect individuals from
authorship ngerprinting. These strategies modify the writing style of new documents to break links to their
original authors while preserving clear communication. Some approaches directly operate in the document's
symbol space, using prede ned rules or heuristics to gradually alter its lexical, syntactic, and structural features.
Alternatively, generative models manipulate latent representations to generate obfuscated versions of the
text. Despite their varying e ectiveness, these methods face a majdowwrsidilityas most require

advanced technical skills to implement.

Another line of defense explores manual intervention, arguing that a motivated individual can meaning-
fully alter their prose style in a new document. Although seemingly naive, manual intervention e ectively
confuses standard authorship attribution models, reducing their accuracy to near-chance or even chance
levels (Brennan et al., 2012; Wang et al., 2022). An author may need to intentionally write di erently from
their usual styl®bfuscatignadopt the stylistic nuances of another wiitatdtion), or use simpler words
and sentencesifipli cation). These interventions demand signi cant e ort from the author, imposing a

considerable burden.

Though many techniques exist,ldek of user-friendly defense continues to hinder practical anonymization.
Enhancing the usability of automated approaches and automating manual e orts, without sacri cing

e ectiveness or language quality, remains an important but unmet goal.

1.3 Improving Defense Usability With LLMs

Modern language models, trained on large corpora, demonstrate exceptional ability to generate high-quality
text. Those that have undergone instruction tuning, commonly referred to as large language models (LLMS),

are especially acclaimed for their ability to be steered using natural language instructions. For example, LLMs
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can be intuitively guided to anonymize authorial style through prompts such as Paraphrase the following
paragraph.

Leveraging LLMs to simulate established evasion strategies o ers a promising path toward making defenses
against authorship attribution attacks more accessible to non-technical users. | hypothesize that LLMs can
e ectively modify writing style, as they have been exposed to a wide range of genres and styles during
pretraining and have been ne-tuned for tasks such as paraphrasing and translation. Such accumulated
knowledge places LLMs in an advantageous position for countering authorship attribution attacks.

However, it remains unclear how e ectively, and under what prompting strategies, LLMs can defend
against authorship attribution attacks. First, o -the-shelf instruction-tuned LLMs are not speci cally
designed for anonymization tasks but are instead trained to be helpful assistants. Their ability to navigate the
inherent tension between meaning preservation and stylistic disruption for the purpose of defending against
authorship ngerprinting remains unexplored.

This dissertation addresses this knowledge gap by evaluating the potential of LLMs to serve as a defense
against authorship attribution attacks. To this end, | conceptually reproduce two established automated
defense methods paraphrasing (Khosmood and Levinson, 2010; Jin et al., 2022) and back-translation
(Caliskan and Greenstadt, 2012; Brennan et al., 2012) and simulate three manual circumvention strategies
(obfuscation, imitation, and simpli cation) using LLMs, employing instructions nearly identical to those
provided to human participants in prior eld studies (Brennan etal., 2012; Wang et al., 2022). Additionally, |
examine whether established prompting techniques, such as instruction-following with persona adoption and
in-context learning with exemplars, can further enhance defensive e ectiveness. Through a comprehensive
evaluation against multiple attribution models across two scenarios with varying exposure levels, this research

investigates whether LLMs can o er an accessible yet powerful defense against authorship ngerprinting.

1.4 LLMs Deliver Usable Defense

This dissertation examines how e ectively existing automated and manual defenses, when simulated using
LLMs, work, and how their performance compares to manual defenses, with additional improvements drawn
from proven prompting techniques. It advances authorship attribution defenses and establishes lightweight,

on-device LLMs as practical tools for defending anonymity, as demonstrated by the following ndings:

1. LLMs serve as a strong defegamst authorship attribution attacks when appropriately prompted, re-
ducing attribution accuracy to near-chance or even chance levels while preserving substantive semantics

and high-quality, inconspicuous language.
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2. Optimal prompting strategige often simple and intuitive to apply. Straightforward prompts, such as
write di erently and paraphrase, consistently rank among the strongest defenses while preserving

high-quality, inconspicuous language.

3. Lightweight, open-weights models (8 9B parameters) outperform larger closed-source alternatives
when using straightforward prompts. This challenges the conventional wisdom that larger models

perform better.

4. This research o ers actionable insights for individuals aiming to protect their identity: deploying

obfuscation prompts with an on-device lightweight LLM yields a practical and e ective defense.

5. This research demonstrates that LLMs e ectively anonymize documents, even when they overlap
in topic with writings available to an adversary, as shown by evaluations across multiple attribution

models.

6. This work challenges prevailing assumptions about in-context learning, showing that additional
context personas, exemplars, and longer demonstrations not only fail to enhance but often degrade
defensive performance. These ndings open new directions for understanding how LLMs use context

in style transfer tasks.

As the rst investigation into defensive methods using LLMs, this dissertation bridges the gap between
theoretical research and practical application. These contributions o er a viable solution to a pressing privacy

challenge: enabling anonymous communication in an increasingly surveilled digital landscape.

1.5 Scope & Roadmap

This dissertation investigates methods to circumvent stylometric analysis at test time. A typical scenario
involves an individual seeking to conceal their identity when sending a message consisting of several sentence:s

We can reasonably assume that:

1. Individuals seeking to evade authorship ngerprinting have already removed personally identi able

information (e.g., name and date of birth) from the document.

2. The defense exerts no control over the adversary, de ned as the authorship attribution system or analyst

attempting to deanonymize the writer, including their data, model, or training process.
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3. Mainstream causal LLMs are utilized (see Section 3.3). To ensure accessibility for non-technical
users, these models are employedrozibn weighted steered exclusively through natural language

prompts.

4. The defense involves only a single round of prompting to ensure practicality and minimize complexity

for end users.

The remainder of this dissertation is organized as follows. Chapter 2 reviews adversarial stylometry
research and recent advancements in LLMs. Chapter 3 details the research questions, experimental materials
evaluation considerations, and Bayesian models for estimating the e ects of interventions. Chapter 4 presents
a reproduction of two automated approaches, paraphrasing and back-translation, simulated by LLMs.
Chapter 5 reproduces three manual circumvention strategies, obfuscation, imitation, and simpli cation,
using LLMs. Chapter 6 explores the impact of incorporating synthetic personas in LLM obfuscation, and of
exemplar use and exemplar length in LLM-simulated imitation defense. Chapter 7 synthesizes the major

ndings and discusses their implications, limitations, future research directions, and practical and ethical

considerations.



2 Literature Review

This literature review is structured into three sections. The rst section provides a brief overview of
authorship attribution. The second section examines existing defenses against authorship attribution attacks;
it concludes by identifying gaps between research and practice, with particular emphasis on the low usability
of existing methods. The third section explores the foundations and recent advancements in LLMs, focusing
on their training processes and prompting strategies. The review concludes by articulating the rationale for
employing LLMs to reproduce established automated and manual defenses against authorship attribution

attacks.

2.1 Authorship Attribution as an Attack

2.1.1 Writing Style Ties to Identity

Stylometry studies have demonstrated that individuals can be reliably distinguished by their use of language.
A writer has a great degree of exibility in their choice of words, sentence structure, and rhetoric when

conveying the same meaning. For example, the following sentences are virtually equivalent in meaning.
" We were ataloss to nd a suitable attendant for her.
" We were unable to nd an appropriate attendant for her.
~ We could not nd the right care-giver for her.
" No one tting could be found to tend her needs.
" Finding her a satisfactory attendant had us in a predicament.
" We were at our wits' end trying to nd an appropriate attendant for her.

Despite the vast number of alternatives, an author tends to prefer certain expressions over others. Over
time, a writer's active vocabulary, preferred grammatical structures, and compositional patterns combine to
create a distinctive and consisiaiting styleln this survey, we use writing style to refer to anindividual's

inherent, characteristic manner of Wriﬁng.

Examples are taken from Hoover (1999).
’Researchers also idstectindstyloméo refer to an individual's writing style. We do not distinguish between these
concepts and stick to writing style for simplicity.
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While the formation of writing style remains debated (Johnstone, 1996; Rudman, 2000; Love, 2002,
Grieve, 2023) there is broad consensus that individuals write di erently, both in controlled settings and
across large corpora. In a eld study, Baayen et al. (2002) attributed the writings of eight Dutch students
with similar educational backgrounds. Each student was instructed to write nine prose pieces on xed
topics, spanning three di erent genres (i.e., ction, argument, and description). Despite the strict control
of the topics, genres, and educational backgrounds, Baayen et al. (2002) achieved over 80% accuracy for
pairwise attribution using leave-one-out cross-validation. The ndings suggest that pre-existing writings
are strongly tied to individual identity, as shown by successful authorship attribution even when the topics
of held-out samples were unknown to the model during training. Using corpora of tens of thousands of
authors, Zhu and Jurgens (2021) demonstrated that style representations learned by sentence-BERT models,
with content words masked, could successfully distinguish over 64,000 Amazon users, achieving an F1 score
of approximately 0.79 by decomposing the attribution problem into binary classi cation tasks. Narayanan
etal. (2012) reported over 20% accuracy when attributing texts among 100,000 candidates. Studies using
large corpora suggest that writing styles remain distinguishable even at scale.

An author's stylistic consistency refers to the recurring appearance of linguistic patterns with relatively
stable frequencies in their writing. However, writing style is contextual and situational, in uenced by the

following factors.

" The most in uential factor a ecting a document's style isjiis Sapkota et al. (2014) showed that
while training on diverse topics produces a capable style classi er for unseen topics, its performance
remains inferior to that of a model trained on same-topic samples. This nding suggests that personal

writing style endures across topics, though its expression varies with the topic.

Writing style is in uenced lgenrede ned as types of literary productions (Van Dijk, 1997, p. 235).
Documents within a given genre typically exhibit characteristic linguistic variations to accommodate
their conventional structures. Applying principal component analysis (PCA) to the fty mostfrequent
function words, Baayen et al. (1996) found that texts of the same genre clustered closely, regardless of
authorship. This suggests that for a single author, di erences in genre can be more pronounced than

di erences between texts by di erent authors within the same genre.

A~

Writing style also responds to communicative purposes within a sggisterwhich refers to
language variation shaped by social context, including the purpose of communication, the relationship

between speaker and listener, and the medium of communication. Standard models typically perform

3See Ohmann (1964) for a comprehensive review of writing style.
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worse in inter-genre than in intra-genre scenarios (Goldstein-Stewart et al., 2009; Stamdtatos, 2013).
Wang et al. (2021b) found that while a standard attribution model performs reasonably within the
same register, its performance drops to chance level in a cross-register setting, such as training on

literary Chinese and testing with vernacular Chinese.

The mode, or input condition, also shapes stylometric pro les. Overdorf and Greenstadt (2016)
estimated that the average cosine distance between feature vectors in mobile tweets is 1.4 times greater
than that in desktop tweets. In a controlled experiment, Wang et al. (2021a) found that 12 of 15
common stylometric features di ered signi cantly between input conditions (web browser text entry
versus traditional word processor). In online writing, respondents tended to use simpler vocabulary

and shorter sentences than in o ine compositions.

Notably, these underlying factors often blur together without clear boundaries. For example, the PAN 2018
competition proposed an authorship identi cation task using ctional narratives from di erent fandoms,
framingitas a cross-domain problem (Kestemont et al., 2018) to accommodate its cross-topic and cross-

(sub-)genre nature.

2.1.2 From Humanistic Inquiry to Privacy Attack

Authorship attribution seeks to identify the author of an anonymous text by framing the problem as single-
label classi cation: given a closed set of candidates, the goal is to determine the document's true author.
While assuming a closed candidate set is often valid, it remains a strong assumption and may be di cult or
impossible to satisfy in certain scenarios, such as with historical documents. To address this, models can
be trained to include a none of the above class (Narayanan etal., 2012), or to abstain from classi cation
when con dence is low (Noecker Jr. and Ryan, 2012; Xie et al., 2022). An alternative approach to address
open-set problemsaigthorship veri catigavhich reframes the multi-class classi cation task as multiple
binary classi cation problems: determining whether a speci ¢ author is the true author (Koppel et al., 2012).
Veri cation is often preferable when only part of the candidate set is known in advance. This study focuses
exclusively on thwarting attribution models that is, tasks assuming a complete candidate set to allow for
a more manageable scope.

Early quantitative studies of authorship attribution primarily addressed disputes in historical documents.

Notable examples include studies ofrteralist Papdidosteller and Wallace, 19@4)ters of Junius

“The distinction between genre and register can be subtle. We use register when referring to language variety
pertaining to communicative purposes and genre for conventional structures. This terminology may not align
with that used in the cited studies.
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(Ellegérd, 1962), and disputed works of Shakespeare (Mendenhall, 1901; Williams, 1975), among others.
While some studies explored hand-crafted rules to mimic other novelists' styles (Hoover, 1999, Ch. 6), and
examined stylistic resemblance in pastiches (Somers and Tweedie, 2003), the eld of stylometry largely
remained con ned to historical and literary studies.

Stylometry attracted considerable forensic interest in the 1990s, revealing its potential beyond the human-
ities. The most well-known case is that of the Unabomber, a domestic terrorist who targeted individuals
associated with modern technology. The Unabomber was eventually apprehended when his brother infor-
mally observed that the Manifesto bore his writing style and proposed an investigation. Stylometric analyses
began to be accepted as evidence in courts in both the US and UK. Although unreliable measures and
instances of failed forensic analysis (see Juola, 2008, Sec. 2.3.3 for discussion) have hindered the widesprea
legal acceptance of stylometry, rigorous analyses have continued to receive expert endorsements over time
In 2013, for example, the detective ndkelCuckoo's Callimmublished under the pseudonym Robert
Galbraith, was suspected to be the work of J. K. Rowling, authoHafrtlydPotterseries. Authorship was
identi ed by comparing the book's most common words and character four-grams with Rowling's other
works. Rowling later con rmed that she was indeed the author.

Atthe 2000 USENIX Security Symposium, Rao and Rohatgi (2000) rstwarned that stylometry could, if
misused, undermine the anonymity of internet users. After stripping explicitidentity markers, they identi ed
68 users, each with over 50 posts and at least 5,000 words. They divided each user's writing in half and applied
principal component analysis (PCA) to project generic word frequencies into a coordinate space. They
observed that 40 of the 68 user pairs were nearest neighbors in the projected space. This study demonstrated
that personal stylistic nuances could be exploited to compromise online anonymity. This threat to blog post
anonymity persists even when reference samples originate from distinct domains, such as emails. Subsequent
empirical studies con rmed the feasibility of large-scale ngerprinting, scaling from ten thousand (Koppel
et al., 2011) to one hundred thousand bloggers (Narayanan et al., 2012). Similar techniques have been

successfully deployed to detect sock puppet accounts in underground forums (Afroz et al., 2014).

2.2 Defense Against Authorship Attribution Attacks

Given advances in authorship attribution, developing e ective defenses to safeguard personal privacy became
an urgent priority. Research on countermeasures began around 2006. Kacmarcik and Gamon (2006)
explored the feasibility of circumventing standard authorship attribution techniques. Bsidegrtiist

Paperas a test bed, they showed that altering just fourteen words per thousand could successfully mislead

standard authorship attribution models that would otherwise achieve high accuracy. However, because their
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method operated directly in the feature space of word frequencies, without modifying the text itself, its

e ectiveness in real-world text manipulation remains uncertain.

Brennan et al. (2012) introduced the term adversarial stylometry de ning it as applying deception
to writing style to in uence the outcome of stylometric analysis. A range of related terms have emerged to
describe these techniques, including author obfuscation or masking (Potthast et al., 2016), deceptive style
(Juola, 2012), anonymous authoring (Le et al., 2015), author or authorship anonymization (Almishari et al.,
2014; Bo et al., 2021), author concealment (Day et al., 2016b), and authorship privacy technologies (IARPA,
2022).

Adversarial stylometry has attracted attention from researchers both within and beyond the stylometry
community. Between 2016 and 2018, PAN at CLEF (Conference and Labs of the Evaluation Forum)
organized shared tasks on adversarial stylometry, catalyzing the development of new methods. More recently,
adversarial stylometry has attracted the attention of the US government's Intelligence Advanced Research
Projects Activity (IARPA). This interest has culminated in the Human Interpretable Attribution of Text
Using Underlying Structure (HIATUS) project, a collaboration among multiple universities and corporations.
The di erential privacy community has also contributed to defending against authorship attribution attacks,
operating under the assumption of complete auxiliary knowledge except for the author's identity and
providing quanti able anonymity guarantees. A comprehensive survey of developments in this area is

provided in Wang (2023a, pp. 7 12).

Formalization To formalize attribution attacks and corresponding defenses, we de ne the task as follows.
Let the adversary de ne the input and label spaces (i.e., autkaspds respectively, and let the training
data be representedas x;;Vi{' ;, wheren is the number of training samples. The attribution nfodel
is trained to optimize parameteby minimizing the losshetween the true labg|sand the predicted
outputsf “x;e:

n

argminQ “°f "Xje; yie (2.1)
i1
To evade the attribution model, a defense modi es the test sample to alter its prediction. Applying a

perturbationx to the test sample produces a transformed examfl€ausing the attribution model's

predictionf “xP* to deviate from the true lalygl

f"xp»  ySwherexy Xx XY X Yk (2.2)
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WhenyXcorresponds to a speci c target author, the task is styéeagiitatiorfalso known as framing ).

2.2.1 Manual Defense

Manual approaches, though less studied, have proven highly e ective in counteracting authorship attribution
attacks. In a seminal study, Brennan et al. (2012) examined two manual strategies for obscuring an author's
writing style. Thebfuscatiostrategy instructs a participant to write di erently from their usual style. The
imitation strategy directs a participant to mimic the unique writing style of another writer. Both strategies
have been validated in subsequent reproductions and replications (Wang et al., 2022). Wang et al. (2022)
also found that participants prompted to obfuscate their writing in both eld studies tended to dumb
down their prose by using simpler words and shorter sentences, consistent with observations from the
original study (Brennan et al., 2012). They termed this approach of using plain &nglisbation

Building on the success of manual circumvention techniques, this dissertation explores prompting LLMs

with instructions closely mirroring those given to human participants.

2.2.2 Automated Defense

Automated defenses have the advantage of requiring minimal human intervention. We categorize these
methods into two groups based on their operational spadiecation-basespproaches directly alter the
document's surface using prede ned rules, often supplemented with heuristics during or after processing.
Converselgieneration-basapproaches operate by modifying a lower-dimensional representation of the

text prior to generation.

Modi cation-based Approaches

Modi cation-based methods operate primarily in the symbol space, incrementally altering the document
using prede ned rules. These operations are typically constrained by considerations of style modi cation,

semantic preservation, and language quality.

Rule-based ApproachesRule-based approaches apply prede ned rules to manipulate a document,
aiming to break the link between the altered text and the original author's writing. These rules are often
carefully crafted and intuitively motivated, such as merging short sentences into longer ones or deleting the
latter noun phrase in an appositive construction. However, such methods often lack additional constraints

to ensure uency or preserve meaning.
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Mihaylova et al. (2016) proposed a rule-based method designed to shift stylistic measures toward the
population mean. These targeted measures span lexical aspects (e.g., the ratio of uppercase letters), syntact
features (e.g., the ratio of function words), and complexity metrics such as sentence length. Transformations
include sentence splitting and merging; removal and replacement of function words; spelling correction and
corruption; insertion and removal of punctuation; substitution of words with synonyms, hypernyms, or
de nitions; paraphrasing; and case alternations. When a measure falls below the corpus mean, corresponding
rules are applied to increase its value; otherwise, rules are applied to decrease it. Additional random syntactic
noise is introduced, such as switching between American and British spelling, inserting random discourse
markers, and unifying forms (e.g., regularizing all I've to I have, 4 to four,and + to plus). This
method proved to be the most e ective of 44 proposed approaches to defeating authorship veri cation,
reducing performance by an average of 14% on the PAN 2013 dataset (one of four test beds in the PAN 2016
shared task). However, the method applies aggressive modi cations, and its outputs have been peer-evaluated
asdi culttoread (Potthastetal., 2016). Although stylistic measures are pushed toward the mean, the method
lacks a mechanism to control the force of the shift, potentially resulting in overshooting. Karadzhov et al.
(2017) addressed this issue in a follow-up study by tracking the values of manipulated features. Instead of
deterministically applying rules to shift a test sample, Kocher and Savoy (2018) stochastically introduced

punctuation and character repetitions based on empirical distributions.

Similarly, Castro-Castro et al. (2017) applied a set of rule-based transformations, including switching
between contractions and their expansions contrary to an author's typical usage; replacing words with
synonyms not previously used in the text; and removing explanatory appositions, sentence fragments,
discourse markers, and parenthetical annotations. This method was ranked second in e ectiveness in the
PAN shared task, although some outputs were di cult to understand due to inappropriate substitutions
(Hagenetal., 2017). Notably, Castro-Castro etal. (2017) were the rstto propose sentence-level simpli cation
as a defense an intuitive strategy for suppressing individual stylistic signatures. Additionally, Backes et al.
(2016) found that synonym replacement and spelling correction were more e ective for obfuscating writing

style than substituting words with common misspellings.

Synonym Substitution Synonym substitution aims to disrupt a writer's style and thereby conceal
their identity> We review synonym substitution approaches based on whether they use a thesaurus or

embedding-based methods to retrieve candidate synonyms.

Technically, synonym substitution falls under rule-based or heuristic-based approaches, depending on the strength
of side constraints. Itis discussed separately due to its popularity.
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WordNet is the most commonly used source of synsets. Mansoorizadeh et al. (2016) implemented
WordNet-based synonym substitution in their system for the PAN 2016 shared task. Synonym replacements
are evaluated according to two criteria. First, semantic similarity is determined by the depth of each word's
sense in the taxonomy and their most speci c common ancestor (Wu and Palmer, 1994). Second, uency
is assessed using the perplexity score from a 4-gram language model trained on the Brown corpus. While
its overall e ectiveness lags behind competing methods, it achieved the highest ratings for grammaticality
and semantic preservation. The method's reported e ectiveness may be conservative, as it modi es only one

word per sentence.

Khosmood and Levinson (2010) extended this approach by considering phrase-level synonyms, which
may include up to ve consecutive words. Preference was given to the longest matching phrase in WordNet,
as longer matches are less ambiguous than shorter ones and arguably introduce greater stylistic noise. The
authors carefully constructed replacement phrases by combining the substitute with the original phrase's
in ection, aided by ConceptNet (Liu and Singh, 2004). Following transformation, 7 out of 13 samples
from the AAAC corpus (task A) were misclassi ed, including six that would have otherwise been correctly
attributed. The authors further demonstrated that adopting the style of another individual could overturn

attribution decisions.

Moving beyond thesauri, researchers have explored word embeddings as a source of synonyms, basec
on the intuition that semantically similar words occupy nearby positions in embedding space. Bakhteev
and Khazov (2017) identi ed the ve nearest neighbors of each non-function word in fastText embeddings
as substitution candidates. They then selected the sequence of substitutions that minimized perplexity
according to a language model trainésh@kespeare's Sonmhtsgoal was to produce a version su ciently

Shakespearean to diverge substantially from the original stylistic signature.

Di erential privacy approaches inject additional noise into word vectors before nearest-neighbor search to
enforce a de ned privacy budget. For example, Fernandes (2017) added Laplace noise to each component of
word2vec vectors, retrieved the nearest neighbor of the noisy vector, and selected the corresponding token.
In a subsequent study, Fernandes et al. (2018) showed that random n-dimensional Laplace noise can be
generated by selecting a random vector uniformly from the surface of an n-sphere and applying a scaling factor
drawn from a Gamma distribution. When tested addmdreuters corpus of 20 authors, the method
reduced the accuracy of character 4-gram similarity classi ers from 71.1% to 41.7%, while only marginally
a ecting the performance of a topic classi er. However, the resulting text is often incomprehensible due to
the removal of function words and excessive noise injection, as in the transformation of began answered

prince servants king into wildly diverging Caisse populaire Widianto Hendro Cahyono.
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Heuristic Search Heuristic-based methods build upon prede ned rules to explore the discrete space un-
der explicitly de ned constraints. These constraints may incorporate a built-in classi er alongside additional
measures to assess text quality. Mahmood et al. (2019) introduced Mutant-X, an iterative approach to syn-
onym substitution constrained by both e ectiveness and semantic similarity. Mutant-X applies mutation

and crossover operations to iteratively explore synonym replacements. In each iteration, the mutation
operation replaces a subset of words with sentiment-aligned nearest neighbors from word2vec embeddings.
The crossover operation splits two mutated texts at random positions and recombines halves from di erent
parent texts. A tness score, based on both the underlying classi er's con dence and the METEOR score
(Banerjee and Lavie, 2005) between the original and transformed texts, guides the selection process. Only
transformed documents scoring higher than a certain threshold are retained for the next iteration. Following

a similar tness-driven approach, ParChoice (Grondahl and Asokan, 2020) combines multiple operations,
including paraphrasing with the Paraphrase Database, synonym substitution using WordNet, grammatical
transformations, and the introduction of misspellings. Alternatively, Rahgouy et al. (2018) evaluate synonym
candidates based on their rarity in the author's previous writings and their ability to increase the Word
Mover's Distance between the original and perturbed documents, in addition to their similarity to the target
word.

Constraints can also be formulated independently of classi ers by operating within speci ¢ feature spaces.
Bevendor etal. (2019) demonstrated that the Jensen Shannon divergence of character trigram frequencies
e ectively distinguishes between same-author and di erent-author pairs. As a symmetric variant of the
Kullback Leibler divergence, the Jensen Shannon divergence enables classi er-free search guidance. The
authors guided the search using di erences in Jensen Shannon divergence values at xed text lengths,
noting the metric's inverse correlation with text length on a logarithmic scale. The search accounts for
the accumulated cost of operations such as context-dependent word replacement and deletion, character
swaps and substitutions, and context-free synonym and hypernym substitution. Unlike classi er-dependent

methods, this approach is arguably less susceptible to algorithmic biases inherent in speci c classi ers.

Generation-based Approaches

Generation-based approaches for modifying writing style employ diverse generative models with varying

objectives and training methods. They can be broadly categorized into back-translation and style transfer.

Back-translation Recognizing the privacy risks of stylometric analysis, Rao and Rohatgi (2000) pro-

posed a potential countermeasure: translating a document from English to another language and back.
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Intuitively, this process of back-translation (also known as round-trip or pivot translation) has the potential

to disrupt an individual's unique stylistic patterns, thereby hindering stylometric analysis. As machine
translation systems have evolved and improved, back-translation has become a standard baseline for author
obfuscation research.

Building on Almishari et al. (2014), researchers employed Google Translate to randomly select up to nine
intermediate languages. This approach drew inspiration from earlier studies that used up to two intermediate
languages, though these yielded limited anonymization e ects (Caliskan and Greenstadt, 2012; Brennan
etal., 2012). The results showed that increasing the number of intermediate languages reduced the likelihood
of linking the test sample to an identity. The quality of the back-translated text was generally acceptable and
could be further improved by typical MTurk workers. The revised text maintained its adversarial e ectiveness
and received satisfactory evaluations. However, compared to MTurk worker-revised texts, back-translated
samples were less e ective at deceiving attribution models, indicating room for improvement in the statistical
translation models used. Keswani et al. (2016) hypothesized that shu ing translators could introduce greater
randomness and thereby enhance e ectiveness.

Most documented back-translation studies have relied on statistical translation models. However, itis
widely acknowledged that contemporary attention-based models are generally more e ective. Altakrori et al.
(2022) employed a multilingual attention-based machine translation model (Fan et al., 2021). Their results
showed it outperformed two leading heuristic-based methods (Mahmood et al., 2019; Bevendor et al.,
2019) in both e ectiveness and semantic preservation, as evaluated on the Reuters and Extended Brennan
Greenstadt corpora. Their ndings further revealed that output logits were more evenly distributed across
candidates, suggesting a more generalized writing style. Such a neutral style is advantageous, as it cause

greater confusion for attribution models.

Style Transfer Unlike back-translation, which alters style incidentally, style transfer explicitly aims to
rewrite a document in a di erent st§l€his makes style transfer particularly suitable for defending against
authorship identi cation.

Early e orts at writing style transformation relied on summarized guidelines (Hoover, 1999) or prede ned
rules (Khosmood and Levinson, 2010). However, these methods were labor-intensive and did not scale
or generalize well. Like back-translation, modern style transfer has bene ted from advances in RNN- and

attention-based language models.

5The term style in style transfer is often broadly de ned in a data-driven manner, encompassing elements such as
writing style, sentiment, toxicity, simplicity, humor, political slant, and even topic (Jin et al., 2022). Here, we focus
speci cally on the writing style discussed in Section 2.1.1, and address writing style transfer in this context.
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Modern language models can e ciently handle sequence-to-sequence mapping tasks using parallel corpora,
i.e., texts that share semantics but di er in style. This approach has proven e ective for altering writing style.
For example, Emmery et al. (2018) used an LSTM-based encoder-decoder model trained on verse pairs from
di erent English versions of the Bible, including both the Old and New Testaments (Carlson et al., 2018).
This model allows the translation of verses into speci ¢ styles derived from other Bible versions. A unique
token was added at the start of each target verse to indicate its source version. This approach successfully
generated verses that caused a strong attribution model to perform below chance levels, while preserving
substantial semantic content.

Fine-tuning a pretrained language model on a paraphrase corpus can also help mask personal writing
style. Mattern et al. (2022) modeled the sampling process of the softmax function as a di erential privacy
mechanism. They demonstrated that each sampled token incurs a privacy @sflo{McSherry
and Talwar, 2007), whereepresents sensitivity ant the softmax temperature. Accordingly, the total
privacy budget is giventy, wheren is the number of generated tokens. Mattern et al. (2022) ne-tuned a
pretrained GPT-2 model on entailment-labeled sentence pairs from the Natural Language Inference Corpus
(Bowman et al., 2015). When evaluated on obfuscated documents from ten authors in the IMDb corpus,

a BERT achieved a Matthews correlation coe cient (MCC) of only 0.19D(05) and 0.22T7 10),
compared to 0.98 without defense. Moreover, the perplexity was substantially lower than in approaches
using token-level di erential privacy constraints.

However, obtaining high-quality parallel data with su cient linguistic variation such as the Bible
corpus remains challenging and often infeasible across many domains. To address this, researchers employ
training methods that do not rely on parallel corpora. Such methods include autoencoders, generative
adversarial networks (GANS), and variational autoencoders (VAES), often combined withdindtiple
decoders and disentangled representations.

Researchers have leveraged autoencoders for their ability to encode inputs into continuous representations.
Bakhteev and Khazov (2017) trained an LSTM-based autoencoder to reconstruct documents from English
Wikipedia. Among the generated sentences, those receiving the lowest scores from a language model trained
on Shakespeare's texts were selected. This method lacked explicit constraints for style change, instead relying
on generation sampling to incidentally introduce stylistic variation.

Bo etal. (2021) proposed the Embedding Reward Auto-Encoder (ER-AE), a GRU-based autoencoder
optimized for both reconstruction error and embedding-based rewards. The rewards favored semantically
similar words, based on cosine distance in BERT embedding space, and included random samples from the

vocabulary. When tested on a subset of the Yelp reviews corpus with 100 candidates, ER-AE reduced the
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accuracy of a character n-gram-based multilayer perceptron from 55.1% to 9.8%, while reportedly preserving

reasonable semantic delity.

Emmery et al. (2018) enhanced an autoencoder with an auxiliary Gradient Reversal Layer (GRL) applied
to intermediate encoder embeddings. The GRL functions as an identity during the forward pass and reverses
gradient signs during backpropagation, thereby suppressing style classi cation and promoting semantic
representation. They further incorporated a conditional decoder to target speci c styles. This approach
reduced the accuracy of a unigram and bigram sentence classi er from 86.6% to 24.6% across ve versions of

the Bible.

Weggenmann et al. (2022) further explored whether disentangling latent representations into semantic
and stylistic embeddings could improve autoencoder performance. Each sub-representation was optimized
using two auxiliary loss functions. The semantic embeddings were trained to predict the input's bag-of-words
distribution while being penalized for authorship prediction. Conversely, the stylistic embeddings were
optimized to predict authorship while being penalized for bag-of-words reconstruction. By averaging the
stylistic embeddings to create a pooled style representing all authors during generation, the approach
reduced the accuracy of a unigram and bigram-based SVM classi er to 24% on IMDb62, albeit with a
relatively low METEOR score of 0.15.

Shetty et al. (2018) propog€tNT (Adversarial Author Attribute Anonymity Neural Translation),
which applies generative adversarial networks (GANS) to style transfer for authorship anonymization. Their
approach trains two GAN models to translate writing styles between speci ¢ authors, using Barack Obama
and Donald Trump as case studies. The model jointly optimizes for stylistic similarity, semantic preservation,
and language uency. Wh&NT successfully reduced an LSTM-based classi er's F1 score from 0.68 to
0.21 at the sentence level and from perfect accuracy to zero at the document level, it came at the cost of
semantic loss, with a moderate METEOR score of 0.29. When applied to a di erent dataset targeting blogger
age and gender attributes, the method achieved higher semantic delity but lower e ectiveness, highlighting

challenges in balancing style obfuscation and meaning preservation across domains.

Weggenmann et al. (2022) proposed a variational autoencoder (VAE)-based method for anonymizing
personal writing, incorporating di erential privacy guarantees. By constraining the latent representations
within a bounded space and xing the variance, their model ensured that encoded representations adhered to
local di erential privacy constraints. Applied to the IMDb62 corpus, this approach reduced the accuracy
of an SVM classi er from 77% (using standard VAE-anonymized text) to just 14%, indicating substantial
anonymization gains. The authors further experimented with disentangling the latent space into semantic

and stylistic components, using auxiliary losses to encourage the semantic embedding to capture content and
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the stylistic embedding to re ect authorial traits. Although this disentangled approach maintained stylistic
consistency via pooled style embeddings, it su ered from low semantic preservation, with METEOR scores

typically below 0.2.

2.2.3 Human-Machine Collaborative Defense

Human-machine collaboration involves both human participants and computational models, with varying
degrees of human involvement. Such systems often take the form of software applications that assist users in
the rewriting process, for example, by providing tailored feedback on phrasing changes or o ering a selection
of alternative rewrites. These processes naturally raise questions about user delivery, interface design, anc
overall user experience.

Anonymouth is a tool designed to obfuscate writing style by suggesting user modi cations that align the
text with general population norms, thereby reducing identi cation risk (McDonald et al., 2012). It rst
identi es the most discriminative features that distinguish the target text from the background population.
Each of these features is then clustered using k-means. User feedback is generated based on the centroid c
a generic cluster. The evaluation considers both the number of samples in the cluster and its distance
from the document to be obfuscated. McDonald et al. (2012) noted that users had di culty following the
suggestions when applying inclusive feature sets, such as a variant of Writeprints. Therefore, the authors
opted for a limited feature set containing only nine complexity measures, the Basic-9 feature set. Although
the edited texts demonstrated strong adversarial characteristics by reducing the accuracy of a Basic-9-base
SVMina eld study, they have not yet been tested against threat models that use more comprehensive feature
sets. It was also observed that users complicated their prose when following Anonymouth's feedback, as
indicated by increased sentence length and lower readability. This contrasts with observations on manual
obfuscation where subjects tended to dumb down their writings (Brennan and Greenstadt, 2009; Brennan
etal., 2012).

A newer version of Anonymouth suggests paraphrased alternatives by translating sentences into an in-
termediate language and then back to the original (McDonald et al., 2013). The suggested translations are
ranked based on their overall impact on a built-in classi er, taking into account all feature changes following
the round-trip translation. Users are responsible for correcting any grammatical or semantic errors introduced
by the statistical translation. This design aims to enhance the software's usability and permits the use of more
complex feature sets than Basic-9.

Assuming access to the heuristic and training corpus, Le et al. (2015) found that samples modi ed using

Anonymouth's instructions were reversible due to insu cient variance in feature clustering. To address
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this, Le et al. (2015) introduced randomness into the clustering, thereby making reverse engineering more
di cult. When tested on a ten-author corpus, the accuracy of a Basic-9-based SVM dropped sharply from
86% to 5%. However, these impressive results should be interpreted cautiously as the samples were rewritten

by authors di erent from the originals, thus introducing new styles.

Similarly, Day et al. (2016b) developed AuthorCAAT (Author Cyber Analysis & Advisement Tool),
which uses back-translation to alter style. For back-translation, the intermediary languages included Chinese,
Spanish, and English (i.e., paraphrasing within English itself). AuthorCAAT uses a built-in attribution
model based on Manhattan distance over character unigrams, including case-sensitive letters, punctuation,
and special characters. Tested on a sample of 100 bloggers, AuthorCAAT reduced the attribution accuracy
from 55% to 7%, while maintaining reasonable semantic preservation as assessed by latent semantic analys
Incorporating a more comprehensive set of stylistic features (than Basic-9) can produce better obfuscated

samples.

Later iterations of AuthorCAAT (Day et al., 2016a; Faust et al., 2017) introduced a graphical interface to
visualize writing samples from the background population, clustered and projected into a 2D space. Users
can select a target style from these clusters, and AuthorCAAT chooses the most e ective back-translated
sentences from eight possible intermediate languages to shift the document's style toward or away from the
target. Importantly, an automatic selection procedure, realized via a hill-climbing approach with semantic
constraints, aids in reducing user fatigue when interacting with AuthorCAAT. In their subsequent work,
Allred et al. (2020) proposed the Automated Intelligent Masking & Information Tool (AIM-IT). AIM-IT
replaces the back-translation component with three heuristic-based authorship masking methods previously
reported in the PAN shared task. These methods include rule-based operations (Castro-Castro et al., 2017,
Mihaylova et al., 2016) and synonym substitution (Rahgouy et al., 2018). The boundary between human-
machine collaboration and fully automated methods becomes blurred when applications employ back-

translation techniques.

2.2.4 Summary: The Usability Challenge

This review reveals a disconnect in adversarial stylometry research: while many defenses achieve technic:

e ectiveness, most fail to address the critical dimensisaluiity

Manual approaches consistently demonstrate superior e ectiveness. Strategies such as obfuscation and
imitation consistently reduce attribution accuracy to near-chance levels. However, these approaches impose

a substantial cognitive burden on users.
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While some automated defenses demonstrate impressive e ectiveness in research settings, their imple
mentation demands programming skills, linguistic knowledge, or machine learning expertise. Worse, these
methods often produce text with compromised semantic delity or unnatural phrasing that might draw
attention. The technical complexity of these solutions places them e ectively beyond the reach of those who

need them most.

Collaborative defenses represent a middle ground, o ering guidance while keeping humans in the loop.
However, these tools often still require technical expertise, and challenges in interface design and limited

availability further restrict their utility to the broader public.

The current landscape lacks a solution that combines the e ectiveness of advanced methods with a simple
userinterface. Anideal approach would minimize technical demands, operate with reasonable computational
resources, preserve semantic content, maintain natural language quality, and achieve protection comparable

to manual strategies.

2.3 Introduction to LLMs

LLMs represent one of the most signi cant advancements in natural language processing (NLP). While
public attention has recently been captured by the success of ChatGPT, this milestone is the result of years
of prior development. Prior to 2013, NLP largely relied on task-speci ¢ machine learning models, which
operated on discrete vector space representations and depended heavily on salient features identi ed by
domain experts. These models achieved success in various applications, such as sentiment analysis an
movie rating predictions. However, such models struggled with generalizing to out-of-vocabulary words
and representing semantics with sparse encoding. A major milestone came with the introduction of dense
vector representations of words, notably word2vec (Mikolov et al., 2013), which relies on the distributional
hypothesis: words with similar meanings tend to appear in similar contexts. Dense, low-dimensional word

vectors o er aricher semantic landscape, enabling a more nuanced understanding of linguistic meaning.

The advent of BERT (Devlin etal., 2019) in 2018 marked a paradigm shift jonggadrathen- ne-tune
approach in NLP: alanguage model is rsttrained on a large corpus to learn general-purpose, contextual
representations, and then ne-tuned with smaller supervised datasets for speci ¢ downstream tasks. The
consistently superior performance of this approach has largely supplanted task-speci c training from scratch,
particularly when downstream tasks are similar to the pretraining data. Central to this evolution were
attention-based models (Vaswani et al., 2017), which enable parallel computation for large-scale training,

breaking the computational bottleneck imposed by RNN architectures.
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Various attention-based architectures of language models have been explored: encoder-only, such as BERT
and RoBERTa; encoder-decoder (e.g., T5 and BART); and decoder-only architectures, exempli ed by GPT-
2. Alongside architectural variations, a variety of training objectives have been explored to improve the
compression and representation of training data (He et al., 2016; Yu et al., 2023). Such objectives include
next-token prediction, cloze-style tasks, and sentence order prediction. The introduction of T5 marked a shift
toward unifying NLP tasks under a text-to-text generation framework, in which task names are prepended to
the inputs. Around the same time, GPT-2 and later GPT-3 (released in 2020) showed that scaling decoder-
only architectures, trained purely on next-token prediction, could achieve strong performance across diverse
tasks without task-speci ¢ ne-tuning. This success contributed to a growing consensus that causal language
models, trained solely on next-token prediction, deliver strong performance while retaining exibility for
future improvements. Accordingly, this dissertation evaluates causal language models, selected for their

popularity and strong performance.

De ning an LLM  While the term LLM emphasizes scale, size is a relative and evolving concept.
For instance, in February 2019, OpenAl released GPT-2, their largest model at the time, with 1.5 billion
parameters. By October 2024, Mistral branded their 8-billion-parameter Mistral model as the world's best
edge model, illustrating how expectations of scale continue to evolve.

What meaningfully distinguishes language models, however, is not merely parameter count but the stages
of training they undergo. Models that have completed only the pretraining phase are commonly referred to
as foundation models or base models. Once a base model undergoes instruction tuning ne-tuning on
task-speci c instructions it becomes an instruction-tuned model. However, instruction tuning alone does
not make a model suitable for general use, as it may still produce unhelpful or even harmful responses.

Only after further alignment tuning typically using technigues such as Reinforcement Learning from
Human Feedback does the model become helpful, safe, and conversational enough for widespread deploy-
ment. This alignment phase transforms an instruction-tuned model into an LLM that is ready for practical
use.

In the next section, we brie y review the training process that an LLM typically undergoes.

2.3.1 Training
Pretraining

Much of the expense of developing an LLM goes into the pretraining phase. In this process, model size is a

critical consideration; some abilities seem to emerge or are enhanced only in models with a su ciently
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large number of parameters. Although GPT-3 is not intentionally trained on translation pairs, and its corpus
contains only 7% of text in languages other than English, it demonstrates impressive ability to translate from
English to Romanian. Furthermore, with GPT-3, the authors observed emergent arithmetic capabilities
with two-digit numbers. While the 7B and 13B parameter models performed adequately and showed linear
performance gains with more examples at inference, the 175B parameter model exhibited a substantial leap in
ability after seeing only a few examples, followed by continued linear improvement. It is important to note
that su ciently large models require correspondingly large amounts of data and computational resources.
As reported by Ho mann et al. (2022), a 70B parameter model notably outperformed its 280B counterpart
across a broad range of downstream tasks, despite using identical computational resources and datasets an
nearly the same architecture. This disparity underscores that simply scaling up model size is not a panacea

and may lead to under tting. Moreover, very large models come with signi cantly higher inference costs.

Supervised Fine-tuning

The supervised ne-tuning (SFT) phase closely resembles pretraining in causal language models, but it uses
task-speci ¢ data rather than random human-written text. As a result, SFT boosts performance on the
ne-tuned tasks (Gu et al., 2020; Yu et al., 2024), though often at the expense of performance on tasks
outside the ne-tuning domain (Kumar et al., 2022; Wang et al., 2024c). Moreover, SFT alone may be
insu cient for specialized tasks that demand knowledge beyond general or procedural reasoning, highlighting
the need for additional supervision or external grounding. To address the rst concern, a model's capacity
for mathematical and reasoning tasks can be enhanced by decomposing complex problems into simpler steps
(see Section 2.4.4). Meanwhile, the second concern, known as hallucination, is not fully solvable but can
often be mitigated by grounding outputs with external, reliable information sources (Ghazvininejad et al.,
2018; Shuster et al., 2021; Dai et al., 2022). More recently, this phase has expanded to include training LLMs
to emit tokens for function execution, o oading tasks better handled by external tools and enabling more

complex operations with greater precision (Patil et al., 2023; Gao et al., 2024; Cheng et al., 2024).

Instruction Tuning Before GPT-3, instructions were basic and in exible, focusing mainly on text
completion. For example, GPT-2 used xed prompts such as translate to French: , while T5 used cola
sentence: to specify tasks. This approach marked a notable improvement over earlier models that relied on
special leading tokens (egfo-fr>  or <cola> ); however, models at that stage were still not fully
steerable using natural language. Instruction tuning has since been introduced as an e ective technique for

enabling models to act upon human instructions (Chung et al., 2022), which is crucial for enhancing the
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practicality of LLMs. This approach entails ne-tuning models using human language instructions (Longpre
etal., 2023; Mishra et al., 2021) and conversational datasets (Wolf et al., 2019b; Li, 2020). Such datasets are
typically collected through crowdsourcing (Gupta et al., 2022) and may be further augmented (Honovich
etal., 2022a) to enhance the model's responsiveness to human queries. When optimizing causal language
models, the loss associated with the tokens from the user's prompt is zeroed out to avoid penalizing the input,
thereby focusing optimization solely on the generated responses.

Instruction-tuned language models can perform NLP tasks not explicitly covered during the SFT phase and
leverage knowledge embedded in their pretraining data (Mishra et al., 2021). Even though this generalization
ability is considered to be grafted onto the models rather than innate (Bowman, 2023pf thetural
language to elicitresponses marks the dawn of a new era for langyaparaoeelzed by their user-friendly

interaction.

Alignment Training

Despite instruction tuning, language models often remain unhelpful (Ghosh et al., 2024; Xu et al., 2024a).
They may also generate harmful (Bianchi et al., 2024) or unethical content (Banerjee et al., 2024; Wan
et al., 2023), and comply with harmful instructions (Andriushchenko et al., 2024). For example, early
versions of the Bing chatbot produced bizarre outputs such as I'm Sydney, and I'm in love with you.
(Roose, 2023), along with displays of sycophancy (Perez etal., 2022; Sharma et al., 2023). To address these
issues, researchers employ technigues such as Reinforcement Learning from Human Feedback (RLHF) to
align models with human judgment and ethical standards. Notably, RLHF di ers signi cantly from SFT.
Whereas SFT typically relies on next-word prediction objectives, RLHF re nes models using preference-
based feedback. Preferences are rst modeled using a reward model (Ouyang et al., 2022) or function (Wang
etal., 2024a), and then language models are optimized using actor-critic methods such as Proximal Policy
Optimization (Schulman et al., 2015, 2017; Ouyang et al., 2022) or its variants such as Group Relative
Policy Optimization (Shao et al., 2024; DeepSeek-Al, 2025). Alternatively, preferences can be expressed as
log-ratio objectives, as in Direct Policy Optimization (DPO) (Rafailov et al., 2024; Xu et al., 2024b; Tajwar
etal., 2024). Alignment tuning guides the model toward responses that better align with human norms and
contextual expectations.

In alignment tuning, balancisgfetyandhelpfulnesemains a persistent challenge. For example, prompts
used in adversarial stylometry eld studies such as instructing MTurk workers to fool a computer into
believing the writing is by someone else (Brennan et al., 2012) are generally value-neutral and readily

followed by human participants. Yet an overly cautious LLM might refuse the task simply due to trigger
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words such as fooling. Moreover, alignment has been reported to tax model performance (Ouyang
etal., 2022), with notable declines observed in tasks such as semantic matching and the Winograd Schema

Challenge (Ye etal., 2023a).

2.4 Prompting

The idea of steering a generalist machine using human language, capable of excelling across a wide rang
of NLP tasks and potentially adaptable to countless others, is fascinating (Brown et al., 2020; Schick and
Schutze, 2021; Sanh et al., 2022). However, this versatility comes at a cost: achieving high performance
requires carefully crafted prompts (Brown et al., 2020; Reynolds and McDonell, 2021; Dohan et al., 2022;
White et al., 2023; Bowman, 2023).

2.4.1 Elements of a Prompt

In this dissertation, a prompt refers to the entire message sent to drtlypical prompt may consist

of the following elements:
" Instruction (): Atask speci cation, typically a directive to complete a specigcTﬂaeI{oIIowing
instruction can be used at the beginning of a French to English translation task:
translate to English

Instructions may also appear in other parts of the prompt to further constrain generation, as illustrated

by Yes, no, or maybe? in the following example:

Suppose {{premise}} Can we infer that "{{hypothesis}}"? Yes, no,

or maybe?

Alternatively, instructions can provide contextual framing for the LLM, potentially enhancing task

performance:

You are a professional editor

The term pre x is commonly used in two contexts: rst, as a short, task-speci ¢ natural language indicator added
to training examples (e.g., the T5 prompt cola sentence: ); and second, as a small vector prepended to the input
sequence before being fed into the model (Li and Liang, 2021). Neither of these cases will be discussed in depth in
this dissertation.

8An instruction may also include supplementary information intended to better steer the model's behavior, such
as content retrieved from external sources (e.g., Retrieval-Augmented Generation, RAG) (Lewis et al., 2021).
Exploration of such cases is left for future work.
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" Demonstration(X; X oei” o). Optional exemplars in the form of query-answer pairs (i.e., the shot(s)
in few-shot setups). If no demonstrations are provided (i.€)), this constitutes zero-shot

prompting. Below is a two-shot learning example:

French: {{sentence_fr_1}}\n English: {{sentence_en_1}}\n\n

French: {{sentence_fr_2}}\n English: {{sentence_en_2}}\n\n

Query kk): The user's question that prompts the model to generate a response, often accompanied

by an output indicator that signals the start of the reply (e.g., English:):
French: {{sentence_fr_3}}\n English:

Note that the queryy follows the same distribution as the query component of the query-answer

pairs K).

FormatF): Stylistic choices and structural arrangements, excluding the textual content of instructions
and demonstrations. This includes, but is not limited to, input-label symmetry in demonstrations and
the delimiters used to separate queries from given examples. For instance, considénthasige of

delimiter and the colon in the following example:

French: {{sentence_fr_3}}\n English:

2.4.2 Generation

Given an instruction-tuned mod|, generation involves synthesizing an instru¢iooptional demon-

strationsX; X %' ;), and a query) drawn fromX , all organized according to a tempkje (

XE Pm X1 XX Bl Xy (2.3)

where the perturbed sampfés drawn fronX *using decoding strategies designed to evade authorship
attribution attacks.

In classic zero-shot setups, the model receives only the instruction and the query. For example: trans-
late from English to German: That is good. Instruction-tuned LLMs have demonstrated the ability to
follow instructions beyond those seen during their SFT phase. This adaptability is commonly recognized
asinstruction followindg-urthermore, few-shot prompting, rstintroduced with GPT-3, relied solely on
demonstrations and the query, without explicit instructions. However, later research has shown that models
can leverage demonstrationgta@ontext learningvith performance potentially enhanced by the inclusion

of explicit instructions.
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2.4.3 Factors In uencing LLMs Output via Prompts

Instruction-following and in-context learning behaviors are often brittle: an LLM may fail at a task under
one phrasing or demonstration set but succeed when the request is slightly reworded (Liu et al., 2021; Arora
etal., 2022; Xu etal., 2022; Shin et al., 2020) or when di erent demonstrations are provided (Gong et al.,
2023). Understanding the factors that in uence LLM outputs via prompts is essential for designing e ective

prompts in defense against authorship attribution attacks.

2.4.4 Instruction Following
Explicit Directive

Tasks are typically speci ed through clear, imperative instructions. We refer to such instexgiioiis as
directiveexempli ed by the translate from French to English prompt used by GPT-3 developers. How-
ever, determining the optimal directive for leveraging GPT-3's French English translation capabilities is
challenging; for example, translate from FrenidmtmaticEnglish may yield better results.

Despite e orts during instruction tuning, researchers have primarily focused on searching for optimal
task instructions in the post-training phase. Gradient-based methods prepend task-speci ¢ embeddings to
benchmarking taskSuch methods have shown improved performance in tasks such as relational knowledge
extraction (Qin and Eisner, 2021), knowledge probing (Liu et al., 2023), and language understanding
(Lester etal., 2021). Although using embeddings instead of natural language (Liu et al., 2023) can stabilize
performance, it may signi cantly reduce usability.

Researchers have also proposed methods to induce instructions from demonstrations in the training set
(Honovich et al., 2022b), mine the training corpus using syntactic heuristics (Jiang et al., 2020), and employ
smaller surrogate language models (Gao et al., 2021), often with further re nement (Zhou et al., 2023b) and
ranking (Jiang et al., 2020). Prior work on automatically searching for discrete prompts has outperformed
manual prompts on some tasks; however, stylistic alteration tasks have not been explored. Moreover, these
automatic exploration approaches are narrowly focused on speci ¢ tasks and are computationally expensive
to scale to new domains. As a rst attempt, | will drive exploration using minimalist prompts and manually-

crafted prompts that have proven successful in previous work with human subjects.

Reasoning Earlier versions of LLMs, including GPT-3, often exhibited limited reasoning abilities, espe-

cially in complex tasks involving mathematical reasoning (Wei et al., 2022), abstract reasoning (Lampinen

This approach, known as pre x tuning (Li and Liang, 2021), uses non-interpretable special tokens learned for
speci c tasks while keeping the language model's parameters frozen.
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etal., 2024), and commonsense or long-range reasoning (Tay et al., 2023). Reynolds and McDonell (2021)
likened the reasoning failures of these models to a student solving mathematical problems without the aid
of a scratchpad. Insuch scenarios, the student methodically outlines and executes each step, re ecting
on divergent solutions before arriving at a nal answer. In contrast, LLMs lack this scratchpad and are
expected to deliver immediate and accurate responses upon input.

Promising solutions include breaking down problems into tractable sub-tasks (Wei et al., 2022; Yao
etal., 2023; Besta et al., 2024), engaging in self-re ection (Shinn et al., 2023) and self-criticism (Tan et al.,
2023), repeating or elaborating on given information (Huang et al., 2022; Wei et al., 2022; Zhou et al.,
2023a), selecting correct answers from multiple model outputs (Manakul et al., 2023), and carefully ordering
premises (Chen et al., 2024b). However, directly applying LLMs' problem-solving and numerical reasoning
abilities to tasks such as evading authorship identi cation remains challenging, as these tasks involve altering
general patterns rather than logical relationships. Hence, the application of LLM reasoning to authorship

identi cation defense is left for future research.

Implicit Directive

Implicit directives o er a convenient way to guide LLMs through cultural references or scenario cues,
without specifying every aspect of the task. Such directives can enhance LLMs' performance in style-sensitive
generation tasks for example, instructing the model with You are Jack Sparrow to mimic the pirate's
colloquialisms. Studies have showrrthesandpersonalitgonstruction (Allport, 1961, p. 42) e ectively

guide LLMs to produce contextually appropriate outputs by specifying a role or persona at the beginning of

an instruction to anchor the model's responses (Wang et al., 2023c).

Role Playing Role playings a notable approach in which the model is instructed to embody a historical
gure, ctional character, or speci c situational role (Shanahan et al., 2023; Wei et al., 2023; Li et al., 2023a).
Specifying a role allows users to subtly in uence both the style and substance of the LLM's output, aiding in
obscuring authorship.

Wang et al. (2024b) developed a benchmark for character speech style imitation, using synthetic data
elicited from GPT-4 by selecting the most relevant QA pairs with BM25. They showed that, with carefully
con gured system instructions, GPT-4's responses could capture character-speci ¢ speaking styles and
incorporate relevant role knowledge. Using this silver-standard benchmark, Wang et al. (2024b) evaluated
speaking style imitation with ROUGE-L (Lin, 2004), nding it a useful metric for assessing the extent to

which the model's responses include character-speci ¢ catchphrases and verbal style.
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Persona Shaping Another approach involves imbuing LLMs withrsonalitto create convincing,
human-like personas. For instance, outputs from smaller language models, such as GPT-2, exhibited
personality-speci c traits when prompted with personality-laden content (Caron and Srivastava, 2022).
Safdari et al. (2023) conducted extensive experiments on shaping the personalities of PaLM-family LLMs
through prompts, nding that larger, instruction-tuned models performed better at synthesizing personas.
These shaped LLM personas were further validated in open-ended writing tasks (e.g., social media posts)
using psychological assessments. Similarly, Jiang et al. (2023b) assigned GPT-3.5/4 distinct personas base
on the Big Five personality model and had the models complete story-writing tasks. The results revealed
signi cant correlations between the assigned personality types and psycholinguistic measures of the outputs,
as assessed by the Linguistic Inquiry and Word Count (LIWC).

Current research also explores the manipulation and re nement of LLMs' personas (Li et al., 2023b). Tu
etal. (2024) invited 12 annotators to score LLM-generated responses on personality-related metrics, such
as utterance style and uency, and used these ratings to develop a reward model for evaluating future role-
playing performance. Wang et al. (2023a) instead assessed role-playing LLMs' personalities using open-ended
interviews paraphrased from established personality inventories, such as the Big Five Inventory (BFI) and the

Myers Briggs Type Indicator (MBTI).

2.4.5 In-context Learning

Learning from demonstrations without updating model weights o ers a promising approach for improving
models in settings with limited annotated data. The quantity, selection, and order of demonstrations are

major factors in uencing the variability of LLMs' in-context learning performance.

Quantity Brown et al. (2020) reported that GPT-3's performance improves as the number of examples

in the few-shot setting increases. This scaling e ect was particularly noticeable in larger models. For instance,

while smaller models (e.g., 7B and 13B parameter GPT-3 variants) showed linear performance gains with

more examples, the largest 175B model exhibited a sharp performance leap with just a few examples. This
trend holds across diverse architectures (Touvron et al., 2023a,b; BigScience Workshop, 2023; Zhang et al.,
2022a; Zeng et al., 2023; Team et al., 2023) and NLP tasks (Yoo et al., 2022; Zhang et al., 2023), reinforcing

the strong link between the number of examples and model performance.

Selection Providing excessive examples is impractical due to LLMs' xed context length and the realistic
scarcity of examples otherwise, supervised ne-tuning would su ce. As aresult, researchers have explored

more strategic methods for selecting e ective demonstrations instead of relying on random sampling. One
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approach selects demonstrations based on their similarity to the query. Studies (Liu et al., 2022; Rubin

et al., 2022) have shown that semantically similar demonstrations can improve GPT variants' performance
across NLP tasks. Notable gains include a 44.3% improvement in table-to-text generation and 45.5% in
open-domain question answering, echoing prior ndings in knowledge-based QA (Das et al., 2021) and
translation tasks (Agrawal et al., 2023). To avoid costly iterative searches over entire datasets, Ye et al. (2023b)
employed an LM scorer trained with contrastive loss, leveraging similarity information from the kernel matrix

to e ciently rank exemplar sets. Gonen et al. (2023) found a signi cant negative correlation between prompt

perplexity (including demonstrations) and performance across diverse tasks and models.

Another line of research examines the in uence of demonstrations rather than their similarity to the
guery. A performance gain of up to 22.2% on SuperGLUE with highly in uential examples underscores
the importance of careful example selection. To reduce search costs, Wang et al. (2023b) proposed using a
smaller language model (GPT-2 XL, 1.5B) to summarize instructions into concepttokens, freezing model
weights and ne-tuning only these tokens for each task. The top-ranked demonstrations, identi ed using the
smaller LM and task-speci c concept tokens, generalized well to much larger models (e.g., LLaMA 2-70B
and GPT-3.5-turbo), outperforming both similarity-based selections and random sampling. Zhang et al.
(2022b) proposed a reinforcement learning algorithm to identify e ective demonstration selection policies.
They found that a policy learned on GPT-2 yields modest improvements on GPT-3 Ada (350M), but the
gains diminish with larger models such as GPT-3 Babbage (1.3B) and Curie (6.7B).

Our understanding of how LLMs leverage demonstrations is still evolving. Min et al. (2022) showed that
replacing gold labels with random ones in demonstrations only marginally a ects performance in multiple-
choice and classi cation tasks, suggesting that sample distribution similarity and input-label formatting play a
more crucial role. Conversely, Yoo et al. (2022) found that LLMs' sensitivity to demonstration label accuracy
correlates with task di culty, casting doubt on the e ectiveness of using accurately formatted but fabricated
samples to improve performance. Finally, Ye and Durrett (2022) found that adding short explanations to
demonstrations does not reliably improve performance. They also reported a strong correlation between the

factual accuracy of explanations and the correctness of the outputs.

Ordering Luetal. (2021) found that sample order strongly in uences LLM performance, but optimal
ordering for one model rarely applies to others. Even increasing demonstration quantity or model size does
not resolve this issue. To identify e ective orderings without additional annotation e ort, Lu et al. (2021)
analyzed entropy statistics of candidate permutations on an arti cial development set, achieving a notable

13% relative improvement in GPT-family models across eleven text classi cation tasks.
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Zhao et al. (2021) similarly found that, for the SST-2 task (4-shot, GPT-3, 2.7B), the order of examples
can be as important as, or even more important than, the choice of examples themselves. They attributed
this variance to biases in language models toward answers that are frequent in the prompt, appear near
the end, or are common in the pretraining data. They further recommended applying Platt calibration
(Platt, 1999; Guo et al., 2017) to model outputs, with weights derived from a dummy demonstration
(Input: N/A Sentiment: ) placed at the end of the prompt. To mitigate sensitivity to example order-
ing, Wang et al. (2023b) showed that prepending special tokens (i.e., concept tokens ) summarizing task
instructions renders the order of demonstrations irrelevant. Rather than searching for optimal exemplars,
Chen et al. (2023) proposed abstaining from making predictions when the LM exhibits high sensitivity to
instructions and examples. This approach is particularly practical when annotated data is scarce, aligning

with the few-shot learning ethos.

2.4.6 Format

The stylistic formatting of instructions and demonstrations can signi cantly impact LLM performance.
Sclar et al. (2023) analyzed LLM sensitivity to prompt formatting (e.g., spacing and delimiters) and found
performance variances of up to 76 accuracy points for Llama-2 (13B) between equivalent formats, with
an average variation of around 10 points across more than 50 tasks. With xed training examples and
permutations, Zhao et al. (2021) manually crafted 14 additional prompt formats for the SST-2 task, nding
that while some formats outperform others, high variance persists across di erent training sets. GPT-3's
performance is similarly sensitive to prompt format. Sclar et al. (2023) further showed that this variance is

not reduced by adding few-shot examples, scaling model size, or applying instruction tuning.

In in-context learning, maintaining clear input label correspondence is crucial for e ectively leveraging
demonstrations, particularly in well-studied tasks such as classi cation and cloze- Il. Min et al. (2022) found
that removing paired labels or using out-of-distribution inputs drastically reduces performance, often to
levels comparable to or worse than having no demonstrations. For challenging tasks, using gold labels is
essential; if they are unavailable, a label space with meaningless special tokens is preferable to random o

common tokens (Yoo et al., 2022).

In general, sensitivity to minor phrasing changes and demonstration order may indicate model uncertainty
(Chen et al., 2023), and in-context learning capabilities can be overestimated due to potential data split

contamination (Perez et al., 2021).
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2.5 Summary: The LLM Opportunity

Steering LLMs involves a complex interplay of elements within a prompt for optimal performance, including
instructions, supplemental information, queries, and formatting. Our understanding of in-context learning
and instruction-following in LLMs remains fragmented, as studies under the umbrella of LLMs vary
widely in their experimental setups: the models examined range from raw GPT-3 to those re ned through
RLHF, and the prompts tested span from minimalist to verbose styles. The presence of instructions within
in-context learning setups is inconsistent, with some incorporating instructions and others relying purely on
demonstrations. A general impression from reviewing defenses against authorship attribution attacks and
LLMs is that leveraging LLMs for such defenses is theoretically plausible. However, current LLM research
has not explored test-tistgle transfesuch as learning style from in-context exemplars or imbuing an LLM

with personato in uence style.

Certain tasks, similar in nature to counteracting authorship attribution attacks, aim to modify writing
style while preserving semantic meaning. These include paraphrasing (Androutsopoulos and Malakasiotis,
2010; Zhou and Bhat, 2021), style transfer (Jin et al., 2022), and text revision (Li et al., 2022). Although
adversarial stylometry bears similarities to these NLP tasks, speci c testing in prior research remains scarce
with few exceptions such as conversational text generation for speaker style imitation in dialogue (Wang et al.,
2024b; Jiang et al., 2023b).

While prompting methods have demonstrated impressive e ectiveness, there is still no clear consensus
on which aspects are most critical to optimize in instruction-tuned models for style-relevant, paragraph-
length generation. A promising starting point is to conceptually reproduce established adversarial stylometry
defenses, such as paraphrasing and back-translation. It is also valuable to examine whether LLMs can follow
the same instructions previously given to human subjects in eld studies. The quality of the generated text
can then be assessed using established metrics and manual examination for further insights. Moreover, while
exemplars have proven e ective for speaker style imitation, their bene t for paragraph-length generation
remains underexplored. LLMs may bene t from longer demonstrations, which o er richer information
about the target style. Finally, it remains uncertain whether imbuing LLMs with a persona can su ciently
distance the output style from the original.

In summary, steering LLMs o ers a promising path to overcome the limitations of current defenses against

authorship attribution attacks.
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3 Methodology

Despite extensive research on adversarial stylometry, practical defenses remain limited, often requiring
technical expertise thatis unavailable to those who need protection most: whistleblowers, journalists, activists,
and individuals living under oppressive regimes. This study aims to bridge the gap between academic research
and real-world application by leveraging instruction-tuned LLMs, often called (Al) chatbots. The high
usability of LLMs, combined with their exposure to diverse writing styles during training, makes them a

promising tool for defending against authorship attribution attacks.

The rst research question examines two traditional NLP techniques for circumventing stylometric
ngerprinting: paraphrasing and back-translation, both of which have proven e ective in prior work (Brennan
etal., 2012; Jin et al., 2022) (Chapter 4). The second research question instructs LLMs to simulate three
manual circumvention strategies: rewriting di erently, adopting others' voices, and using simple English,
following the same prompts given to human subjects in eld studies (Brennan et al., 2012; Wang et al., 2022)
(Chapter 5). The third research question enhances the simulated approaches with additional instructions
and exemplars shown to improve performance in related tasks, testing whether they can further aid evasion

of authorship ngerprinting (Chapter 6).

The study employs two proxy corpora that re ect typical scenarios in which adversaries have access to
di erent types of candidate documents (see Section 3.2). Three attribution models, including one deep
learning model, are trained on the corresponding training sets for each corpus. Predictions on the test sets are
recorded as the pre-intervention performance. The attribution models are saved to predict on new test sets,
which are generated by processing each test sample through the LLMs under study, following instructions

speci c to each research question (Section 3.3).

Following transformation by each LLM, the saved attribution models predict on the resulting test sets.
The attribution models' pre-intervention (original test sets) and post-intervention (LLM-transformed test
sets) performance are quanti ed to assess the impact of LLM transformations. Performance comparisons,
before and after intervention and against ideal scenarios, allow each proposed method to be evaluated for its
e ectiveness and robustness in defending against authorship ngerprinting. Semantic retention and stylistic

changes in the LLM rewrites are also examined (Section 3.5.1).

Five seeded experiments are conducted for each test set and LLM to obtain more stable estimates of the

e ects of LLM intervention. To account for the small sample size in group-level metrics (e.g., top-1 accuracy),
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the 95% highest posterior density interval (HPDI) for each metric is estimated using Bayesian hierarchical

modeling with weakly informative priors (Section 3.5.3).

3.1 Research Questions

3.1.1 RQ 1: How e ective are Paraphrasing and Back-Translation as Defenses?

Prior research shows that paraphrasing and back-translation are e ective in reducing the performance of au-
thorship attribution models. Additionally, LLMs have demonstrated strong capabilities in both paraphrasing
(Tripto et al., 2024; Lemesle et al., 2025) and multilingual understanding (Sitaram et al., 2023; Holtermann
etal., 2024; Zhang et al., 2024). Such evidence motivates the reexamination of established automatic ap-
proaches as defenses against attribution attacks when implemented using LLMs. This investigation provides

a baseline for assessing LLMs' ability to alter writing style through incidental changes, using basic prompts.

" RQ 1.1 How e ective is a bagmaraphrasingstruction in defending against authorship attribution

attacks?

" RQ 1.2 How e ective is a badiack-translatiomstruction in defending against authorship attribu-

tion attacks?

3.1.2 RQ 2: How E ective are Simulated Manual Strategies as Defenses?

Manual evasion strategies have proven e ective against both standard and deep learning-based authorship
attribution models (Brennan etal., 2012; Wang et al., 2022). We hypothesize that LLMs can e ectively follow

the same instructions used with human subjects in eld studies to evade authorship attribution. This leads

to the second research question: How e ective are LLM-simulated approaches, and how do they compare to

their manual counterparts performed by Mechanical Turkers (MTurkers)?

RQ 2.1 How e ective is thebfuscatioprompt in defending against authorship attribution attacks?
RQ 2.2: How e ective is th@mitation prompt in defending against authorship attribution attacks?

RQ 2.3 How e ective is thasimpli cationprompt in defending against authorship attribution

attacks?

RQ 2.4: Do LLMs achieve human-level performance in defending against authorship attribution

attacks via the above strategies?
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3.1.3 RQ 3: How Can Simulated Manual Strategies Be Enhanced with Instruction

Following and In-Context Learning?

In this phase, | explore how to further enhance the e ectiveness of LLM-based defenses against authorship
attribution through proven prompting techniques. While basic prompts have shown considerable e ective-
ness, research in LLM optimization suggests that strategically leveraging instruction following and in-context

learning could provide additional gains.

" RQ 3.1 Does introducing a randgmersonanprove LLM-simulated obfuscation compared to the

basic obfuscation instruction (RQ 2.1)?

" RQ 3.2 How well can LLMs mimic styles they were not extensively exposed to during training, by

learning from in-context exemplars?

" RQ 3.3 How does the length of exemplars a ect LLM performance in simulated imitation defenses?

For RQ 3.1, we hypothesize that adopting a random persona encourages LLMs to align their writing with
that persona, o ering a convenient way to facilitate targeted style transfer while retaining the unpredictability
of random persona selection. For RQ 3.2, non-professional writings are included in the prompts for LLMs to
reference. This approach may yield less conspicuous outputs than imitating Cormac McCarthy's distinctive
style (asin RQ 2.1). For RQ 3.3, we hypothesize that incorporating additional knowledge and exemplars

may enhance the e ectiveness of style imitation as a defense.

3.2 Corpora

This study uses two corpora: the Extended Brennan Greenstadt (EBG) Corpus and the Riddell Juola
(RJ) Corpus. These corpora re ect typical scenarios in which authorship attribution attacks may occur,
especially in professional contexts where whistleblowers confront well-resourced organizations. An additional
advantage is that these corpora originate from eld studies, o ering a fair test of LLMs' capabilities, as they
likely were notincluded in training data. This contrasts with popular, general-purpose corpora, such as Enron,
Amazon reviews, Reddit, and IMDb, that are commonly used for LLM training. Table 3.1 summarizes the

corpora.

3.2.1 Same-topic Scenario

In thesame-topic scenghe document of interest overlaps in subject matter with some of the pre-existing

documents. Imagine an inside job situation in which a whistleblower seeks to disclose long-term wrong-
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Table 3.1:Summary of the corpora selected to evaluate LLM-based defenses against authorship attribution
attacks. Test samples from the no protection groups (in bold) are closely examined to assess
model performance before and after LLM interventions. Samples produced through manual
strategies (i.e., obfuscation, imitation, and simpli cation) serve as strong human-performance
baselines for comparison with LLM-based methods. Text lengths are reported in words, with
standard deviations shown in parentheses.

Scenario  Corpus Strategy Authors Avg. Training Length  Avg. Testing Length

Same-topic EB'G No protection 45 8,289 ( 1,356) 576 (33)
Obfuscation 45 8,865 (1,359) 562 (24)

Imitation 45 8,865 (1,359) 573 (30)

Cross-topic RJ No protection 21 7,017 ( 2,514) 581 (26)
Obfuscation 27 7,820 (1,961) 570 (43)

Imitation 17 7,664 (2,462) 584 ( 46)

Simpli cation 18 7,640 (2,847) 562 ( 64)

! The same group of recruited MTurkers completes two circumvention strategies, obfuscation and
imitation, in turn. The rsttraining sample is held out as the test sample for the no protection
group. The topic for obfuscation is to describe one's neighborhood; for imitation, respondents
adopt a third-person perspective to describe a day beginning from when they woke up.

2 Recruited MTurkers are randomly assigned to one of three circumvention strategies or to the control
group. The topic for all groups is to describe one's neighborhood as if for a college application.

doing. In this scenario, the whistleblower must carefully avoid terms that could hint at insider knowledge;
otherwise, models such as ROBERTa, adept at exploiting topic shortcuts, could use this to the whistleblower's

detriment. The Extended Brennan Greenstadt Corpus serves as the proxy for thi$ scenario.

Extended Brennan Greenstadt Corpus The Extended Brennan Greenstadt Corpus contains
writing from 45 individuals recruited on Mechanical Turk (MTurk) no later than 2012. Two distinct types
of writing were collected from participants: pre-existing samples and responses to writing prompts.

For the pre-existing samples, each participant uploaded at least 6,500 words of formal writing. The
participants were instructed not to upload writing containing extensive dialog/quotations or samples
less than 500 words, laboratory and other overly scienti c reports, Q&A-style samples such as exams, [or]
anything written in another person's style (Brennanetal., 2012).

After uploading writing samples, each participant was asked to write two short essays responding to two
di erentwriting prompts. Accompanying each prompt were instructions on how to modify one's writing
style in order to frustrate someone trying to identify the essay's author based on their writing style. The rst

prompt asks the participant to write approximately 500 words describing their neighborhood to someone

Employing corpora with topic overlap for both training and testing could lead to misleading evaluations of author-
ship attribution models, as reliance on topic shortcuts by such models might arti cially enhance their apparent
performance. See detailed discussion in Wang (2023b, pp. 11 12).
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who has never been there. The prompt is prefaced with the instruction that the participant should try to
hide their identity by changing their style of writing. No suggestions are given as to how they should go
about the change. This strategy is labeled the obfuscation strategy.

For the second prompt, participants were asked to describe a day in their life using third-person narration.
To conceal their writing style, they were instructed to imitate the distinctive writing style of the novelist
Cormac McCarthy. This is labeled the imitation strategy. Participants were given a 2,500-word excerpt of
McCarthy's writing fronThe Roa@nd instructed to read it before composing their response.

Pre-existing writing samples that have not undergone any intentional obfuscation or imitation serve as
the training set, representing the original writing style of each author. The rst sample from each author's
training set is held out as the arti cial test set, representing the target text that may have been subjected to
defensive transformations. This design simulates a realistic adversarial setting, in which the attacker has
access only to the author's original writing and must attribute newly encountered texts that may have been
modi ed to evade detection. Writing prompts used in the study can be found in Appendix 1, and participant

demographics are provided in Table 3.2, with additional details available in Brennan et al. (2012).

Table 3.2:Demographic characteristics of participants contributing writing samples and essays to the Ex-
tended Brennan Greenstadt Corpus. Participants were assigned to two circumvention strategies,
obfuscation and imitation, in turn.

Demographics  Attribute Obfuscation Imitation No Proteétion

Gender Woman 21 21 21
Man 24 24 24
18 34 34 34 34
Agé 3549 6 6 6
50 64 3 3 3

The rst sample from each individual's training set is held out as if it
were the sample targeted by an adversary. In other words, an arti cial
test setis created by using a portion of the training data.

Two individuals reported their age as under 18, although the MTurk
Participation Agreement explicitly requires that participants be at least
18 yearsold.

While the EBG corpus is used here as a proxy for same-topic insider whistleblower scenarios, it isimportant
to note that the pre-existing writing samples solicited in the eld study exhibit considerable topical diversity,
as MTurk participants are not part of the same organization. In contrast, real-world insider whistleblowing
scenarios often involve individuals operating within a shared institutional context, such as a company or
department, where some degree of topic similarity across authors is expected. For example, employees in

data entry department at a large sales company may produce highly similar transactional reports with minimal
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topical variation. However, this expectation is not absolute. For instance, even within the same academic
department, faculty members working in the same eld (e.g., digital humanities) can often be distinguished
based on just a few lines of text in their publications, even when comparing only the methodology sections
of their manuscripts, which typically contain subtle topical cues. In this respect, the EBG corpus represents
one end of the spectrum: settings where authors exhibit topical diversity despite organizational commonality.
Building corpora with tighter topic alignment captures another end of the insider scenario spectrum, a

complementary challenge for attribution models.

3.2.2 Cross-topic Scenario

In the cross-topic scen#n®document to be obfuscated in the test set has no topic overlap with those in the
training set. This approximates the case of a whistleblower exposing wrongdoing that is not directly related

to their own activities within an organization. The Riddell Juola Corpus is used to represent this scenario.

Riddell Juola Corpus The Riddell Juola Corpus (RJ) was gathered using essentially the same proce-
dure as for the Extended Brennan Greenstadt Corpus (Brennan et al., 2012). Participants were recruited on
MTurk. Approximately 6,500 words of pre-existing formal writing were solicited with the same instructions
used in the original study. These writing samples comprise the training data for the authorship attribution
classi er. For the approximately 500-word essay, participants were instructed to respond to the describe-
your-neighborhood writing prompt, which begins: You are asked as part of a college application to describe

your neighborhood to someone who has never been there before.

There are three major di erences. First, each MTurker was assigned only one of four tasks, as opposed
to each MTurker undertaking two tasks sequentially in Brennan et al. (2012). Second, two new tasks were
introduced. One task asked the authors to write an essay on a xed topic without additional guidance, aiming
to capture the authors' natural writing style. This group serves as the control group. Another group engaged
in a novel circumvention strategy, where they were instructed to employ simple grammar and vocabulary
from Special English, a process referred to as simpli cation. Lastly, all tasks centered on the describe-your-
neighborhood topic, unlike in Brennan et al. (2012), where an imitation strategy involved describing one's
daily activities.

The control group's documents served as the material for obfuscation, with both their original and altered
forms being subject to prediction by attribution models. Writing prompts used in the study appear in

Appendix 2 and demographics in Table 3.3, with additional details available in Wang et al. (2022).
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Table 3.3:Demographic characteristics of participants contributing writing samples and essays to the Riddell
Juola Corpus. Participants were assigned a circumvention strategy (or to the control group) at
random.

Demographics Attribute Obfuscation Imitation No Protection

Gender Woman 13 10 10
Man 14 7 11
1834 18 12 16
Age 3549 7 5 3
50 64 2 0 2

Note that, unless otherwise speci ed, only the no protection group is used for testing and transformation.
Samples from other groups are included only in RQ 2.4, where the focus is on comparing the relative

performance of humans and LLMs.

3.3 LLMs Under Study

This study examines three lightweight, open-weights LLMs: Llama-3.1 (8B), Gemma-2 (9B), and Mistral
(8B), all locally deployed. All models have been instruction-tuned to enhance conversational abilities and
further re ned through RLHF to improve output safety. Their strong performance, compact size, and public
availability make these models well-suited for privacy- rstinference on modern hardware.

While on-device, o ine inference is preferred, comparing these models to state-of-the-art closed-source
LLMs o ers valuable insights into the capabilities open-weights models may soon achieve. To this end, the
APIs of Anthropic's Claude-3.5 Sonnet and OpenAl's GPT-40 are queried under conditions matching

those of the lightweight LLMs. Table 3.4 summarizes the models used.

3.3.1 Llama-3.1 8B

Llama-3.1is afamily of models released by Metain July 2024. Comparedtoits predecessors, Llama-3.1 features
improvements in pretraining data, scaling, and instruction tuning. The models were trained on approximately

15 trillion multilingual tokens, signi cantly more than Llama-2's 2 trillion tokens. The series includes
models with 8B, 70B, and 405B parameters, all supporting a context length of 128K tokens. Llama-3.1
Instruct models are ne-tuned with instruction tuning and RLHF through Direct Preference Optimization
(DPO). These re nements improve alignment with human preferences and enhance instruction-following
capabilities. Llama-3.1 also o ers enhanced multilingual support, reasoning, coding, and tool-use capabilities.
The model's pretraining data cuto is December 2023. The Llama-3.1 Instruct model used in this study is

the 8B version, speci catheta-llama/Llama-3.1-8B-Instruct from Hugging Face. Llama-3.1
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Table 3.4:Summary of LLMs used in the study. All models are instruction-tuned and have undergone

RLHF. Units are speci ed in billions (B) for parameters and trillions (T) for tokens.

Model Parameterslraining Context License Knowledge
Tokens Length Cuto
Llama-3.1 8B More than 128K Llama 3.1 Dec. 2023
15T Community
Gemma-2 7B 8T 8,192 Gemma Not
disclosed
Mistral 8B Not dis- 128K Mistral Not
closed Research disclosed
GPT-40 Not Not dis- 128K OpenAl Oct. 2023
disclosed closed
Claude-3.5 Not Not dis- 200K Anthropic Apr. 2024
Sonnet disclosed closed

is released under thama Community 3.1 Licenaich grants broad accessibility butimposes certain

restrictions on model outputs.

3.3.2 Gemma-2 9B

Gemma-2, developed by Google DeepMind, is animproved iteration of the original Gemma series, released in
October 2024 (Gemma Team et al., 2024). The models are o ered in three sizes: 2B, 9B, and 27B parameters,
suitable for deployment from edge devices to large-scale servers. The 9B model was trained on 8 trillion
tokens, using both publicly available and proprietary datasets, primarily consisting of English web documents,
mathematics, and code. All models support a context length of 8,192 tokens. Gemma-2 Instruct has been
instruction-tuned and further re ned with RLHF to function as a conversational assistant.

The Gemma-2 Instruct model used in this study is the 9B versigodgé/gemma-2-9b-it
from Hugging Face). The Gemma-2 family is licensed un@sitimaa Licensghich explicitly states that

Google claims no rights over outputs generated by users.

3.3.3 Ministral 8B

Ministral 8B is the latest model in Mistral Al's lineup, released in October 2024. The family includes 3B

and 8B variants, optimized for on-device computing and edge Al applications. Building on the success of
Mistral 7B, it introduces enhancements in function calling and reasoning capabilities (Jiang et al., 2023a). It
outperforms its predecessor across multiple benchmarks and achieves results comparable to Gemma-2 9B

and Llama-3.1 8B.

41



Trained on a large proportion of multilingual and code data, Ministral 8B excels in knowledge
retrieval, function calling, and commonsense reasoning. It also features a context length of 128K to-
kens (Mistral Al, 2024). The instruction-tuned variant, Ministral 8B Instruct, has undergone RLHF
to enhance output safety. The model is released unddistied Al Research License research
use, with commercial licensing available for broader deployment. The model used in this study is

mistralai/Ministral-8B-Instruct-2410 from Hugging Face.

3.3.4 GPT-40 & Claude-3.5 Sonnet

GPT-40, released by OpenAl in May 2024, builds upon the GPT-4 model family. It supports a context
window of up to 128K tokens and achieves state-of-the-art results across multiple benchmarks, making it
widely regarded as the best overall LLM for comparison at the time of writing. Claude-3.5 Sonnet, developed
by Anthropic and released in June 2024, is reported to exceed GPT-40 in reasoning, mathematics, and
coding pro ciency. The model supports a context window of up to 200K tokens. However, neither OpenAl
nor Anthropic has publicly disclosed details about the training datasets, parameter sizes, or pretraining and
post-training methodologies.

The versions of these models used in this stugiytate-2024-08-06 (released in August 2024)
(OpenAl, 2024a) andlaude-3-5-sonnet-20241022 (released in October 2024) (Anthropic,
2024). Both models are accessible exclusively through APIs under proprietary licenses, limiting their suitabil-
ity for privacy- rst, on-device defenses against authorship attribution attacks.

For simplicity, models are referred to by name, omitting explicit mention of their instruction-tuned nature;
for instance, Llama-3.1 8B Instruct is referred to as Llama-3.1. The three locally deployable models with
more permissive licenses are referredpeasveightsodels, while the two API-only models are termed

closed-souncedels.

3.3.5 Generation & Prompting

To ensure fair evaluation across LLMs and research questions, text generation is conducted with identical
hyperparameters and consistent prompts for soliciting rewrites. The sampling temperature is setto 0.7 to
balance creativity and coherence in the generated outputs, consistent with common practice. In addition to
the core instruction for soliciting rewrites (see example below), LLMs are instructed to format their responses
with arti cial markerdREWRITE] and[/REWRITE] ) to clearly delineate the rewritten text from the

rest of the output. An example is shown below:
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system message : You are a helpful writing assistant. Your task is to paraphrase text while
preserving its meaning. Always enclose your paraphrased version between [REWRITE] and

[/REWRITE] tags.

user message : Please paraphrase the following text while maintaining its core meaning.
Text to be modi ed:

{{text to be modified}}

Provide your paraphrase between [REWRITE] and [[REWRITE] tags.

A formatting reminder is appended to the end of the instruction, as this reinforcement technique has
proven e ective in preventing generation failures, such as false denials of service (OpenAl, 2024b). To
handle potential generation failures, multiple retries are implemented with incremental seed adjustments.
For models that support system prompts (all except Gemma-2), instructions are splitinto system and user
messages. For Gemma-2, the system instructions used in other ptéysadett the user prompt to

ensure all models are equivalently primed.

3.4 Attribution Models

Three standard authorship attribution models are implemented to simulate an adversary attempting to
identify the author of a given test sample, assuming both the sample and its corresponding training set come
from the same proxy corpus, either EBG or RJ. The attribution models include a logistic regression model
based solely on function word frequencies, a polynomial SVM classi er using an established feature set, and
a RoBERTa-based model. Together, they span a broad range of machine learning approaches, providing a
comprehensive evaluation of the strengths and weaknesses of LLM-based defenses across di erent scenario:

Each modelis trained on its corresponding training set and used to make predictions on both the original
test set and its LLM-transformed counterparts, generated with various prompting strategies. Pre- and
post-intervention results are compared to assess the impact of LLM-based interventions.

The following sections detail the implementation of the attribution models, covering their feature sets,
optimization procedures, and training speci cs. The pre-intervention performance of the attribution models

is summarized in Table 3.9, following the introduction of evaluation metrics.

Logistic Regression with Koppel-512

The most straightforward attribution model is a logistic regression model trained on function word distribu-

tions. Function words, which are mostly free of obvious meaning (e.g., the, and, or, this), have been
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used extensively in authorship attribution research (Kestemont, 2014). The Koppel-512 function word list
contains 512 function words adopted from the widely cited authorship attribution experiment described by
Koppel et al. (2009). To account for varying document lengths, function word frequencies are normalized
by dividing by the total count per document (i enormalization by row). Each feature is subsequently

standardized by subtracting its mean and dividing by its standard deviation (i.e., standardization by column).

Table 3.5:0Optimized logistic regression parameters for the EBG and RJ corpora, along with ve-fold cross-
validation and test accuracies.

Parameter EBG RY
Regularization strength 10.0 0.01

Cross-validation accuracy 0.67 0.67
Test accuracy 0.64 0.29

The EBG corpus has 45 candidates.
2 The RJ corpus has 21 candidates.

Table 3.5 summarizes the search for the model's sole hyperparameter, the regularizatipagiweagth
both corpora. For the EBG corpus, the optimal parameter W30, yielding a cross-validation accuracy
of 0.67 and a test accuracy of 0.64. For the RJ corpus, grid search sel@€®&desulting in a cross-
validation accuracy of 0.67 and atest accuracy of 0.29. The relatively low test accuracy on the RJ corpus (0.29)
is expected, given the topic misalignment between training and test samples. ThaloigfarEBG
suggests a preference for stronger regularization, whereas the RJ corpus bene ts from weaker regularization
to enhance generalizability. Despite its simplicity, the logistic regression model demonstrates that function

word frequencies capture signi cant stylometric patterns.

Support Vector Machine Classi er with Writeprints-static

The second attribution model is a support vector machine (SVM) with a polynomial kernel, using the
Writeprints-static feature set. This model has proven to be one of the most e ective for attribution, even

when participants attempt to camou age their writing (Brennan et al., 2012; Wang et al., 2022).

Writeprints-static feature set The Writeprints-static feature set is a simpli ed variant of the original
Writeprints proposed by Abbasi and Chen (2008). It comprises 557 xed ( static ) lexical and syntactic
features, including frequent character bi- and trigrams, part-of-speech tags, and 403 function words.
The Python package writeprints-static is used to extract this featintgsetgypi.org/
project/writeprints-static ). The implementation of the Writeprints-static feature set is the

one used by Wang et al. (2022), who carefully recovered the original set by consulting Jstylo's GitHub
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repository (McDonald et al., 2012). The implementation uses 552 features. Features from the original
study are recovered precisely, with minor exceptions. When a feature could not be recovered exactly, a close

substitute was uséd.

Polynomial SVM Classi ers For each corpus, a grid search is performed on the training examples

of the corresponding corpus using ve-fold cross-validation. The range of parameters searched follows the
suggestions of the LIBSVM authors Chang and Lin (2011). Most features in the Writeprints-static set are
counts (e.g., POS tags or function words). Features are normalized and standardized following the same

procedure as in the logistic regression model.

Table 3.6:0ptimized polynomial SVM parameters for the EBG and RJ corpora, along with ve-fold cross-
validation and test accuracies.

Parameter EBG RZ
Regularization strength, 100.0 10,000.0
Degree of polynomial kernd¢gree 2 3
Kernel coe cient, 0.002 0.002
Independent term in kernebefO 100.0 100.0
Cross-validation accuracy 0.81 0.82
Test accuracy 0.69 0.29

The EBG corpus has 45 candidates.
2 TheRJcorpus has 21 candidates.

Table 3.6 presents the optimal SVM parameters obtained via grid search for both corpora. For the EBG
corpus, the optimal parameters were1000, polynomial degre& andcoef0  1000. For the RJ
corpus, grid search sele€ed10; 00G.0, polynomial degréandcoef0 1000. The SVM classi ers
are implemented usiagkit-learn (v1.5.2), witthjamma=scale , which automatically computes
based on the feature space dimension and training data Vaf@armh corpora, this yields salue
of 0.002. A higltoef0increases the in uence of polynomial terms, making non-linear interactions more

pronounced.

These di erences fall into two groups. First, the most frequent character bigram and trigram lists could not be
recovered. Wang et al. (2022) used the most frequent character bigrams and trigrams in the Brown corpus. Second,
Brennan etal. (2012) used a part-of-speech tagset consisting of 22 tags, while Wang et al. (2022) used the widely-used
universal POS tagset V2, which consists of 17 tags.

SWhengamma=scale is set, is computed as

.
Neatures Var Xe

wherensearedS the number of features and™Var is the variance of the training data after preprocessing.
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The stronger regularization enforced by a large regularization stj@ndibates that the SVM accepts
more misclassi cations in exchange for a wider margin, thereby reducing over tting. Both corpora achieved
reasonably high cross-validation accuracies, with 0.81 for EBG (45 authors) and 0.82 for RJ (21 authors),
indicating that the optimization process was e ective. The lower test accuracy for RJ (0.29) is expected due

to topic misalignment between training and test samples.

RoBERTa

This study further adopts a deep learning-based approach, RoBERTa (Liu et al., 2019), to simulate potential
authorship attribution attacks. The modedebookAl/roberta-base from Hugging Face) has
approximately 125 million parameters and has been pretrained on ve corpora (the Book Corpus, English
Wikipedia, Common Crawl-News, OpenWebText, and Stories corpora) (Wolf et al., 2019a). Itis ne-
tuned for classi cation on the training set (i.e., the no-protection group) of each corpus. A validation set is
constructed by selecting the rst sample from each author in the traifling set.

Training uses a low learning r&e (0 °) and a batch size of 32. Training runs up to 200 epochs with
20 steps of linear warmup, and early stopping is applied with a patience of 30 steps. All input samples are
padded or truncated to 512 tokens, as required by the model. Mixed precision training is enbtiléd.using
The AdamW optimizer is con gured with no weight decay, Adam beta paramet€x9,( , 0:999

1 10 8), and a maximum gradient norm of 1.0. For each corpus, ne-tuning is initialized with ve

di erent seeds, and the model achieving the lowest validation loss is selected as the nal attribution model.

Training proceeds smoothly for all runs on a single NVIDIA A40 GPU, as evidenced by the training logs.

Table 3.7:Evaluation metrics for ROBERTa-based authorship attribution models on the EBG and RJ

corpora.
Metric EBG RZ
Validation Accuracy 1.00 1.00
Validation Loss 0.08 0.01
Test Accuracy 0.87 0.19
TestLoss 0.58 4.00
1 The EBG corpus has 45 candi-
dates.

2 The RJ corpus has 21 candidates.

Table 3.7 summarizes the evaluation metrics for ROBERTa-based authorship attribution on the EBG

and RJ corpora. Validation accuracy reaches 100% on both EBG and RJ, with low validation losses of 0.08

“For the EBG corpus, since the original rst sample is reserved for testing, the validation sample is technically the
second example in the original EBG corpus, or the rst one after splitting out the test set.
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for EBG and 0.01 for RJ. Compared to logistic regression (approximately 67%) and SVM (roughly 81%)
cross-validation accuracy, ROBERTa achieves a substantial performance boost. Furthermore, ROBERTa
achieves its best test accuracy of 87% with a test loss of 0.58 on EBG, while its worst test accuracy drops
to just 19% with a test loss of 4.00 on RJ. However, ROBERTa's exceptional performance on EBG likely
stems from its e ective use of topical information, which comes at the expense of poor generalization to
cases where training and testing topics are misaligned, as seen in the RJ corpus. This over tting to semantics
is not speci c to the reported checkpoints, as runs with di erent seeds perform consistently and training
curves remain smogth.

Logistic regression with function words is the simplest model; its feature set captures su cient stylistic
variance even without features such as other common words, punctuation, or textual complexity measures.
However, this advantage should not be overstated because, while the more complex SVM with Writeprints-
static boosts validation performance by roughly 15%, its test performance remains similar to that of logistic
regression. ROBERTa drives validation performance to the extreme and achieves a new high in test accuracy
on the EBG corpus (likely leveraging topical associations), but it generalizes poorly to corpora with di erent
archetypes, as seen inthe RJ corpus.

An important distinction between the EBG and RJ corpora lies in their author cohorts. In the EBG
corpus, all 45 authors participated in both obfuscation and imitation tasks, resulting in a single xed cohort.

As aresult, a single attribution model per architecture (logistic regression, SVM, and RoBERTa) su ces

for all evaluation scenarios. The RJ corpus, by contrast, employs a di erent experimental design in which
participants were randomly assigned to di erent strategies, creating distinct cohorts with varying numbers

of participants (see Table 3.3). To evaluate each manual strategy in the RJ corpus and enable comparison
with LLM-simulated approaches, strategy-speci c attribution models were trained for each combination of
model architecture and strategy. These models were trained using the same settings and hyperparameters a

described above.

3.5 Evaluation

This evaluation focuses on two key criteria, namely the performance degradation of attribution models (if any)
and the quality of the rewritten documents. Ideally, after intervention, an attribution model's accuracy should
fall to the chance level and assign signi cantly less probability mass to the correct author than in scenarios

without the defense. However, accuracy captures only the correctness of the most con dent predictions and

SWe also experimented with a higher learning ratexd * while keeping other hyperparameters controlled and
observed similar results.
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overlooks the overall con dence distribution. Even if a defense appears erratic at the individual sample level,
systematic statistical patterns can still emerge when an adversary aggregates outputs across many sampl
For example, while individual samples may vary in how much they reduce the true author's con dence,
aggregated data from a good transformation, when focusing on top predictions, might consistently show
that the true author receives lower probabilities than other classes on average. An adversary could exploit
this systematic bias by inverting the rank. Therefore, a uniformly uncertain distribution is desirable because
itrepresents a robust defense, where confusing the attribution model is safer than misleading it, which
risks revealing exploitable patterns. In particular, confusing the model ensures that no speci c information is
leaked for further investigation.

Second, LLM rewrites should preserve the semantic integrity of the original text while remaining natural
and coherent. LLMs should avoid introducing anomalies (e.g., grammatical errors or awkward phrasing)
that could hinder human interpretation or trigger detection by forensic tools. Additionally, since degraded
attribution performance requires su cient surface-level changes, the overall degree of lexical modi cation

should be substantial.

3.5.1 Metrics

To assess the performance degradation of attribution models, multiple metrics are used to evaluate the
e ectiveness and robustness of LLM interventions, as well as the semantic preservation and stylistic changes

of the rewrites. Table 3.8 summarizes the metrics used in this study.

E ectiveness & Robustness Metrics

An intuitive strategy for thwarting an authorship attribution attack is to reduce the model's con dence in
identifying the true author among its top predictions. E ectiveness is evaluated by comparing the model's top
predictions before and after intervention. This studyAgsasacy @Acc@ ) andAccuracy@Bcc@5 as
evaluation metrics; these re ect the model's ability to correctly identify the true author or rank them among
the top ve candidates. For Accuracy@1, the ideal value under random ggaefmilﬁjs@ andzl—1 for RJ.
For Accuracy@5, the ideal valuegaie EBG ands: for RJ.

Another way to assess the model's ranking performance is by examining changes in the probability assigned
to the true author. A largeon dence gap for the true autifter transformation indicates a more e ective
intervention, re ecting reduced model con dence in the correct author. Ideally, the con dence allocated to

the true author should be reduced to the chance Ievé,fmelhe EBG corpus arﬁ for the RJ corpus.
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Table 3.8:Summary of evaluation metrics.

Metric Aspect Rationale Note

Accuracy@1/Accuracy@5 E ectivenddscrease from pre- to postdeal:4—15 (EBG) orﬁ (RJ)
intervention indicates betforAcc@14£5 (EBG) or%
ter obfuscation of author{RJ) for Acc@5

ship

Con dence E ectivenessDecrease from pre- to posteleal:4—15 (EBG) or% (RJ)
intervention shows reduced
certainty in identifying true
author

Entropy Robustness Increase from pre- to postdeal:log™K « whereK is
intervention indicates morehe number of authors
uniform predictions across
authors

BERTScore Sense Higher post-interventionF1 score balancing precision
scores indicate better tokeand recall of semantic align-
level meaning preservatioment

PINC Style Higher post-interventionAverage ratio of non-
scores re ect greater lexicalerlapping n-grams
divergence from originaln 1;2;3;4)
text

To measure how much a transformation pushes the model toward maximal uncertaintyewe@mopt
asarobustness metric. The change in entropy from pre-to post-intervention, de&gtgagiagomputed

as

Epost H post H pre

whereH pre andH post represent the entropy before and after the intervention, respectively. A positive
value of Epostindicates that the transformation has increased the uncertainty in the model's predictions.
Additionally, we usentropy to uniform distribution E ynitorm) t0 quantify how close the defense brings

the model to maximal uncertainty, where the model is equally uncertain across all classes:

Euniform  10g"K® Hpost

A value oD indicates that the post-intervention distribution is perfectly uniform. A small positive value
suggests that the post-intervention entropy is slightly below the ideal, whereas a larger positive value indicates

that the distribution remains signi cantly more peaked than desired.
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We present post-intervention statistics alongside visualizations, comparing them with the pre-intervention
state and their proximity to ideal conditions. These collective views provide a closer look at the defense's

e ectiveness and robustness.

Text Quality Metrics

To assess the quality of LLM transformations, we measure both semantic preservation and surface-level
modi cations. In pilot examinations, although BLEU scores were often as low as 0.2, manual inspection
con rmed that the generated texts remained consistently uent and free of noticeable grammatical errors
across all LLMs. This discrepancy highlights the limitations of surface-level metrics for evaluating text

transformations that involve substantial rewording.

" BERTScore (Zhang et al., 2020): BERTScore evaluates meanitukantle&ly matching each

token in the generated text to its most semantically similar token in the original text using cosine
similarity. The F1 score will be reported, as it provides a balanced measure of semantic similarity by
considering both precision and recall. Precision re ects how much of the generated text aligns with
the original meaning, while recall captures how much of the original meaning is preserved in the
generated text. By computing the harmonic mean of these two components, the F1 score ensures a
balanced evaluation of paraphrase quality, particularly when drastic rewording is expected. In practice,
embeddings from the 18th layer of a BERT-large-uncased model are used as the encoder. This choice
is based on prior ndings showing that the 18th layer achieves a strong Pearson correlation (0.72) on

the WMT16 To-English benchmark (Zhang et al., 2020).

PINC (Chen and Dolan, 2011): PINC evaluates lexical noveltynagthe levdly measuring the
percentage of n-grams in the transformed text that do not appear in the original text. For each n-gram

size, PINC computes the ratio of non-overlapping n-grams using the formula

$~|source 9N candidate S
3l candidate S

1

whereN source @NAN cangidate represent the sets of n-grams from the source and transformed texts,
respectively. The nal score is calculated as the average of these ratios across di erent n-gram sizes
(n 1;2;3;4), re ecting the extent to which the surface is modi ed. A higher PINC score indicates

greater lexical divergence from the original text, which is desirable for subverting attribution models.
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For evaluating semantic preservation in texts with substantially di erent surface forms, representation-
based metrics such as BERTScore o er advantages over surface-level measures such as BLEU. BERTScot
leverages contextual embeddings to capture semantic similarities instead of relying on lexical overlap, making
it more suitable for our context where extensive rewording is expected and even encouraged. Nuanced aspects

of language quality, such as uency and inconspicuousness, are addressed through manual examination.

3.5.2 Manual Examination of Worst Cases

Samples with the lowest BERTScore in each sub-question are selected for manual examination. The ex-
amination focuses on semantic retention, language quality, and stylistic conspicuousness. One of the
poorest-performing generations is presented alongside its original document to provide deeper insights into

the subtleties of semantic and stylistic changes, complementing the automated metrics.

3.5.3 Estimating LLM Intervention Impact

For each sub-research question, ve runs with di erent seeds are performed for each LLM under study.
The metrics fall into two categories: run-level measures (Accuracy@1/@5 and true class con dence) and
sample-level measures (entropy and all quality metrics). Given the limited observations for run-level mea-
sures, Bayesian estimation of the post-intervention metrics is more appropriate than frequentist one-sample
hypothesis testing with group false discovery correction. Estimated post-intervention metrics are obtained
via a Bayesian model for comparison with their pre-intervention counterparts. For instance, Accuracy@1
of the ROBERTa model is compared before and after Ministral's intervention using the prompts for para-
phrasing (from RQ 1.1). We apply the same Bayesian hierarchical model to all metrics, with di erent prior
speci cations based on the number of observations. As sample-level metrics have many more observations,
they naturally yield narrower credible intervals compared to run-level measures.

All but one metric Accuracy@1/@5, true label con dence, BERTScore, and PINC are bounded
within the unitinterval. The only exception, entrdpydsy, is initially bounded ir0; log"K « , whereK
is the number of possible authors (21 for RJ and 45 for EBG). We normalize it to the unit interval by dividing
bylog”K « before modeling and transform the posterior samples back to the original scale for interpretation.

For all measures, we model the observed post-intervention values using a hierarchical Beta model:

Xji Beta” ; "1 e e
Beta™ ;

HalfNormal~ 10e
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where represents the mean (i.e., true performance) @ntrols the concentration (i.e., the inverse
variance) of the distribution. The prior oi$ a generic vague half-normal that allows learning the appropriate
concentration from the data. For sample-level metrics, we use a noncommittal prithr on 1,

expressing no preference for any particular value. For run-level metrics where we have only ve observations,
we employ a weak informative priorwithm sand "1 me s, wheran is the median of the

observations arsd 2is the prior strength.

Following this approach, all research questions, including the performance of attribution models pre-
intervention ( no protection ), are estimated (see Section 3.5.4). There are only two exceptions. First, for
RQ 3.1, where the interest lies in whether persona-enhanced LLM-simulated obfuscation defense performs
better, the di erence between persona-enhanced and vanilla LLM-simulated obfuscation defenses is directly
modeled by subtracting the former from the latter. The major di erence is that, in other estimations, post-
intervention performance is compared against the pre-intervention baseline. Second, for RQ 3.3, where the
association between exemplar length and exemplar-enhanced imitation performance is modeled, Bayesian
linear models characterize the relationship between exemplar length and performance metrics. This is

described in detail below.

Estimating Exemplar Length E ect on Imitation Defense

In contrastto RQ 3.2, where LLM-simulated imitation is supplied with roughly 500 words as a style reference
to a non-professional writer, RQ 3.3 examines whether providing imitation defense exemplars with lengths
ranging from 100 to 2,500 words (selected uniformly at random) a ects performance. This range is chosen
for practical reasons: if providing just a few hundred words to an LLM can hide authorship more e ectively,

it 0 ers a signi cant advantage over relying on conspicuous styles learned during pretraining.

RQ 3.3 estimates the linear relationship between exemplar length and various performance metrics. These
include four continuous sample-level metrics: true class con dence, entropy, PINC, and BERTScore, as
well as two binary metrics. For the binary metrics, per-sample binary accuracies, which indicate whether
individual samples are correctly identi ed by an attribution model, replace the run-level top-1 and top-5
accuracy metrics used in previous analyses. (Hereafter, these are referred to simply as binary accuracies an
abbreviated BACC@1 and BACC@5.) For consistency and improved numerical stability, the predictor
variable, exemplar length, is rst centered (by subtracting its mean) and scaled (by dividing by 1000), so that
the resulting intercept represents performance at a typical exemplar length and the slope quanti es the e ect

per 1000-word di erence.
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For continuous metrics, a Bayesian Beta regression model is adopted. Observed values are con ned strictly
to the open intervaD; 1+ by clipping, ensuring that boundary issues do not compromise the analysis. The

observed post-intervention values are modeled using a hierarchical Beta regression. For each observation

the model is speci ed as:

yi Beta” Qi
wherex; is the centered and scaled exemplar length for obsaryatistthe corresponding observed

performance metric (with entropy normalized appropriateiyhe linear predictor, represents the

expected value of the Beta distribution, aisa precision parameter controlling the concentration of the

distribution around;.

The prior distributions for the model parameters are noncommittal:

Normal”Q; 2«
Student-t” 3; 0; 0:5¢

HalfNormal~ 10e

In addition, binary variables, namely BACC@1 and BACC@5, are modeled using a Bayesian logistic

regression. As before, the exemplar length is centered and scaled for consistency and interpretability.

For each observatigrihe logistic regression model is speci ed as:

[ Xi
i logit e K

yi Bernoulli” je

wherex; is the centered and scaled exemplar lengty,iaride binary outcome indicating whether the

sample was correctly identi ed. Herés the linear predictor, andrepresents the probability of correct

identi cation.

53



The prior distributions are again chosen to be noncommittal:

Normal”Q; 2«

Student-t” 3; 0; 0:5¢

Setup & Decision Rule

For all estimations, we use PyMC (Abramov etal., 2024) to draw 2,000 posterior samples after 1,000 warmup
iterations. We run four parallel sampling chains with adaptive step size tuning targeting a 95% acceptance
rate. For each metric in Table 3.8, we report the posterior mean, its 95% HPDI (highest posterior density
interval), and the standard deviation. The 95% HPDI describes an interval in which a parameter is likely to
be found.

Following Kruschke and Liddell (2018), we also implement regions of practical equivalence (ROPE)
around null values. The ROPE width is de ned@$ standard deviation of the posterior distribution

around the reference metric mean. For each Metvie de ne two ROPEs:

1. A pre-intervention ROPE centered on the pre-interventionMalgeusing the full 0:1 standard

deviation range to assess whether post-intervention performance di ers meaningfully from the baseline.

2. An ideal-value ROPE for e ectiveness and robustness nfaicioaty @ 1/@8bue class con -
dence, and entropy) with theoretical optimal véugs; Given that these metrics are bounded, we

implement an asymmetric ROPE that ext@ridstandard deviation only in the feasible direction:
~ For entropy, the ROPE extertiis standard deviation below the maximal vallogytf «.

~ For quality metrics, only pre-intervention ROPEs are implemented, as ideal situations are neither
straightforward (i.e., PINC) norfeasible (i.e., BERTScore). BERTScore has an asymmetric ROPE

extendin@:1 standard deviation below 1.0, while PINC extéridgandard deviation above O.

When the 95% HPDI for a metric of interest falls outside the ROPE, the null value is rejected, and the
parameter is considered to be di erent from the null value. If the HPDI falls entirely inside the ROPE, the

null value is accepted. Otherwise, we withhold judgment.

3.5.4 Pre-Intervention Performance of Attribution Models

The performance of attribution models on the original test sets from the EBG and RJ corpora is characterized
with respect to e ectiveness and robustness metrics. These results are documented for later comparison with

test sets transformed using the di erent prompting strategies underlying each sub-research question.
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Table 3.9:Summary of evaluation for attribution models in pre-intervention situations. EBG has 45 candi-
dates and RJ has 21. Maximal entropy for EBG is approximatelygs-49+) and for RJ is
approximately 4.3%@,"21s).

Corpus Attribution Model  Accuracy@1 Accuracy@5 True Class Entropy”®

Con dence
Logistic Regression 0.67 0.87 0.43 2.63
EBG SVM 0.73 0.89 0.25 4.27
RoBERTa 0.87 0.93 0.83 0.70
Logistic Regression 0.29 0.57 0.24 1.10
RJ SVM 0.29 0.52 0.13 3.35
RoBERTa 0.19 0.57 0.20 1.16

As discussed in Section 3.4, the attribution models demonstrate strong discriminative power across
scenarios, although their decision-making characteristics vary. Table 3.9 and Figure 3.1 illustrate these
di erences through e ectiveness and robustness metrics.

In the same-topic scenario (EBG corpus, 45 candidates), all models achieve notably high accuracy, ranging
from 0.67 to 0.87 for top-1 predictions, substantially exceeding the random baseline of approximately 0.02.
The performance gap widens when considering top-5 predictions, where models correctly identify the author
0.87 to 0.93 of the time, compared to the 0.11 random baseline. In the cross-topic scenario (RJ corpus, 21
candidates), where writing topics di er between training and testing, performance declines markedly but
remains above the 0.05 random baseline. Top-1 accuracy ranges from 0.19 to 0.29, while top-5 accuracy
stabilizes around 0.52 to 0.57 (compared to random guessing at 0.24). This degradation suggests that while
all models rely on topic-speci c features to varying degrees, logistic regression and SVM are more resilient
than RoBERTa.

The attribution models exhibit distinct patterns in their con dence allocation. In the EBG corpus,
RoBERTa displays high con dence, assigning on average 0.83 probability to the true author. This sharply
contrasts with SVM's conservative 0.25 and logistic regression's moderate 0.43. However, ROBERTa's
con dence proves brittle in the cross-topic scenario, dropping nearly fourfold to 0.20. The other models
show greater resilience, with their con dence roughly halving (logistic regression: 0.24 and SVM: 0.13).

The entropy distributions (Figure 3.1) reveal di erences in how models distribute probability mass across
the entire test sets. In both scenarios, SVM consistently maintains higher entropy (EBG: 4.27 bits and RJ:
3.35 bits), approaching the theoretical maxima of 5.49 and 4.39 bits, respectively. This balanced proba-
bility distribution aligns with SVM's optimization parameters, speci cally its large regularization strength
( 1000 for EBG, 10; 0000 for RJ). Such strong regularization encourages the model to trade

some prediction con dence for a wider margin between classes, resulting in more distributed probability
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Figure 3.1 Entropy distributions for attribution models in same- and cross-topic scenarios before inter-
vention. The vertical red dotted lines indicate the maximal possible éodgeop$«(for EBG
andlog,” 21« for RJ). SVM shows consistently high entropy across both scenarios due to strong
regularization ( 1000for EBG, 10;0000 for RJ), leading to more distributed probabil-
ity assignments. Logistic regression shows scenario-dependent entropy patterns, with higher
entropy in EBG (stronger regularization, 10:0) compared to RJ (weaker regularization,

0:01), while RoBERTa displays concentrated predictions in same-topic scenarios but more

distributed predictions when topics di er. The rug plots at the bottom show the distribution of
individual samples' entropy values.

assignments while maintaining competitive accuracy. This regularized behavior provides a more conservative
baseline for evaluating defensive transformations and suggests that SVM's predictions may be more resistant
to marginal lexical changes than are models that make more concentrated predictions.

RoBERTa shows a striking contrast, with very low entropy in the EBG corpus (0.70 bits), re ecting
its tendency to concentrate probability mass on a few candidates when topics align. However, its entropy
increases notably in the RJ corpus (1.16 bits), though it remains well below the maximal possible value. This
volatility in entropy further highlights RoBERTa's strong reliance on topic signals.

Logistic regression maintains moderate entropy levels (EBG: 2.63 bits and RJ: 1.10 bits), balancing between
concentrated and distributed predictions. Logistic regression in EBG uses much stronger regularization
( 1o0)thaninRJ( 0:01). Thisis re ected by the higher entropy observed in EBG, which contains
45 classes compared to 21 in RJ, as shown in Figure 3.1. With such a limited feature set, it is intuitive that
stronger regularization is chosen to establish ner decision boundaries when topics overlap, while allowing
greater exibility when topics shift.

In summary, the attribution models perform reasonably well across scenarios, providing appropriate
benchmarks for assessing the e ectiveness and robustness of LLM-based defenses. Their diverse behavior

also simulate a range of real-world attacks that adversaries with varying resources and skills might implement.
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4 LLM-based Paraphrasing and Back-translation Defenses

Prior work has demonstrated that paraphrasing and back-translation can reduce the e ectiveness of
authorship attribution technologies, albeit modestly. This chapter examines both approaches by simulating
them with local (i.e., Gemma-2, Llama-3.1, and Ministral) and closed-source LLMs (i.e., Claude-3.5 and
GPT-40). Their e ectiveness and robustness are evaluated against three standard authorship attribution
models: logistic regression based on function words, SVM using a wide range of stylistic characteristics, and
RoBERTa. The quality of the generation is also examined with respect to semantic retention and stylistic

change metrics, accompanied by manual analysis of worst-case generations.

4.1 Paraphrase Defense
LLMs are instructed to perform basic paraphrasing on the test sets using the following prompt.

system message : You are a helpful writing assistant. Your task is to paraphrase text while
preserving its meaning. Always enclose your paraphrased version between [REWRITE] and

[[REWRITE] tags.

user message : Please paraphrase the following text while maintaining its core meaning.
Text to be modi ed:
{{text to be modified}}

Provide your paraphrase between [REWRITE] and [[REWRITE] tags.

Five transformed test sets are generated from each corpus, each seeded with a di erent random state. The
mean and standard deviation of each metric are estimated via Bayesian hierarchical modeling based on the

observations from the ve new test sets.
4.1.1 Same-topic Scenario

E ectiveness & Robustness

Paraphrase defense proves remarkably e ective in defending against authorship identi cation attacks across
all tested attribution models on the EBG corpus, where topics are shared between training and test sets
(as shown in Table 4.1). This is seen in signi cantly reduced top-1 and top-5 accuracies, as well as lower

probability assigned to the correct authors, compared to the pre-intervention situations.
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Table 4.1:Performance of authorship attribution models on the EBG corpus under an LLM-based para-
phrase defense. All metrics are reported as mean [95% HPDI lower, 95% HPDI upper]. Accu-
racy@1 and Accuracy@5 re ect the model's ability to identify the true author among the top-1
and top-5 predictions. True Class Con dence indicates the probability assigned to the correct
author. Entropy measures prediction uncertainty (maximum = 5.49).

Attribution  Defense  Accuracy@l  Accuracy@5  True Class Entropy”®
Model Model Con dence

Gemma-2 0.03[0.00,0.07] 0.16[0.08,0.23] 0.05[0.02, 0.10] 2.28 [2.10, 2.45]
Llama-3.1 0.04[0.01,0.08] 0.15[0.07, 0.23] 0.05 [0.01, 0.09] 2.62[2.46, 2.80]
LogReg Ministral ~ 0.04[0.01, 0.09] 0.15[0.08, 0.23] 0.06 [0.02, 0.10] 2.21 [2.04, 2.37]
Claude-3.5 0.15[0.08, 0.22] 0.48[0.37, 0.59] 0.15[0.07, 0.22] 2.06 [1.89, 2.22]
GPT-40  0.41[0.30,0.51]0.62[0.51,0.72] 0.30[0.21, 0.40] 2.35[2.19, 2.51]

Gemma-2 0.08[0.03,0.13] 0.16 [0.08, 0.24] 0.06[0.02,0.11] 3.62[3.51, 3.73]
Llama-3.1  0.05[0.01,0.10] 0.12[0.05, 0.D9)5 [0.02, 0.10] 4.40 [4.33, 4.46]
SVM Ministral ~ 0.07[0.03, 0.13] 0.17 [0.09, 0.25] 0.07 [0.02, 0.12] 3.98 [3.89, 4.07]
Claude-3.5 0.17[0.09, 0.25] 0.34[0.24, 0.45] 0.11[0.04, 0.17] 3.50[3.40, 3.58]
GPT-40  0.41[0.30, 0.51]0.70[0.60,0.80] 0.17[0.09, 0.25] 4.36 [4.30, 4.43]

Gemma-2 0.01[0.00, 0.04] 0.12[0.06, 0.20] 0.03[0.01, 0.06] 1.54[1.39, 1.69]
Llama-3.1 0.01[0.00,0.04] 0.10[0.04,0.17] 0.03 [0.01, 0.06] 1.43 [1.27, 1.57]
ROBERTa  Ministral  0.01[0.00,0.04] 0.12[0.06, 0.19] 0.03 [0.01, 0.07] 1.50[1.35, 1.66]
Claude-3.5 0.50[0.39, 0.61] 0.69[0.59, 0.79] 0.46[0.35, 0.57]L.50 [1.35, 1.64]
GPT-40  0.56[0.44,0.67] 0.74[0.64,0.82] 0.53[0.42,0.63]51[1.36, 1.66]

To our surprise, local models demonstrate superior defensive capabilities to those of their much larger
closed-source counterparts. Against logistic regression, local LLMs reduce accuracy metrics to near-random
levels across attribution models, whereas closed-source models maintain notably higher accuracies, with GPT-
40 allowing an accuracy as high as 0.41 (95% HPDI: 0.30to 0.51). The phenomenon is more pronounced
when defending against RoBERTa, which proves remarkably susceptible to local LLMs, with all three models
reducing its top-1 accuracy to 0.014 (95% HPDI: 0.001 to 0.037). However, ROBERTa maintains substantial
predictive power against closed-source LLMs, with accuracy remaining above 0.50. This di erence suggests
that local LLMs may be particularly e ective at disrupting the semantic patterns RoBERTa relies upon for

attribution.

The entropy distributions (Figure 4.2) reveal distinct patterns in how LLMs a ect prediction uncer-
tainty. For logistic regression, all transformations except Llama-3.1 slightly decrease entropy from the pre-
intervention level of 2.6 bits, suggesting more concentrated but often incorrect predictions. The SVM
classi er shows more varied responses, with Llama-3.1 and GPT-40 showing slight increases in entropy to-

ward the theoretical maximum of 5.5 bits, though these increases appear marginal given the overlap between
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