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E JustForSlides_Rcode_220802pm2.txt - Notepad - O X

File Edit View €3

set.seed(1) # To allow anybody to replicate my "random" sample |
mysample = round(rnorm(100, mean=35, sd=7),0)

mysample

# Color via Powerpoint eyedropper and https://www.rgbtohex.net/

par(bg = "#1E@Q1E", col.axis = "lightgreen", cex=1.5, mai=c(1,1,0,0))
hist(mysample,col="darkgreen",main="",xlab="",ylab="")

mean(mysample)

CA\Users\Admin\Documents\1.Research\Other\Conferences\NACCL34\Workshop\Notes\Rsnippets\JustForSlides_Rcode 220802pm?2.txt - Notepad++
ile Edit Search View Encoding Language Settings Tools Macro Run Plugins Window 7

& ¥ aalaealio|s I Byl xB2% @ D>
JustForSlides_Rcode_220802pm2.txt []
106

11 set.seed(1l) # To allow anybody to replicate my "random" sample

12 mysample = round(rnorm(160, mean=35, sd=7),0)

13 mysample

14 # Color via Powerpoint eyedropper and https://www.rgbtohex.net/

15 par(bg = "#1E@O1E", col.axis = "lightgreen"™, cex=1.5, mai=c(1,1,0,0))
16 hist(mysample,col="darkgreen",main="",xlab="",ylab="")

17 mean(mysample) 1
18




(2008)

e Still the easiest-to-read R
textbook for linguists

 Adopts the traditional
“test parade” approach
o t tests, ANOVA, etc

 Examples from all areas of
linguistics (syntax,
sociolionguistics, etc), not
just the author’s own
research interests (phonetics)
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(2008)

 More of an “R-ish” book In
that it emphasizes
modeling and data
exploration rather than a
“test parade”
e But also t tests, ANOVA, etc

e Focuses on the author’s
own research interests
(lexical psycholinguistics)
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(2015)

 Mixes the test-parade and
explore-and-model
approaches

e Focuses on the author’s
own research interests
(usage-based grammar)
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k) (2017)

e Favors classic tests (like ANOVA) e Focus as In title
over fancy new ones (like mixed-
effects modeling) 19



(2020)

 Most up-to-date (& influential?)
R-for-linguists book

* Wide variety of data

e Lots of statistically sound yet
practical advice

e “Pure” explore-and-model
approach
 t test logic is crucial so it’s there,
but no ANOVA etc
e But not “pure” R
e RStudio (optional)
e tidyverse (obligatory)
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And...

 The Worst Stats Text eveR (Dan Stich, biologist)
https://danstich.github.io/worst-r/

e Yet Another Statistics-for-Linguistics Book (James Myers)
Until the end of September, 2022 (?):
https://personal.ccu.edu.tw/~Ingmyers/YASFLB.htm
Starting October, 2022 (?):

https://Ingmyers.ccu.edu.tw/var/file/64/1064/img/YASFLB.htm

e Stack Exchange and random people’s blogs

 Google* will help you find just the right information you need
*(or your own favorite search engine)
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* (Re)introduction to R
R resources
» Vectors & data
 Packages & graphs
e Characters & fonts
 Modeling & inference
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Faking data (simulation)

30

i _ :‘

mysample = round(rnorm(100, mean=35, sd=7), 0)
mysample # Vector (ordered values)

par(bg = "#1EOO1E", col.axis = "lightgreen",
cex=1.5, mai=c(1,1,0,0))

hist(mysample, col="darkgreen",
main="", xlab="", ylab=""

mean(mysample)
sum(mysample)/length(mysample) ©
sd(mysample) 20 30 40

sgrt(sum((mysample-mean(mysample))™2)/(length(mysample)-1))
vector not a vector

o
—
||||||||

wn




mymean = function(v) {
length.v = length(v)
S =0 #sum
t = 0 # total

for (| iIn 1:length.v) { # Looping through the vector 1:length.v

return(s/t)

mymean(mysample)
# Now try It on a huuuuuuuuuuuuuuuuuuuuuuge vector

huge = 1:1e8
huge

mean(huge) / Moral: Avoid looping if you can!
mymean(huge)
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corpus =
C(Iltoll’Ilbell’llorll,Ilnotll’lltoll’llbell’llthatll,llisll,Ilthell,llquestionll)

for (c in corpus) { ¥
print(c) you can loop through any vector

} another way to loop (if you don’t know how

/ many loops you need ahead of time)
X=0
if (x<100 && x>100) { # Not &

while (X < 100) {
— 1 _ y=1
}X L o / Velse if (x==100) {

more logic y = 2

/// } else {

nchar(corpus) == y=3
corpus|nchar(corpus)==3] }

corpus[nchar(corpus)!=3]
corpus[nchar(corpus)>2 & nchar(corpus)<5] # Not &&
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dir() # Make sure "Charlnfo.txt" is there data compiled in Excel —
chars = read.delim("Charinfo.txt")

A B C D E

head(chars) 1 [Char RadPos  NumStrokes LiuShu  Freq |
S h— 1§55 2542556

Char RadPos NumStrokes LiuShu Freq El ’ U;” e

1 — other 1 5 2542556 < QAR | 62853
2 T other 2 Zfz 13648 7 3 322
3 + other 2 HE IS 62853 S 38R 5182
il )a) top 3 iz 2 322 = 3I5IE 301762
5 i other 3 %f 5182 E 3453 828394
6 = other 3 §E& 301762 + - 589356

9694

» As of version 4.2.0, R can finally
handle Unicode natively in Windows! ﬁ

2831612

18

— o

Number of strokes: s&/)\ « =538 - E% (2015), —_ = %3 K538 [YES-CEDICT Chinese Dictionary], The
Journal of Modernization of Chinese Language Education (HK Office), 4(1).

JN=: Wiktionary, )28 (http://www.zdic.net/), FEZRFHEFEL (http://xh.5156edu.com/)

Frequency: http://technology.chtsai.org/charfreqg/sorted.html 30



acorm(charssrec) CharsLo0fieq_ pcharsséreq

qqgline(chars$Freq) gqgnorm(chars$LogFreq)
qqgline(chars$LogFreq)

Normal Q-Q Plot Normal Q-Q Plot

Sample Quantiles
Sample Quantiles
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* (Re)introduction to R
e R resources
e Vectors & data
e Packages & graphs
e Characters & fonts
 Modeling & inference
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library(ggplot2) # A super-popular graphics package
mydata = data.frame(mysample)
myhist = ggplot(data = mydata, aes(x = mysample)) +
geom_histogram(binwidth=5, fill="darkgreen") +
theme(plot.background = element_rect(fill="transparent”, color=NA),
panel.background = element_rect(fill="transparent"),
axis.text=element_blank(),
axis.line=element_blank(),
axis.ticks=element_blank(),
axis.title=element_blank(),
panel.grid.major = element_blank(),
panel.grid.minor = element_blank())
myhist
ggsave("MyHist.png"”, myhist, bg="transparent")
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library(tidyverse) /\

(founded by Hadley Wickham, also responsible for RStudio and ggplot2)
# Contains readr & tibble: wrap data frames inside “tibbles”

> chars.t = read delim("CharInfo.txt")

Rows: 13058 Columns: 5 S
— Column specification
Delimiter: "\t"

chr (3): Char, RadPos, LiuShu 0
dbl (2): NumStrokes, Freq ¢ PrOS-

(i] Use ?spec() " to retrieve the ful% column specification for this data: °® ShOWS extra Variable info
(i) Specify the column types or set “show col types = FALSE  to quiet this message.

- -

> chars.t « Web & books may use it
# A tibble: 13,058 x 5

Char RadPos NumStrokes LiuShu Freq (:: .
<chr> <chr> <dbl> <chr> <dbl> ® Ons.

1 — other 1 ¥ 2542556

2 T other 2 & 13648  Wordy by default

3 + other 2 HE;IEE 62853

4 A t 3 E 322 1 1

S P hE e » Unicode help irrelevant now
6 = other 3 5% 301762 - - o o C '
7 E  other 3 828391 e tidyverse is “opinionated
8 T other 3 #§ 589356

9 JT top 3 <NA> 9694

10 R other 4 g 2831612

# .. with 13,048 more rows

# (i) Use "print(n = ...)"  to see more rows

> 35



e tidyverse also contains these packages:

# dplyr ("data-pliers" ha ha)

chars$LogFreql = log(chars$Freq) # Traditional way

chars = mutate(chars, LogFreq2 = log(Freq)) # Cool way

# magrittr (for "piping"”, like water pipes, not famed painting)
X = sum(1,2) # Traditional way

X =1; X %>% sum(2) # Cool way

(I’'m not cool...)

https.//en.wikipedia.org/wiki/The_Treachery of Images
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If the package isn’t in CRAN
 Maybe It’s just some R code, like this (created by A. Blejec):
source("http://ablejec.nib.si/R/quincunx.R")

 If I’s Intended to be a full package, then first install Rtools
(a separate program from R and RStudio):

https://cran.r-project.org/bin/windows/Rtools/
 Then back in R, install & run the devtools package:

Install.packages("devtools")
library(devtools)

# Then you can create packages from files on GitHub etc, e.g.:

Install_github("vasishth/lingpsych") # For next tutorial!
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e R resources
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e Characters & fonts
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38



Working with characters

X = "AZKIKER"

nchar(x)

x1 = paste(x, "IE", sep=""); x1
substring(x,4,5)
substring(x,nchar(x),nchar(x))
strsplit(x,"2k") # Creates a list

y = unlist(strsplit(x,"")); y

grep("R",y)

z = "How do you do"
zv = unlist(strsplit(z," ")); zv
grep("d”,zv)

freq.zv = table(zv); freq.zv
names(freq.zv)
as.vector(freqg.zv)

adist(x,x1)

X2 = gsub("2R","E",x); x2
as.vector(adist(x,x2))
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Annotating a corpus

mycor
mycor
mycor
mycor
mycor

ous.text = unlist(strsplit("ZZE 1 H",""))
ous = data.frame(Char = mycorpus.text)
DUS = merge(mycorpus,chars,sort=F)

ous = mycorpus|,c("Char","LiuShu")] # rows, columns

ous # See? Like VLOOKUP() In Excel...

40



Plotting text

# library(ggplot2) # Only need to load it once per session
ggplot(chars, aes(x=LogFreq, y=NumStrokes, label=Char)) +
geom_text(size=12, color="darkgreen") +
theme(plot.background =
element_rect(fill="#1EO0O01E"),
panel.background = element_blank(),
axis.text=element_blank(),
axis.line=element_blank(),
axis.ticks=element_blank(),
axis.title=element_text(size=28,
color="green", family="serif"),
panel.grid.major = element_blank(),
panel.grid.minor = element_blank()) ﬁ

Why this white line???
| still don’t know how to fix this, even after searching, e.g.:

https://stackoverflow.com/questions/6528180/ggplot2-
plot-without-axes-legends-etc
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Using weird fonts N

# Default fonts j [1] "TT Times New Roman"
windowsFonts() SELE

[1] "TT Arial™

Smono
[1] "TT Courier New"

TN

Find the actual name of
your desired font file

42



https://cran.rstudio.com/web/packages/showtext/vignettes/introduction.html

library(showtext)

font_add(family="clerical",
regular="SIMLIL.TTF")

font_add(family="fraktur",
regular= "OLDENGL.TTF")

showtext_auto()

par(bg = "#1EOO1E", mai=c(0,0,0,0))

plot(1:3,1:3,type="n")

text(2,2.2," XZEKE", col="darkgreen",
family = "clerical”, cex = 8)

text(2,1.8,"R", col="red",
family = "fraktur", cex = 10)
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Linear modeling

set.seed(2)

X = rnorm(100)

y = X + rnorm(100,sd=1.5)

Xy.lIm = Im(y~x)

# What should be the intercept & slope...?
summary(xy.lm) # Guess before you run!

par(bg = "#1EOO1E", col.axis = "lightgreen",

cex=2, mai=c(0,0,0,0),
col.lab = "lightgreen", xaxt="n", yaxt="n")

plot(x,y,pch=19, col="darkgreen")
abline(xy.lm, col="red", lwd=5)
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t tests are also linear models

set.seed(2)

X = ¢(rep(0,50),rep(1,50))

y = X + rnorm(100,sd=1.5)

# ?t.test (see Value section)
t.test(y~x,var.equal=T)$p.value

Xy.lm = Im(y~x)
summary(xy.lm)$coefficients["x","Pr(>|t|)"]

par(bg = "#1EOO1E", col.axis = "lightgreen",
cex=2, mai=c(0,0,0,0),
col.lab = "lightgreen", xaxt="n", yaxt="n")

plot(x,y,pch=19, col="darkgreen")
abline(xy.Im, col="red", lwd=5)



Multiple regression is also “linear”

library(rgl) # See also plotly: scatter_3d()
set.seed(1)

X1 = rnorm(100)

X2 = rnorm(100)

y = X1+x2+rnorm(100)/2

plot3d(x=x1, y=x2, z=y,
col="darkgreen", size=10) 4

# Add "linear" plane

coefs = coef(Im(y~x1+x2))
a = coefs["x1"]

b = coefs["x2"]

c=-1

d = coefs["(Intercept)”]
planes3d(a, b, c, d, alpha=0.3) (closest corner of




R models all have similar syntax

e Linear models: Im(y—~X...)
o Fit via fixed formulas
ey ~X1*X2#same asy ~ X1 + X2 + |(x1*x2) # | = identity
 Repeated measures: fit each random grouping unit (e.g., participant),
then run one-sample t tests on coefficients (aov(y~Xx+Error(...))
* Generalized linear models: glm(y~x..., family=binomial)
e Fit via loops (may take time, may crash, e.g. fail to “converge”)

 Mixed effects models (Ime4): (g)lmer(y—x... + (X|g) ...)
* Fit via fancier loops (takes even more time, crashes often)

* Generalized additive models (gamm4): gamm4(y~s(X)...)
e Fit via adding well-defined wiggly lines to match your wiggly data
e Purely additive, so can’t do literal interactions like the above 48



And, finally, inference



© ... then check if your actual
sample is an “outlier” in this
distribution of distributions...

—

O ... potentially at
either end...

—

® ../ representing the null hypothesis

15 20 25 30

10

20

(e.g/, that the population'mean is zero)

J © ... which yields p
(chance probability of

O Use your sample parameters and size to getting results at least as

generate an idealized distribution of samples... extreme as you actually did).
50

30 40 50



That’s “frequentist” inference

« AKA NHST (null hypothesis significance testing)
e Easy to calculate, seems to give precise and “objective” results
 Textbooks and publishers emphasize it

e But it focuses on rejecting the null hypothesis...
e ... Which usually isn’t your research hypothesis...
e ...and even if it is, It doesn’t let you accept the null hypothesis:

not(show(pattern)) = show(not(pattern))

e Risk of “p-hacking”
» Lots of leeway for subjective decisions along the way (“cheating”)

e One-tail or two-tail? Run many tests until you get p < .05?
Maybe p = .051 is “close enough™ ...
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Using simulation to test significance

set.seed(1)

X = rnorm(100)

y = X + rnorm(100,sd=4.5) # Noisier
# Plotted same way as before

Im.p.val = summary(Im(y~x))$coefficients["X","Pr(>|t|)"]
Im.p.val
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model.obs = Im(y~X); plot(x,y) # Plot nothing just to get ready for following
slope.obs = summary(model.obs)$coefficients["x","Estimate"]
extremes =0
B = 10000
for (i in 1:B) {
X.new = sample(x); y.new = sample(y)
model.new = Im(y.new~x.new)

abline(model.new,col= r%b{red =0.5, green=0.5,
blue=0.5, alpha=0.1)) ransparent gray

slope.new =
summary(model.new)$
coefficients["'x.new","Estimate"]

If (abs(slope.new) >= abs(slope.obs)) {
extremes = extremes + 1

}

}
points(x,y,pch=19,cex=1.5)

abline(model.obs,lwd=3,col="red")
resamp.p.val = extremes/B
resamp.p.val




Using simulation to test statistical power

faker = function(n=100, err.sd=2, a=0, b=1) {
x=rnorm(n) # Create fake x
y=a+b*x + rnorm(n)*err.sd
return(data.frame(Xx,y))

}

xy.new = faker()
summary(Im(y~x,data=xy.new))$coefficients ["x","Pr(>|t|)"]

xXy.new2 = xy.new[1:10,] # Hard to detect in small sample
summary(lIm(y~x,data=xy.new?2))$coefficients ["'x","Pr(>|t])"] -,



Power: probability of detecting “truth”

samplesize = 10
B = 10000
hits = 0O
for (1n 1:B) {
Xy.new = faker(samplesize)
xy.new.p = summary(Im(y~x,data=xy.new))$coefficients["X","Pr(>|t]|)"]
If (xy.new.p < 0.05) {
hits = hits + 1
}

}
hits/B
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Another type of inference...



Prior distribution
(plausible first guess)

!

]

Your data

Posterior distribution
(what you’ve learned)

-
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That’s “Bayesian” inference

 Harder to calculate
 Not a big deal anymore with fancy computers

 Prior distribution is “subjective”
e But that’s where the subjectivity should be

 Doesn’t give p values
e But you can still express your degree of confidence in a claim

 [ts many advantages have made it increasingly popular
e E.g. your data can be used to support the null hypothesis...
e ... without being fooled by a mere lack of power
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https://paul-buerkner.github.io/brms/
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The simplest Bayesian tool: Bayes factors

likelihood(evidence given hypothesis) X prior

osterior = .
b evidence

: likelihood(H;) X prior(H;)
posterior(H,) = ( 32 priordiy )

C V IUCIIb(

posterior(Hy) =

posterior(H,) likelihood(H,)
posterior(H,) likelihood(H,)

Bayes factor
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set.seed(1)

X = c(rep(0,50),rep(1,50))

y = rnorm(100,sd=3) # Null hypothesis (HO) Is true

xy.dat = data.frame(X,y); plot(xy.dat); abline(Im(y~x,data=xy.dat))
t.test(y~x,var.equal=T)$p.value

library(BayesFactor)

BFManual() # Look up BF version of unpaired t test
bfl = ttestBF(formula = y~x, data = xy.dat) # H1/HO
bfO = 1/bfl # HO/H1,; bfO

* Rule of thumb: BF > 3 gives “some evidence” for top hypothesis
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Part Il

Case studies



e Case studies: What do you want to discuss?
My other NACCL talk: compiling results, fancy graphing
« My LabPhon talk: sound files, web pages, special-purpose stats

 Some other character stuff: corpus analysis, image files, Al
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Perception of curved strokes in characters

|
| |

* Press buttons to indicate If stroke Is curved vs. straight

 Non-R software
 Wenlin (https://wenlin.com) to create the fake characters
e PsychoPy (https://www.psychopy.org) to run the experiment
 Excel to get a human’s-eye view of the raw data files
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X8 1_CurvedStrokeExp 2022 Jan_10_1610.csv
B 2 CurvedStrokeExp 2022 Jan 10 1612.csv
B 3_CurvedStrokeExp_2022_Jan_12_0926.csv
B 4 CurvedStrokeExp 2022 Jan_12_0943.csv
B 5 CurvedStrokeExp 2022 Jan 12_1526.csv
B 6 CurvedStrokeExp 2022 Jan 13_1031.csv
B 7 CurvedStrokeExp 2022 Jan_13_1454.csv
B 8 CurvedStrokeExp_ 2022 Jan_14_0903.csv
B 9 CurvedStrokeExp 2022 Jan_14_1059.csv
B 10_CurvedStrokeExp 2022 Jan 14 1358.csv
B 11_CurvedStrokeExp_2022_Jan_17_0901.csv

ABLARY Hamr apeee 91702 418403 Hewr







##
##
##
##
##
##
##
##
#H#
##
##
##
##
##
##
##
##
##
##
##

in full data file, get rid of practice and other irrelevant rows
concatenate group name & subject names to Reep them different across groups,
extract relevant stimulus name from block/group info (due my overly clever PsychoPy method):
"Item": BlockRlA = Group A, Block 1, etc
extract Width category and Curving degree info from file name:
"Width": mm_wob_wl@cxxc.png = "wide", mm_wob_w@lcxxc.png = "narrow"
"Curving"”: mm_wob_wxxc@3c.png = 3
merge repetitions and trials:
"Repetition”: BlocklRepetition, Block2Repetition
"Trial": BlockiTrial, Block2Trial
merge keys & RT:
"Key": BlocklKey, Block2Key
"RT": BLocR1RT, BlLocR2RT
interpret Key "s" and "L" as "C" (curved) and "S" (straight) depending on group:
“"Choice": A & B: s = "s", L = "C"; Cc &D: s = "C", L = "S"
"Cresp”: 1 if "C", @ if "S" (i.e. "curved response")
keep/order just the following:

"Group", "Subj", "BlockR", "Repetition", "Trial", "Item", "Width", "Curving"”, "Choice"”, "Cresp",

remove all remaining NA (which is what R converts blanks into),
in full data file, change "None" into "NA",

##%# finally write to text file

69
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## Loop through each group folder (A, B, C, D) & do other things noted above to create basic alldata file
groups = dir()

alldata = data.frame(Group=NA,Subj=NA,BlocklA=NA,Block2A=NA,Block1B=NA,Block2B=NA,BlocklC=NA,Block2C=NA,
Block1D=NA,Block2D=NA,BlocklRepetition=NA,BlocklTrial=NA,Block2Repetition=NA,Block2Trial=NA,
BlocklKey=NA,Block1lRT=NA,Block2Key=NA,Block2RT=NA)

—for (g in groups) {

setwd(g)

filenames = dir()

— for (fn in filenames) {
this.file = read.csv(fn,header=T)
this.file$BlocklRepetition = this.file$FirstBlockLoop.thisRepN
this.file$BlocklTrial = this.file$FirstBlockLoop.thisN
this.file$Block2Repetition = this.file$SecondBlockLoop.thisRepN
this.file$Block2Trial = this.file$SecondBlockLoop.thisN
this.file$BlocklKey = this.file$FirstBlock Resp.keys
this.file$Block1RT = this.file$FirstBlock Resp.rt
this.file$Block2Key = this.file$SecondBlock Resp.keys
this.file$Block2RT = this.file%$SecondBlock Resp.rt
this.file$Group = this.file$group
this.file$Subj = this.file$participant
this.file = this.file[,c("Group","Subj","BlocklA","Block2A","Blockl1lB","Block2B","Block1lC", "Block2C",

"Blockl1D","Block2D", "BlocklRepetition”,"BlocklTrial”,"Block2Repetition”, "Block2Trial”,
"BlocklKey"”,"BlocklRT", "Block2Key", "Block2RT")]

alldata = rbind(alldata,this.file)

- )
setwd("..")

i)
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## Get rid of practice and other irrelevant rows

alldata =

subset(alldata, !(is.na(alldata$BlocklTrial) & is.na(alldata$Block2Trial))) # Not both NA

## concatenate group name & subject names to keep them different across groups

alldata$Subj =

paste(alldata$Group,alldata$Subj,sep="")

## extract relevant stimulus name from block/group info (due my overly clever PsychoPy method):

## "Item": BlocklA =
alldata$Item = NA

alldata$Item[alldata$Group=="A"
alldata$Item[alldata$Group=="A"
alldata$Item[alldata$Group=="
alldata$Item[alldata$Group=="
alldata$Item[alldata$Group=="

B
B
C
alldata$Item[alldata$Group=="C"
D
D

"

"

n

alldata$Item[alldata$Group=="D"
alldata$Item[alldata$Group=="

"

RO RO Q0 RO RO RO 0O Q0

lis
lis

lis
lis

.na(alldata$BlocklTrial)]
.na(alldata$Block2Trial)]
lis.
lis.
lis.
.na(alldata$Block2Trial)]
.na(alldata$BlocklTrial)]
lis.

na(alldata$BlocklTrial)]
na(alldata$Block2Trial)]
na(alldata$BlocklTrial)]

na(alldata$Block2Trial)]

Group A, Block 1, so find appropriate item given value of

alldata$BlocklA[alldata$Group=="A"
alldata$Block2A[alldata$Group=="A"
alldata$BlocklB[alldata$Group=="B
alldata$Block2B[alldata$Group=="B
alldata$BlocklC[alldata$Group=="C
alldata$Block2C[alldata$Group=="C"
D
D

alldata$BlocklD[alldata$Group=="D"
alldata$Block2D[alldata$Group=="

20 QO 20 RO QO RO RO QO

lis
lis

lis
lis

.na(alldata$BlocklTrial)]
.na(alldata$Block2Trial)]
lis.
lis.
lis.
.na(alldata$Block2Trial)]
.na(alldata$BlocklTrial)]
lis.

na(alldata$BlocklTrial)]
na(alldata$Block2Trial)]
na(alldata$BlocklTrial)]

na(alldata$Block2Trial)]
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## extract Width category and Curving degree info from file name:
## "Width": mm_wob_wlOcxxc.png = "wide", mm_wob w@lcxxc.png = "narrow"
## "Curving"”: mm _wob wxxc@3c.png = 3

alldata$Width = "narrow”
alldata$Width[substring(alldata$Item,8,10)=="wle"] = "wide"

alldata$Curving = as.numeric(substring(alldata$Item,12,13))

## merge repetitions and trials:
## "Repetition": BlocklRepetition, Block2Repetition
## "Trial": BlocklTrial, Block2Trial

alldata$Repetition = gsub("NA","",paste(alldata$BlocklRepetition,alldata$Block2Repetition,sep=""))
alldata$Trial = gsub("NA","",paste(alldata$BlocklTrial,alldata$Block2Trial,sep=""))

## merge blocks:
## "BlocRkR": BlocklA ==> 1, Block2A ==> 2, Block2B ==> 2,

alldata%$Block = ©
alldata$Block|[!is.na(alldata$BlocklTrial)] = 1
alldata$Block[!is.na(alldata$Block2Trial)] = 2

## merge keys & RT:
## "Key": BlocklKey, Block2Key
## "RT": Block1RT, Block2RT

alldata$Key = gsub("NA","",paste(alldata$BlocklKey,alldata$Block2Key,sep="")) # May be "None"
alldata$RT = as.numeric(gsub("NA","",paste(alldata$BlocklRT,alldata$Block2RT,sep=""))) # Numeric may coerce to "NA"
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## interpret Key "s" and "L" as "C" (curved) and "S" (straight) depending on group:
## "Choice": A&B: s ="S", L = "C"; C&D: s ="C", L ="S"
## "Cresp": 1 if "C", @ if "S" (i.e. "curved response")

alldata$Choice = "None"

alldata$Choice[is.element(alldata$Group,c("A","B")) & alldata$Key == "s"] = "S"
alldata$Choice[is.element(alldata$Group,c("A","B")) & alldata$Key == "1"] = "C"
alldata$Choice[is.element(alldata$Group,c(”"C","D")) & alldata$Key == "s"] = "C"
alldata$Choice[is.element(alldata$Group,c(”"C","D")) & alldata$Key == "1"] = "S"

alldata$Cresp = NA
alldata$Cresp[alldata$Choice=="S"] = @
alldata$Cresp[alldata$Choice=="C"] =

1
## change "None" into "NA"
alldata$Key[alldata$Key == "None”] = NA
alldata$Choice[alldata$Choice == "None"] = NA

## keep/order just the following:
## "Group", "Subj", "Block", "Repetition", "Trial", "Item", "Width", "Curving"”, "Key", "Choice", "Cresp", "RT"

alldata = alldata[,c("Group”,"Subj"”,"Block”,"Repetition”,"Trial"”,"Item", "Width","Curving”, "Key",
"Choice","Cresp"”,"RT")]

setwd("../../Analyses™)

write.table(alldata,file="CurvedData.txt",sep="\1t")
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Perception of curved strokes in characters

|
| |

* Press buttons to indicate If stroke Is curved vs. straight

 Non-R software
 Wenlin (https://wenlin.com) to create the fake characters
e PsychoPy (https://www.psychopy.org) to run the experiment
 Excel to get a human’s-eye view of the raw data files
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Graphing generalized
additive mixed-effects
models (GAMM)
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Create GAMM

e | want to test an “interaction” to see If width affects curving perception
« But GAMM doesn’t have literal interactions (it’s all additive)
e Google for advice on continuous x factorial “interactions” in GAMM:

https.//stats.stackexchange.com/questions/403772/
different-ways-of-modelling-interactions-between-continuous-and-categorical-pred

s Translate into gamm4 &
non-tidyverse syntax w

ccp$Width = factor(ccp$Width)
ccp$Width.o = ordered(ccp$Width)

resp.gamm = gamm4(Cresp ~ Width.o + s(Curving) +
s(Curving, by = Width.o),
family=binomial, random=~(Width.o+Curving|Subj),
data=ccp)

(Where possible, | double-checked in mixed-
effects regression, which I’'m more familiar
with, and got compatible results)
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Calculate model fit and 95% confidence bands

https://m-clark.github.io/generalized-additive-models/application.htmi

“This document was last modified 2022-07-16. Original draft August 2012.
(@%$%* me I’'ve been doing this stuff a while).”

## Plot, using Clark (2013) method to put y axis back onto original scale

testdata.n = data.frame(Curving=seq(1,10, length=100), Width.o="narrow")
fits = predict(resp.gamm$gam, newdata=testdata.n, type="response”, se=T)
predicts.n = data.frame(testdata.n, fits)

testdata.w = data.frame(Curving=seq(1,10, length=100), Width.o="wide")
fits = predict(resp.gamm$gam, newdata=testdata.w, type="response”, se=T)
predicts.w = data.frame(testdata.w, fits) (gam fits give you standard
predicts.resp = rbind(predicts.n,predicts.w) error but not 95% confidence)
rm(testdata.n,fits,predicts.n,testdata.w,predicts.w)

predicts.resp$Width = predicts.resp$Width.o # For plotting purposes
predicts.resp$Conf95min = predicts.resp$fit - 1.96*predicts.resp$se.fit
predicts.resp$Conf95max = predicts.resp$fit + 1.96*predicts.resp$se.fit

(so this bit is also taken from Clark) J 78



Our old friend ggplot2

# y range
miny = min(predicts.resp$Conf9smin) (I first learned how to make this kind of plot from
maxy = max(predicts.resp$Conf95max)

my former student/postdoc Chen Tsung-Ying)
# Plot response choices

ggplot(data = predicts.resp, mapping = aes(x = Curving, y = fit, color = Width, fill = Width)) +
geom_line(size=1) + geom_ribbon(mapping = aes(ymin = Conf95min, ymax=Conf95max), alpha = .2, color = FALSE) +
scale y continuous(limits = c(ymin = min(@,miny), ymax = max(l,maxy)), breaks = seq(@,1,by=0.2)) +
scale x_continuous(limits = c(xmin = 1, xmax = 10), breaks = 1:10) +
scale color_manual(values=mycols) +
scale fill manual(values=mycols) +
labs(x = "Curving degree"”, y = "Curving response rate”,

~ color = "Width", shape = "Confidence") +
guides(color = guide_legend(override.aes = list(fill = mycols))) +
theme(plot.title=element text(size=18,face="bold"),
plot.subtitle=element text(size=16),
axis.text=element text(size=16),
axis.title=element text(size=16),

legend.title = element_text(size=16),

legend.text = element_text(size=14),

panel.background = element_rect(fill = "white"),
axis.line.x = element _line(color = "black"”, size
axis.line.y = element _line(color = "black"”, size

n
@ ®
ul un
—
—
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JARS for those prEtty CO|OI‘S... Return to Part Il menu

| wanted my color graphs to also be
clearly printable in black and white

 Googling led me to the link below*

library(sp)
X = bpy.colors(); length(x)
plot(1:100,pch=19,cex=2,col=x)

X[33]; X[66]
mycols = c("#FF718EFF","#4800FFFF")
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Multi-language syllable judgments

Myers, J. & Chen, T.-Y. (2022). An online exploration of cross-linguistic variation in
wordlikeness judgments. Poster presented at Laboratory Phonology 18.

e 9 languages/dialects; for each, native listeners make yes/no
acceptability judgments on fake syllables created from that
language’s phonemes & tones
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Measuring syllable durations

e Could do this with Praat (https://www.fon.hum.uva.nl/praat/)
e But you can do it with R too:

library(tuneR)

window.size = 100 # Default in VoiceKey is 100
threshold = 50 # Default in VoiceKey is 2

rms = function(x) {
return(sqrt(mean(x~2)))
}
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sounds = dir()

Filenames = sounds; Onsets = NULL; Offsets = NULL; Durations = NULL

for (s in sounds){

this.s = readWave(s)

this.s.amp = this.s@left # Amplitude at each sampling point (left channel) - y axis of plot
this.s.len = length(this.s) # Number of sampling points

this.s.time = round(1000*(1:this.s.len)/this.s@samp.rate,0) # Time in milliseconds - x axis of plot
this.s.dur = max(this.s.time) # File duration

# To find onset, move window from Left till RMS is threshold x Leftmost RMS (if never, use © ms)
max.left.window = round(this.s.dur/2,0) # Check windows up to halfway through the file
rms.left.min = rms(this.s.amp[this.s.time <= window.size]) # RMS for first window on Lleft
this.left.ms@ = -1 # Start of window in ms (by default, start of file)

reach.threshold = F

onset = @ # Start of sound in ms

# Check until halfway or RMS reaches threshold

while(this.left.ms@ < max.left.window &2& !reach.threshold){

this.left.ms@ = this.left.ms@ + 1

this.left.msl = this.left.ms® + window.size

this.left.amp = this.s.amp[this.s.time >= this.left.ms@ & this.s.time <= this.left.msl]
this.left.rms = rms(this.left.amp)

if (this.left.rms >= threshold*rms.left.min){

| reach.threshold = T

onset = this.left.ms@

Onsets = c(Onsets,onset)
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# To find offset, move window from right till RMS is threshold x rightmost RMS (if never, use max ms)
min.right.window = round(this.s.dur/2,0) # Check windows down to halfway through the file
rms.right.min = rms(this.s.amp[this.s.time >= this.s.dur-window.size]) # RMS for Last window on right
this.right.ms® = this.s.dur-window.size-1 # Start of window in ms

reach.threshold = F

offset = this.s.dur # End of sound in ms (by default, end of file)

# Check until halfway or RMS reaches threshold
while(this.right.ms@ > min.right.window && !reach.threshold){
this.right.ms@ = this.right.ms@ - 1

this.right.msl = this.right.ms@ + window.size
this.right.amp = this.s.amp[this.s.time >= this.right.ms@ & this.s.time <= this.right.ms1]
this.right.rms = rms(this.right.amp)

if (this.right.rms >= threshold*rms.right.min){
reach.threshold = T

offset = this.right.msl

Offsets = c(Offsets,offset)

duration = offset-onset

Durations = c(Durations,duration)

}
}

this.measurements = data.frame(Filenames,Onsets,Offsets,Durations)
write.table(this.measurements, "Measurements.txt")
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Return to Part Il menu
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Multi-language syllable judgments

Myers, J. & Chen, T.-Y. (2022). An online exploration of cross-linguistic variation in
wordlikeness judgments. Poster presented at Laboratory Phonology 18.

e 9 languages/dialects; for each, native listeners make yes/no
acceptability judgments on fake syllables created from that
language’s phonemes & tones
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“Scraping” Polish IPA from Wiktionary

https:.//en.wiktionary.org/wiki/Category:Polish_1-syllable words
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# Load tools

1
1

ibrary(readr) # For Unicode crap
ibrary(stringr) # For string matching

# Initialize

morepages = TRUE # For while loop, since total number of pages is unknown

i
i
n
i

ndexpage.url = character(50) # Should actually be about 25

ndexpage.contents = vector("list",58)

extpage.url = "https://en.wiktionary.org/wiki/Category:Polish 1-syllable words"

ndex.base.url = "https://en.wiktionary.org/w/index.php?title=Category:Polish 1-syllable words"

# Specific versions of this page append "&pagefrom=XXX#mw-pages", where XXX is first item on next page

# Find all index pages

i

=8

—lwhile (morepages) {

# Check if there is a next page at all

if (nextpage.url == "") {
morepages = FALSE

} else {

# Download next index page
i=1i+1

thispage.url = nextpage.url
thispage.contents = read lines(thispage.url)
# Save URL and contents

indexpage.url[i] = thispage.url

indexpage.contents[[i]] = thispage.contents
# Search contents for next Link
thispage.nextlink.line.loc = grep(“>next page<”,thispage.contents)[1l] # Link at top of page
# If there is a next link, find it

if (!is.na(thispage.nextlink.line.loc)) { # If grep("»next page<",thispage.contents) = integer(@)
thispage.nextlink.line = thispage.contents[thispage.nextlink.line.loc]

thispage.nextlink.line.start = str_locate(thispage.nextlink.line,"previous page") # Affer this is next page URL
thispage.nextlink.nextpart = substring(thispage.nextlink.line,thispage.nextlink.line.start[1])
thispage.nextlink.pagefrom = str_locate(thispage.nextlink.nextpart,“pagefrom=")

thispage.nextlink.mwpages = str_locate(thispage.nextlink.nextpart, #mw-pages")

nextpage.firstitem = substring(thispage.nextlink.nextpart,thispage.nextlink.pagefrom[2]+1,thispage.nextlink.mupages[1]-1)
nextpage.url = paste(index.base.url,"&pagefrom=",nextpage.firstitem, "#mv-pages”,sep="")

} else {

nextpage.url = ""
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# Loop through entry URLs, get page, find Polish headline, jfind next headline, find IPAs in between

all.ipa = character(num.entries)

Jfor (i in l:num.entries) {

this.entry.all = read lines(all.urls[i])
# Find all Language-level headlines
all.Ilngs.loc = grep("<h2><span class=\"mw-headline\"",this.entry.all)
all.loc = c{all.lngs.loc,length(this.entry.all)) # Including end of page
# Which of these is Polish?
polish.start = grep("<h2><span class=\"mw-headline\" id=\"Polish\"",this.entry.all)
polish.end = min(all.loc[all.loc>polish.start]) # Start of next entry or end of page
# Focus just on Polish part
this.entry = this.entry.all[polish.start:polish.end]
# Find overtly stated IPA (not just in rhyme section; maybe be in more than one pronunciation section)
ipa.lines.loc = grep(">IPA<",this.entry)
num.ipa.lines = length(ipa.lines.loc) # In case there's more than one pronunciation on separate Lines
this.ipa = "" # For concatenating in CSV fashion if there's more than one pronunciation
# Loop through IPA Lines
for (j in ipa.lines.loc) {
# Actual IPA comes between "<span class=\"IPA\">" and "</span></Li>"
this.ipa.line = this.entry[j]
ipa.start = str_locate_all(this.ipa.line,"<span class=\"IPA\">") # May be more than one
ipa.end = str_locate_all(this.ipa.line,”</span>") # Always more than one
num.ipa.inrow = nrow(ipa.start[[1]])
# Loop through IPA within each Line
for (k in 1:num.ipa.inrow) {
this.ipa.start = ipa.start[[1]][k,"end"]+1
this.ipa.end = min(ipa.end[[1]][,"start"][ipa.end[[1]][,"start"]>this.ipa.start])-1
this.ipa = paste(this.ipa,substring(this.ipa.line,this.ipa.start,this.ipa.end),sep=",")
¥
# Remove stray commas?
if(substring(this.ipa,1,1)==",") {
this.ipa = substring(this.ipa,2)
}
if(substring(this.ipa,nchar(this.ipa),nchar(this.ipa))==",") {
this.ipa = substring(this.ipa,1,nchar(this.ipa)-1)
}
}

all.ipa[i] = this.ipa # May include more than one IPA, separated by commas
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https://tm.r-forge.r-project.org

tm - Text Mining Package

tm (shorthand for 7ext Mining Infrastructure in R) provides a framework for text mining applications within R.

The tm package offers functionality for managing text documents, abstracts the process of document manipulation
and eases the usage of heterogeneous text formats in R. The package has integrated database back-end support to
Illlli" MEMMOTV AEINAaANnas An ad ANCEO II‘-.--II-I-:'II‘I 7II!"I"I C.() 8 0 C !Iil C X (10 MENLS 0

alleviate the usage of large and with meta data enriched document sets.

The package provides native support for reading in several classic file formats (e.g. plain text, PDFs, or XML files).
There is also a plug-in mechanism to handle additional file formats.

The data structures and algorithms can be extended to fit custom demands, since the package is designed in a modular
way to enable easy integration of new file formats, readers, transformations and filter operations.

tm provides easy access to preprocessing and manipulation mechanisms such as whitespace removal, stemming, or
stopword deletion. Further a generic filter architecture is available in order to filter documents for certain criteria, or
perform full text search. The package supports the export from document collections to term-document matrices.

tm 1s freely available underthe M@lemklkb&m&s(ﬁt( GEa)j n)

See also tm tutorial at:
https://eight2late.wordpress.com/2015/05/27/a-gentle-introduction-to-text-mining-using-r/




Multi-language syllable judgments

Myers, J. & Chen, T.-Y. (2022). An online exploration of cross-linguistic variation in
wordlikeness judgments. Poster presented at Laboratory Phonology 18.

e 9 languages/dialects; for each, native listeners make yes/no
acceptability judgments on fake syllables created from that
language’s phonemes & tones

 Hypothesis: The larger a language’s syllabary, the more
strongly phonemes are activated (not just syllables as wholes)

e Predictions: The more lexical syllables in a language...
e ... the higher the overall nonword acceptability
e ... the stronger the cross-trial onset priming
o ... the stronger the influence of phonotactic probability
o ... the weaker the effect of neighborhood density
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Special-purpose statistics

 Main analysis uses a single cross-language model
library(blme) # Uses weak Bayesian prior to reduce risk of singularity

* Plus other ordinary statistical tricks
* Alpha (factor expressing whether or not language uses alphabetic orthography)
 Nested regression: y ~ X1 / x2 (since Alpha and nSyl are confounded)
* lognorm frequency-based variables (e.g., number of syllables & neighbors)
e Use z scores to help algorithm converge (same scale for all variables)
 Change default algorithm and use extra loops to help further with convergence

e Also ran analyses on each language, e.g. Polish:

pol.ppn.resp = bglmer(Resp ~ Priming + PP.z + logND.z +
(Priming + PP.z + logND.z|Subj) + (1|ltem), family=binomial, data=pol,
control=glmerControl(optimizer="bobyga",optCtri=list(maxfun=2e5)))
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Get standardized coefficients for logistic regression

menard.beta = function(dataframe, model.full, model.empty, variable) {

# dataframe = dataframe (for finding sd of variable)

# model.full = fitted glm or glmer model - with/without scaled variables gives same results
# model.empty = fitted glm(Y~1) or glmer(Y~1) model

# variable = independent variable of interest

RL = sgrt(abs(as.numeric((logLik(model.empty) - logLik(model.full)) / logLik(model.empty))))
variable.sd = sd(dataframel[,variable])
logit.yhat.sd = sd(predict(model.full)) bar = (b)(sx)(R)/S)04i4 (9
variable.coef = summary(model.full)$coef[variable,"Estimate"]

variable.beta = variable.coef * RL * (variable.sd/logit.yhat.sd)
return(variable.beta) R} = [In(Ly) —In(Lys)] /In(Lo)

See Menard (2000) The American Statistician, 54(1) [p. 19, equation (2)]
& Menard (2004), The American Statistician, 58(3) [p. 219, equation (5)]
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» Get standardized coefficients (effect sizes) for each language

# Combine with other Llanguage info

langinfo =

langinfo

langinfo

YT E E R
N OO YN = Wi

Lang Alpha

Jap
Mand
Hakka
Cant
SMin
Polish
VietS
VietN
Eng

~N<<<=====

nSyl nSubj nItem

248
1334
1599
1759
2280
4098
5713
6221

16818

64
31
24
40
27
22
31
41
54

214
200
200
194
200
193
200
200
200

OO DODODOO

AccRate

.1913562
. 2769405
.5111064
.3697257
.4645317
.3669220
.3239437
.3769565
.4544517

Primede

. 0008914413
.0015687247
. 0050844645
. 0004509234
. 0036945726
. 0038364321
.08012470575
.0045772509
. 0010000099

merge(langinfo,betas.resp,by.x="Lang",by.y="Lang")
= langinfo[order(langinfo$nSyl), ]

PP.z

. 003744808
.013436878
.011194101
.001863378
.006413167
.011876604
. 005201308
. 004038720
.003871437

OO0

LogND. z

.029230522
.014725166
.062734209
.003163716
. 003328896
. 033002996
.002167794
. 009452431
.028862352
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Key question (but no existing test for it)

 What are the odds that all four predictions go the “right” way?

AC.cor = cor(log(langinfo$nSyl),langinfo$AccRate,method="spearman") # Acceptability: should be positive
AC.cor

# 0.3833333

PR.cor = cor(log(langinfo$nSyl),langinfo$Primede,method="spearman™) # Priming: should be negative
PR.cor

# -0.2

PP.cor = cor(log(langinfo$nSyl),langinfo$PP.z,method="spearman") # Phonotactics: should be positive
PP.cor

# 0.1

ND.cor = cor(log(langinfo$nSyl),langinfo$logND.z,method="spearman”) # Neighbors: should be negative
ND.cor

# -6.2833333

98



langinfo.fake = langinfo
B = 1eb6
hits = @ Return to Part Il menu

—Ifor (i in 1:B) {

L

langinfo.fake$AccRate = sample(langinfo$AccRate)

langinfo.fake$Primede = sample(langinfo$Primede)

langinfo.fake$PP.z= sample(langinfo$PP.z)

langinfo.fake$logND.z = sample(langinfo$logND.z)

AC.cor.fake = cor(log(langinfo.fake$nSyl),langinfo.fake$Primede,method="spearman”)
PR.cor.fake = cor(log(langinfo.fake$nSyl),langinfo.fake$Primede,method="spearman™)
PP.cor.fake = cor(log(langinfo.fake$nSyl),langinfo.fake$PP.z,method="spearman")
ND.cor.fake = cor(log(langinfo.fake$nSyl),langinfo.fake$logND.z,method="spearman")

—| if (AC.cor.fake >= AC.cor && PR.cor.fake <= PR.cor && PP.cor.fake >= PP.cor && ND.cor.fake <= ND.cor) {

hits = hits+1
}

hits/B

# O # Chance probability of getting all four correlations at least as extreme in the predicted direction
# (I.e., one-tailed p value for HO: true correlation of all four are lLess extreme than observed)

# Correlations are symmetrical (@ to 1 vs. @ to -1), so two-tailed p value is just double this

e Caveats
* Regression coefficients aren’t 100% independent
#0  Would skeptics agree that the results really go the "right" way? 99
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Character productivity

 Which character-making process
has been used more productively?

2000000

= Affixation
= Compounding

4000000 6000000 8000000 10000000

Tokens
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chars = read.delim("Charlnfo.txt")

# Focus on the 5000 most common
chars = chars[order(chars$Freq,decreasing=T),][1:5000,]
chars = na.omit(chars) # Not all characters are coded for /X2

# Divide by character type
chars.affix = chars[grep("f2&",chars$LiuShu),]
chars.comp = chars[grep("&&",chars$LiuShu),]

# Frequency of frequencies (how many characters have frequency 5, etc)
A.table = table(chars.affix$Freq) # Frequencies of frequencies
C.table = table(chars.comp$Freq) # Ditto
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e Large-Number-of-Rare-Events (LNRE) modeling (see applications in Baayen 2008)

library(zipfR)

A.spc = spc(m = as.numeric(names(A.table)), Vm = as.numeric(A.table))

C.spc = spc(m = as.numeric(names(C.table)), Vm = as.numeric(C.table))

# Model fits vary somewhat randomly, so we'll loop to find best fits

A.models = list(5); C.models = list(5); A.p = NA; C.p = NA

ptm = proc.time() # Use stopwatch for future reference, since it's rather slow

for (1 in 1:5) {

# Many other modeling options are available, but these slow ones don't crash...
A.models[[i]] = Inre(spc=A.spc, type="gigp", method="SANN")
A.p[i] = A.models|[i]]$gof['p"] # p value for goodness-of-fit test (want it to be high)
C.models|[][1]] = Inre(spc=C.spc, type="gigp", method="SANN")
C.pJi] = C.models[[i]]$gof["p"]
# (I learned how to extract the p value by typing ?Inre, which led me to help page
# for Inre.details, which listed "gof" in the "Value" section)

}

: user system elapsed
proc.time() - ptm

65.55 2 473 68 .55 (only 69 seconds, not too bad!)
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A.p = unlist(A.p); C.p = unlist(C.p)

(1:5)[A.p==max(A.p)] # Highest p value = best fit (expected = observed)

# A model 3 when | ran it
(1.5)[C.p==max(C.p)]

# C model 4 when | ran it
A.best = A.models[[3]]

Generalized Inverse Gauss—-Poisson (GIGP) LNRE model.
Parameters:

Shape: gamma = -0.1213684

Lower decay: B = 0.02068233

Upper decay: C = 0.003298566
[ Zipf size: Zz = 303.162 ]

Population size: S = 4086.914
Sampling method: Poisson, with exact calculations.

Parameters estimated from sample of size N = 96789518:

\ V1 V2 V3 V4 V5
Observed: 4087.00 0.00 0.00 0.0 0.00 0.00 ...
Expected: 4086.91 0.04 0.13 0.3 0.58 0.96 ...

Goodness—of-fit (multivariate chi-squared test):
X2 df P
4.068555 3 0.25415¢6

C.best = C.models[[4]]

Generalized Inverse Gauss—-Poisson (GIGP) LNRE model.
Parameters:

Shape: gamma = —-0.002595119
Lower decay: B = 0.01707445
Upper decay: C = 0.01258591

[ Zipf size: Z = 1719.4539 ]

Population size: S = 673.0093
Sampling method: Poisson, with exact calculations.

Parameters estimated from sample of size N = 36757749:
vV V1 V2 V3 V4 V5

Observed: 673.00 0 0.00 0.00 0.00 0.00 ...

Expected: 673.01 0 0.01 0.03 0.05 0.08 ...

Goodness—-of-fit (multivariate chi-squared test):
X2 df p
0.3534532 3 0.9496809
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# Extrapolate to point where A curve starts to level out (checked earlier)
A.ext.Inre.vgc = Inre.vgc(A.best, seq(1, 27261133, length = 100))
C.ext.Inre.vgc = Inre.vgc(C.best, seq(1, 27261133, length = 100))

# Plot

linecols = c("red","blue"); linewidths = c(4,4); linetypes = c(1,1); textsize = 1.1
par(mar=c(5.1,4.1,2,2.1), cex=textsize) # Default margins, except for the top
par(cex=textsize)

options(scipen=10) # Show e.g. 100000 instead of 1e5

plot(bw=TRUE, main =", ylab = "Types", xlab = "Tokens",
A.ext.Inre.vgc, C.ext.Inre.vgc, col=linecols, Iwd=linewidths,
Ity=linetypes, xlim=c(0,1e7), ylim=c(0,4000))

legend("topright"”, legend=c("Affixation", "Compounding"),
col=linecols, lwd=linewidths, Ity=Ilinetypes, cex=textsize)
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Image processing for handwriting analysis

e Participants copied non-lexical characters (Khitan 271:8)

e Are their responses at all predictable?
e Error rate & error types (missing/extra/wrong strokes etc)
 Response latency (from visual stimulus to starting to write)
e Writing duration (from starting to write to finishing)

 For now, let’s just see how | created this image:

/\

Target character What somebody wrote

Khitan fonts from http://www.babelstone.co.uk 105



Non-R tricks

* Need a tablet with special pen
e (Wacom One, In our case)

* Pen position = mouse position

e Pen touching screen = pressing left
mouse button

 Experiment run with PsychoPy
(https://www.psychopy.org)

e Exploit its built-in tools
¢ MOUSG: traCkS mouse pOSitiOn & CliCkS https://gearopen.com/tablets/wacom-one-review-162863/
e Brush: drawing with the mouse
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Pen location over time

|

IS pen
touching
screen?

A

11

Times that When Mouse

correspond ~ object was
to pen positions activated
A A

) [ \
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library(readr) # for read csv() (to remove garbled stuff)

library(magick) # for inverting target to black-on-white, combining target and
# actual images, and writing plot as image object

library(EBImage) # for localCurvature()

## EBImage is not in CRAN for some reason (hm)

## https.//www.bioconductor.org/packages/release/bioc/html/EBImage.html
## To Install this package, start R (version "4.1"+) and enter:

## 1f (Irequire("BiocManager", quietly = TRUE))

##  Install.packages("BiocManager")

## BiocManager::install("EBImage")
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## Utility functions

# pen.x: x position of mouse

# pen.y: y position of mouse

# pen.w: writing (left mouse button pressed = 1, else = 0)

# pen.t: time in seconds from start of mouse component

# pen.p: in paper (mouse within paper component = 1, else = 0)

JvectR = function(vect) {

# Converts PsychoPy-style vector-as-a-string into R-style numeric vector
vect = gsub(" ","",vect) # Remove spaces

vect = gsub("\\[","",vect) # Remove open bracket

vect = gsub("\\]","",vect) # Remove close bracket

vect = as.numeric(unlist(strsplit(vect,”,"))) # Split by commas
return(vect)

i

Ifind.tips = function(pen.w) {

# Finds indices for start and end in series of 1s

# Argument 1is assumed to have already gone through vectR

pen.w.s = paste(pen.w,c(pen.w[2:1length(pen.w)],9),sep="") # As string

starts = grep("91",pen.w.s)+1 # Indices of starts of 1s, including final button tap
ends = grep("”10",pen.w.s) # Indices of ends of 1s (not including final button tap)
return(list(starts,ends)) # May not be same Length, and may be @ if nothing was written
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Ifind.rt = function(pen.w,pen.t,pen.p) {
# Finds pen.t for first 1 in pen.w where pen.p = 1 (so RT for first pen touch within paper)
# Arguments are assumed to have already gone through vectR
RT = pen.t[pen.p==1 & pen.w==1][1]
return(RT) # May be NA if nothing written
'}

Ifind.dur = function(pen.w,pen.t,pen.p) {
# find.rt minus pen.t for Last 1 in pen.w where pen.p = 1
# Arguments are assumed to have already gone through vectR
all.t = pen.t[pen.p==1 & pen.w==1]
last.t = all.t[length(all.t)]
dur = NA # Default if nothing written
RT = find.rt(pen.w,pen.t,pen.p)
1 if (lis.na(RT)){
dur = last.t - RT
' )

return(dur)
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Jcount.strokes = function(pen.w,pen.p) {

# Counts number of strokes that start within paper (crossing paper boundary not checked)
# Arguments are assumed to have already gone through vectR

pen.tips = find.tips(pen.w)

pen.starts = pen.tips[[1]]

1 if (pen.starts[1l] < length(pen.w)) { # At Least one stroke was written before tapping trial-end button

nstrokes = sum(pen.p[pen.starts]) # Only counts strokes starting within paper
} else {

nstrokes = ©
y )
return(nstrokes) # @ if no strokes were written

-}
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cross.paper = function(pen.w,pen.p) {

# True if at lLeast one stroke crosses paper boundary, else false
# Stroke = series of 1s surrounded by @s in pen.w

# Arguments are assumed to have already gone through vectR
pen.tips = find.tips(pen.w)

pen.starts = pen.tips[[1]]

pen.ends = pen.tips[[2]]

nstrokes length(pen.starts)

cross = F # Turns true if mix of ©s and 1s in pen.p corresponding to any stroke in pen.w

if (pen.starts[1l] < length(pen.w)) { # At Least one stroke was written before tapping trial-end button
for(s in 1l:nstrokes){

this.stroke = seq(pen.starts[s],pen.ends[s])
this.paper = pen.p[this.stroke]

if (mean(this.paper) > © && mean(this.paper) < 1) { # If mix of @s and 1s, then paper border was crossed
cross = T

}

}
} else {

cross = T

}

return(cross) # Also T if nothing was written

}
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Jget.axis = function(stroke.df,vert=1el00) {
# Returns slope of Llinear regression lLine for stroke, or value in vert 1if vertical
# stroke.df = data frame with x and y coordinates of stroke

] 1if (sd(stroke.df$x)==0){ # Totally vertical
this.axis = vert

} else {
this.axis = lm(y~x,data=stroke.df)$coefficients[2]
names(this.axis) = NULL # Get rid of coefficient name to lLeave just the slope
' )
return(this.axis)

'}

Jget.curve = function(stroke.df) {
# Returns stroke's curving degree (mean local curvature)
# stroke.df = data frame with x and y coordinates of stroke
# Outputs non-signed curvature takRing lLength into account
local.curve = localCurvature(stroke.df)
all.curving = local.curve$curvature
arc.length = 1local.curve$length
# Curving 1is 1inversely proportional to Length
this.curve = abs(mean(all.curving))*arc.length
return(this.curve)
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for (s in l:nstrokes){
this.xs = pen.x.p[pen.starts[s]:pen.ends[s]]
this.ys = ¥ .start :pen.end
draw.char() # As the name suggests izt
str.cols = (1/(nstrokes-1))*(s-1) # Rescale l:nstrokes to @:1, where @=maxblack, l=maxred

)]
lines(this.xs,this.ys,lwd=2,col=hsv(1,1,str.cols))

if(fancy) { # Gotta repeat some of the above in order to add white numbered circles only after all strokes are done
# Keep track of stroke onsets so new stroke numbers don't overlap
all.begin.xs = numeric(s)
all.begin.ys = numeric(s)
for (s in l:nstrokes){
this.xs = pen.x.p[pen.starts[s]:pen.ends[s]]
this.ys = pen.y.p[pen.starts[s]:pen.ends[s]]
all.begin.xs[s] = this.xs[1]
all.begin.ys[s] = this.ys[1]
if (nstrokes > 1) {
str.cols = (1/(nstrokes-1))*(s-1) # Rescale l:nstrokes to ©:1, where @=maxblack, l=maxred
}
# Ffinish = length(this.xs) # Cuz we'll put arrow at end of stroke
# arrow.start = min(c(5, (finish-1))) # In case stroke is very short
# arrows(mean(this.xs[(finish-arrow.start):(finish-1)]),mean(this.ys[(finish-arrow.start):(finish-1)]),this.xs[finish], this.ys[finish],
# Lwd=1, length=8.05, col=hsv(1,1,str.cols))
# Make sure new stroke number doesn't overlap with any previous ones
begin = 1
if (s > 1) {
begin = 1 # Baseline stroke Label position adjustment
while (is.overlap(all.begin.xs[1:(s-1)],all.begin.ys[1:(s-1)],this.xs[begin],this.ys[begin]) && begin < length(this.xs)) {
begin = begin + 1 # Move a tiny bit until the labels don't overlap
all.begin.xs[s] = this.xs[begin]
all.begin.ys[s] = this.ys[begin]
}
}
points(this.xs[begin], this.ys[begin], pch = 19, cex=1, col="white") # Solid white circle
points(this.xs[begin], this.ys[begin], pch = 1, cex=1, col=hsv(1,1,str.cols)) # Empty circle same color as stroke
text(this.xs[begin], this.ys[beginl, s, cex=0.4, offset=0, col=hsv(1,1,str.cols)) # s = stroke number
X

devot (code continues...)

Idraw.char = function(subj,targdir="",targetfn,outdir="",pen.x,pen.y,pen.w,pen.p,fancy=F) {
# Draws character from pen.x, pen.y, pen.w, assuming within pen.p, and saves in file called actualfn (png)
# combining it with target image in file called targetfn in targdir, for specified subj, outdir folder: e.g. "Writings"
# Colors strokes in writing order from black to red
# fancy=T: add order number to start of each stroke (no arrows)
1 if (targdir=="") { # Find targetfn in working directory
targfn = targetfn
} else {
targfn = paste(targdir,"/",targetfn,sep="") # Used for reading target file, but not for naming combo output file
}
1 if (outdir=="") { # Put outputs in working directory
combofn paste(subj,"” ",gsub(".png"," compare.png”,targetfn),sep="")
} else {
combofn = paste(outdir,”/",subj,"” ",gsub(".png"," compare.png”,targetfn),sep="") # Based on raw targetfn (without path)
} 114




nstrokes = count.strokes(pen.w,pen.p) # For drawing, and checking if > @
cross = cross.paper(pen.w,pen.p) # For checking if worth drawing
# Create actual written image
if (!cross && nstrokes > ©) { # Only make pictures if has strokes entirely within paper
actual = image graph(width = 200, height = 200, res = 200)
pen.x.p = pen.x[pen.p==1]
pen.y.p = pen.y[pen.p==1]
pen.w.p = pen.w[pen.p==1]
pen.tips = find.tips(pen.w.p)
pen.starts = pen.tips[[1]]
pen.ends = pen.tips[[2]]
xlims = c(min(pen.x.p[pen.w.p==1]),max(pen.x.p[pen.w.p==1])) # Only written marks &
ylims = c(min(pen.y.p[pen.w.p==1]),max(pen.y.p[pen.w.p==1])) # ignore trial-end button tap
par(mar=c(0,0,0,0))
plot(0,xlim=xlims,ylim=ylims,type="n
str.cols = © # Black by default
for (s in l:nstrokes){
this.xs = pen.x.p[pen.starts[s]:pen.ends[s]]
this.ys = pen.y.p[pen.starts[s]:pen.ends[s]]
if (nstrokes > 1) {
str.cols = (1/(nstrokes-1))*(s-1) # Rescale 1:nstrokes to ©:1, where @=maxblack, 1=maxred
}
lines(this.xs,this.ys,lwd=2,col=hsv(1,1,str.cols))
} 115
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if(fancy) { # Gotta repeat some of the above in order to add white numbered circles only after all strokes are done
# Keep track of stroke onsets so new strokRe numbers don't overlap
all.begin.xs = numeric(s)
all.begin.ys = numeric(s)
for (s in 1l:nstrokes){
this.xs = pen.x.p[pen.starts[s]:pen.ends[s]]
this.ys = pen.y.p[pen.starts[s]:pen.ends[s]]
all.begin.xs[s] = this.xs[1]
all.begin.ys[s] = this.ys[1]
if (nstrokes > 1) {
éstr.cols = (1/(nstrokes-1))*(s-1) # Rescale 1:nstrokes to 0:1, where @=maxblack, 1=maxred

}

# Make sure new stroke number doesn't overlap with any previous ones
begin = 1

if (s > 1) {

begin = 1 # Baseline stroke Llabel position adjustment

while (is.overlap(all.begin.xs[1l:(s-1)],all.begin.ys[1:(s-1)],this.xs[begin],this.ys[begin]) && begin < length(this.xs)) {
begin = begin + 1 # Move a tiny bit until the Labels don't overlap

all.begin.xs[s] = this.xs[begin]

all.begin.ys[s] = this.ys[begin]

}

}

points(this.xs[begin], this.ys[begin], pch = 19, cex=1, col="white") # Solid white circle

points(this.xs[begin], this.ys[begin], pch = 1, cex=1, col=hsv(1,1,str.cols)) # Empty circle same color as stroke
text(this.xs[begin], this.ys[begin], s, cex=0.4, offset=0, col=hsv(1l,1,str.cols)) # s = stroke number
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dev.off() # Turns off virtual window created by image_graph() Return to Part Il menu

# Combine actual and target images

target = image read(targfn, density=50) # Lower resolution to save file size; note use of with-path filename
target = 1image negate(target) # To make it easier to compare

combo = image montage(c(target,actual),"x200",tile="2x1")
image write(combo, path = combofn, format = "png")
}

is.overlap = function(xs,ys,x,y) {
# If x is "close” to a value in xs and y is "close"” to the corresponding value 1in ys,
# then move more recent one ahead 4 points

# Used in draw.char to keep stroke numbers from overlapping
tooclose F

x.difs = abs(xs-x)
x.closeness = min(x.difs)
y.closeness = min(ys[x.difs==min(x.difs)]-y) # In case there's more than one match

if(x.closeness < 0.01 && y.closeness < 0.01) {
tooclose = T

}

return(tooclose)
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Artificial Intelligence models

e Optical Character Recognition (OCR)

(kind of boring Al but still Al | guess)

» What explains human judgments for fake (Khitan F2F1:E8)

characters, especially when they differ from Acrobat’s OCR?

ltem x| B B | A| K| 2| &1 | %
Acceptability | .92 | .80 | .64 .47 | .39 .26 .19 .11 | .06
Neighbor = = A T S == e G | 4
AcrobatOCR | % #H# | & | A | &K | & | 2 | 1} | &

Khitan fonts from http://www.babelstone.co.uk
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Can Google’s OCR do any better?
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### Uses Tesseract to find the closest traditional character for Khitan stimuli,
### including confidence Level

### Load tools
library(tesseract)

# Do first time only
# tesseract_download("chi_tra")

tradchin = tesseract("chi_tra™)

### Open four pages of images of stimuli, apply OCR and confidence (hopefully), and compile

allocr = data.frame(word=NA,confidence=NA)

filenames = dir("Items")

—for (fn in filenames) {

this.fn = paste("Items",fn,sep="/")

this.ocr = as.data.frame(ocr_data(this.fn, engine = tradchin))[,1:2]
allocr = rbind(allocr,this.ocr)

8
allocr = na.omit(allocr)

write(allocr,"KhitanTessOCR_ResultsData.txt") 120



Nope, it does worse & “confidence” seems weird

ltem MaxNB AcroOCR TessOCR TessConfidence |
9.124160767
44.24950409

41.5975914
51.69696808

88.5901947
67.58750153

89.7546463
21.59568024
10.58998871
91.99074554
88.27019501

5}
OE
=
[}
i
X,
%
ES
7t

=Bl P AP S Qi B Rk il B R
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Return to Part Il menu
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R packages noted in this tutorial (1/2)

» BayesFactor: for Bayes factors

* blme: finds Bayesian priors to help mixed-effects model convergence
 brms: runs real Bayesian mixed-effects models using Stan
e devtools: helps convert sets of files into R packages
 EBImage: here used for calculating stroke curvature

« gamm4.: for generalized additive mixed models

* ggplot2: fancy graphs with irritating defaults

e installr: for helping to install R updates

* Ime4: mixed effects models

 magick: image processing

 mgcv: for generalized additive modeling (used by gamm4)
 plotly: makes manipulable 3D plots etc in ggplot2 way
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R packages noted in this tutorial (2/2)

* rgl: makes manipulable 3D plots etc in base-graphics way

* rPraat: interfaces with Praat (speech analysis software)

e rvest: for scraping web pages

» showtext: for handling fancy fonts

* Sp: here used to get colors that print clearly in black & white
e tensorflow: interfaces with a popular machine learning tool

e tesseract: interfaces with Google’s optical character reader
 tidyverse (dplyr, magrittr, readr, stringr, tibble, etc): ugh

e tm: for text mining (as in corpus analysis)

e tuneR: for acoustic processing (used by rPraat)

e zipfR: for analyzing lexical frequency distributions o



Other software noted in this tutorial

e Excel: most R users still use it but are ashamed to say so

Praat. analyzes acoustic phonetics

PsychoPy: runs experiments

Python: needed to run PsychoPy and TensorFlow
RStudio (Posit): user interface for R

Rtools: helps in the creation of R packages

e Stan: runs Bayesian statistics
 TensorFlow: machine learning (Al)
 Wenlin: for Chinese character learning & analysis
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