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Jetstream is the first MANAGED PRODUCTION science cloud. There have been other cloud projects funded by the NSF previously. Like the FutureGrid foundation before them, CloudLab and Chameleon are experimental cloud-based systems where Jetstream is to be a production system. Findings of CloudLab and Chameleon may influence future directions of Jetstream in the years to come, but the distinction of experiment versus production is definitely worth noting.

What is Jetstream? It will be an on demand, widely accessible, easy to use environment made up of a library of virtual machines or user defined VMs.

Basically it will allow for an on-demand creation of research/compute facility for those wanting either very specific toolkits or the freedom to define a very specific environment for their research and development. In addition to being able to use or create a specific environment, researchers will be able to archive their environment and make it retrievable via DOI so others may reproduce their research.

Jetstream will be part of the XSEDE project in the eXtreme Digital program - an advanced, nationally distributed, open cyberinfrastructure comprised of various computational and scientific resources connected by high-bandwidth networks, integrated by coordinated policies and operations

By using existing and stable infrastructure, policies, procedures and an established 
user and support base, it will extend XSEDE into new areas.  
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Ease of use – it will look/act like most linux desktops. Basically, the given the state of linux desktop managers, it basically looks and feels like most modern OSes. The goal is to reduce barriers to HPC and research. Those that want command line will have it…if you want a GUI, you can have it.

Reproducibility – if you create a specific machine configuration you want for your research, you can save it for later to recreate it at will. Plus, if you’ve created a workflow for your research using a particular environment or configuration, you can easily share the VM image with others so they can reproduce your results and you can save it with a DOI handle for publishing.

It’s not just VMs and desktop images…it’s also the ability to create science gateways more easily. Gateways make a form or menu driven way to submit research jobs. It’s one of the ingredients in making HPC more accessible.
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This speaks for itself – there are researchers that could benefit from more accessible, more usable HPC systems. Many find the command line and world of schedulers and such daunting. The goal here is to make it so that the barriers to entry are less and more researchers have access to the tools they need to get results.
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Jetstream ISN’T the typical HPC system. You won’t use it for massively parallel processing…or really any parallel processing behind a handful of cores, really. It’s meant to do smaller scale projects NOW. Beyond that, it’s for interactive work, perhaps with GUIs that you couldn’t otherwise use on most HPC systems, for prototyping, for creating the workflows to either use at smaller scale with a handful of CPUs or to port to larger environments after doing your proof of concept work at a smaller level…

It’s for creating very tailored, stable, reproducible environments that you might not otherwise be able to do easily with HPC.

Lastly, it can be for the backend behind Science Gateways…stable environments with a web front end that process input to send to other HPC or HTC environments.
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Jetstream has a niche that hasn’t really been filled to date. From the enormous “capability class” specialty machines one might find at government installations to the traditional HPC machine like Stampede at TACC and HTC environments like the Open Science Grid, Jetstream is geared to take the smaller jobs from laptops and small local machines or clusters and make them shareable, stable, and reproducible…with a focus on the “long tail” of science where continuing work needs to happen that requires less resources than the initial work might, but is no less important. It’s jobs like these that often get left behind when it comes to the allocation process and job scheduling.
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The use cases for Jetstream – much like CyVerse, creating VMs for specific areas of research was always part of the plan. Along with these virtual machine images will be the ability to store and share common data sets that these areas of research might need. The goal is to make these sets easily available for study and to have the tools to study them readily available and assembled.

The biggest thing Jetstream doesn’t do is large scale MPI – message passing interface codes that are designed for large scale parallel processing. That’s not to say that there’s no use 
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One of the prime missions of Jetstream is to serve the underserved.

In designing Jetstream we spent a considerable amount of time with the question: ‘How can we make a nationally-allocated XD program resource accessible, in practical terms, to a researcher, educator, or student at an under resourced college or university, where the local desktop systems may be as outdated as obsolete
PCs running Windows XP, extremely limited aggregate network bandwidth, and there are no local CI resources for research or research education?’

Our answer: deliver a virtual Linux desktop from Jetstream to users on under resourced campuses over a wireless network to an inexpensive a terminal device as possible, in a way that allows the user to treat the equipment in front of them as an I/O device. All processing will take place on Jetstream or on other XD program resources via Science Gateways. 

Assume that data sources will be primarily from publically accessible data sources, so movement of data will be from data source to Jetstream or other XD program resource via high-speed national networks Our conceptual solution then was to create a VM image that would deliver a remote desktop to a user endpoint device in a way that provides reasonable performance using the least expensive possible terminal equipment. Remote desktop delivery corresponds to a campus bridging use case already described and analyzed in some detail.

I (Jeremy) did initial testing of remote Linux desktop systems from the Indiana University Quarry cluster using NoMachine NX client to deliver a virtual Linux Desktop operating within a VM on the Quarry cluster. We performed tests of inexpensive (< $250) end user devices and use of the Virtual Linux Desktop over wireless networks. The purpose of these tests was to determine whether using a low power mobile device like a tablet in a variety of network environments was a viable option.
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Looking at the hardware –

This is a geographically dispersed system, a distributed cyberinfrastructure based in 2 primary locations and a test facility. 

Production systems at Indiana University and the Texas Advanced Computing Center.

Systems will consist of:
320 Nodes
7,680 Cores (Haswell v3)
40 TB RAM
640 TB local disk
960 TB of attached storage

The development system at University of Arizona is 16 nodes with 2 TB RAM, 384 cores, and 32TB of local disk

Each system will have a 100Gbps link to Internet2, 10Gbps link to XSEDENet

IU and TACC will each have 4 x 40 Gbps to local infrastructure

We leverage Globus services to facilitate integration of Jetstream into the national cyberinfrastructure. In particular, we use Globus transfer services for rapid, efficient, and secure file movement synchronization between Jetstream, campus systems, and other national cyberinfrastructure; Globus sharing for authorizing remote access to data stored on Jetstream; and Globus identity and group management services to permit access to Jetstream with campus credentials and to manage groups used for access control
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Jetstream users will interact with a customized version of Troposphere, part of the Atmosphere environment developed by the University of Arizona.

Via web interface, users can search for, discover, and launch instances of VM images that contain the tools and workflows relevant to their computing needs; import or associate data sets with their computations; and save their work environment by creating images or suspending instances. Users can monitor the real-time activity of their computations and the consumption of their computing and storage allocations. They may also create, manage, and interact with object storage, represented as storage volumes in the user interface. 

The web interface also provides convenient, powerful browser-based access to ssh and will have a virtual VNC-based desktop without the need to install standalone ssh and VNC clients. Users may perform collaborative analyses by sharing desktop sessions with other system users, a feature that is also useful in workshop and classroom settings. Finally, users may share VM images directly with collaborators or make them publicly available and discoverable for others via a simple publication mechanism. 

The second image shows applying various filters to show the search mechanisms and tagging – by name, type, software packages on VM, etc
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We will apply four major methods to help Jetstream achieve the goal of providing resources to the underserved. First, Jetstream will engage the services of the Cornell Virtual Workshop program to create training materials for researchers that want to use the system. In conjunction with the standard user guides and Knowledge Base (KB) entries generated for XSEDE/XD resources, this will form the first pillar of education for those wishing to use Jetstream.

Second, we will utilize the services of the XSEDE Campus Champions program. The Campus Champions serve as a local resource on a campus to researchers. Campus Champions are “a local source of knowledge about high-performance and high-throughput computing and other digital services, opportunities and resources.”
 
Third, the Cornell University Center for Advanced Computing will create virtual workshops focusing on Jetstream. Cornell has developed a number of workshops on high-performance computing topics that include system architecture, parallel programming, data management and other topics. The educational benefit to the XSEDE community is broad and gives researchers a self-driven method to further their knowledge or refresh themselves on topics that will help them use XD resources more efficiently and to their maximum benefit.

The fourth, and arguably most important, method will be to make use of the existing XSEDE Training, Education, and Outreach Services (TEOS). Through campus visits, online and in person classes, outreach events and conferences, and campus bridging, the TEOS service “works with campuses and organizations to help instill digital services into the practices of faculty, staff and students.” This mechanism is fully developed and in place to help users of XD resources and services increase their knowledge of not only using these resources but also using them most efficiently as well as teaching new software and programming languages and techniques that they may apply to research.
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