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Abstract—Although deep neural networks (DNNs) have be-
come the cornerstone of Artificial Intelligence, the current train-
ing of DNNs still requires dozens of CPU hours. Prior works
created various customized hardware accelerators for DNNs,
however, most of these accelerators are designed to accelerate
DNN inference and lack basic support for complex compute
phases and sophisticated data dependency involved in DNN
training. The major challenges for supporting DNN training
come from various layers of the system stack: (1) the current
de-facto training methods, error backpropagation (BP), requires
all the weights and intermediate data to be stored in memory, and
then sequentially consumed in backward paths. Therefore, weight
updates are non-local and rely on upstream layers, which makes
training parallelization extremely challenging and also incurs
significant memory and computing overheads; (2) the power
consumption of such CMOS accelerators can reach 200∼250
Watt. Though emerging memory technology based designs demon-
strated a great potential in low-power DNN acceleration, their
power efficiency is bottlenecked by CMOS analog-to-digital
converters (ADCs).

In this work, we review the current advance in accelerator
designs for DNNs and point out their limitations. Then we set out
to address these challenges by combining innovations in training
algorithm, circuits, and accelerator architecture. Our research
still follows the Process-in-Memory (PIM) strategy. Specifically,
we leverage the recently proposed Direct Feedback Alignment
(DFA) training algorithm to overcome the limitation of long-range
data dependency required by BP. We then propose to execute the
DNN training in parallel in a particularly designed pipeline. We
implement the proposed architecture using Ferroelectric Field-
Effect Transistors (FeFET) due to their high performance and
low-power operations. To further improve the power efficiency,
we propose a random number generator (RNG) and an ultra-
low power FeFET-based ADC. Preliminary results suggest the
feasibility and promise of our approaches for low-power and
highly parallel DNN training in a broad range of applications.

I. INTRODUCTION

In the past few decades, Deep Neural Networks (DNNs)
have proved to be a revolutionary tool that can handle massive
amounts of data evolved in various modern services and appli-
cations [1]–[4]. Normally, a DNN is first trained with labeled
data to perform a desired task (such as image classification or
object detection) through a training process. To obtain an ac-
ceptable accuracy, training typically needs to run hundreds or
thousands of iterations. Then the developed model can be de-
ployed for inference tasks. The execution of DNN, especially
its training process, requires intensive computing and huge
memory storage. For instance, AlexNet [1] — a medium-sized
DNN, involves 62 million trainable parameters. To perform

training on a single RGB image with only 224×224 pixels,
it costs 2.2 billion operations and >130MB memory storage.
In addition, with the adoption of more complex structures in
advanced DNN models, the amount of training compute has
continued to increase over the years [5].

In order to meet the ever-increasing computing require-
ments, domain-specific accelerators [6]–[10] have become a
promising solution, providing several orders of magnitude
improved performance compared to general-purpose CPUs
and GPUs. However, the majority of current accelerators are
customized for the DNN inference and lack basic support
for the DNN training. There are two main reasons for the
current lack of training accelerators: (1) From an algorith-
mic perspective, error backpropagation (BP) [11], the de-
facto training method, involves complex compute phases and
sophisticated data dependency. More specifically, BP requires
all weights and intermediate data to be stored in memory so
that they can be sequentially consumed in the subsequent error
backpropagation paths. In this way, weight updates are non-
local and depend on upstream layers, which makes training
parallelization extremely challenging and greatly limits the
continuous improvement of system computing performance.
(2) The algorithmic complexity incurs significant overheads
on hardware in terms of computing units, memory, and control
circuits. Although some of the latest accelerators attempted to
address the training requirements, with efforts from both in-
dustry (e.g., Google TPU [6] V3) and academia proposals [12],
[13], their power consumption can reach 200 Watt to 250 Watt.
The recent proposed accelerators using resistive random access
memory (ReRAM) based mix-signal circuitry [14] demon-
strated a great potential in low-power DNN acceleration,
because they can typically provide 1,000× to 10,000× energy
reduction in processing massive matrix-vector multiplication
(MVM) – the dominant operator in DNNs. However, the
power and area efficiency of such mix-signal accelerators [9],
[10], [15], [16] suffer from the significant overhead of Analog
to Digital (A/D) conversion. Essentially, the CMOS analog-
to-digital converters (ADCs) and digital-to-analog converters
(DACs) accounts for >60% of the energy consumption and
∼30% of the chip footprint in a typical ReRAM-based DNN
accelerator [9].

In this paper, we present our recent research [17] on efficient
and low-power accelerator architecture for DNN training. We
set out to address the aforementioned challenges by combining
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Fig. 1. An comparison between BP and DFA.

innovations in training algorithm, circuits, and architecture.
We analyze the recently proposed Direct Feedback Alignment
(DFA) [18], which replaces the sequential error information
used in BP with a carefully designed random matrix, thus
avoiding the need to store weights. More importantly, DFA
provides an opportunity for parallel layer updates. Previous
studies have shown that DFA can be applied to various deep
learning tasks [18]–[20] with accuracy closed to fine-tuned
BP. Based on our analysis, we propose a customized design
to support DNN training with DFA. We leverage the unique
features of Ferroelectric Field-Effect Transistors (FeFET) and
implemented a holistic accelerator including a FeFET-based
low-power ADC, a random number generator, and an MVM
engineer. In summary, we make the following key contribu-
tions.

• We investigate DFA’s potential in overcoming the limita-
tions of long-range data dependency in the BP algorithm
and identify the two major architectural challenges for de-
ploying DFA on hardware systems: (1) a low-cost on-chip
random number generator, and (2) an efficient computing
pipeline that supports parallel training operations.

• We exploit the unique features of FeFET, such as low-
power operations, stochastic polarization switching, and
tunable threshold voltage, and propose a holistic training
accelerator that includes an MVM engine, a low-power
ADC, and a real-time random number generator, all of
which are implemented by FeFET.

• We use a diverse set of DNN applications with distinct
benchmarks to evaluate the effectiveness of the proposed
design. Our experimental results show significant acceler-
ation and energy savings compared to the state-of-the-art
ReRAM-based DNN accelerator.

II. BACKGROUND

A. Backpropagation and Direct Feedback Alignment

We illustrate the backpropagation (BP) algorithm and Direct
Feedback Alignment (DFA) algorithm respectively in Figure 1
(a) and (b). The mathematical equations are listed in Figure 1
(c). As it shows, BP and DFA share the same forward inference
path, where the input of each layer, i.e., hl−1, is multiplied
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Fig. 2. ReRAM-based DNN acceleration.

to the trainable weight matrix Wl, followed by a nonlinear
activation function f(·). Note that here we omit bias in the
computation of each layer for simplicity. The final output
is calculated by using a task-specific cost function J, which
essentially quantifies the difference between the actual output
generated by the neural network and an expected target value.

As we highlighted in blue in Figure 1, the backward error
propagation paths in BP and DFA are completely different. For
BP-based error propagation, the error propagation follows
the chain-rule of derivatives [11], where the error for a specific
layer, i.e., δl, is first multiplied with the transposed weight
matrix of the current layer, i.e., WT

l , and then multiplied by
the derivatives of the current input to obtain the error vector
for the previous layer. Because the inputs and weights of all
the layers are required in the calculation of the backward
path, these values need to be stored in memory, which causes
significant memory overhead. Moreover, the sequential nature
of the BP backward execution prevents the parallellism of error
updates. For a DNN model with L layers, a training on a
single input typically takes 3L logical cycles if we assume
the computation of each layer consumes one cycle. For DFA-
based error propagation, the gradient signal Wl

T ·δl from
the l-th layer is replaced by Bl·δL [18], where Bl is a random
matrix with appropriate shape, and δL is the global error signal
from the output layer. In this way, the error calculation of
a single layer is independent of other layers, and hence the
error propagation can be processed in parallel, offering a great
potential in reducing latency. In addition, there is no need
to store the weights of each layer, which also saves memory
requirements.

B. DNN Acceleration in Resistive Memory

An example of resistive memory (ReRAM) based analog
DNN acceleration is illustrated in Figure 2 (a). The key
approach of such designs is to implemented Matrix-Vector
Multiplication (MVM) units using ReRAM crossbars. We
denote each memory cell as a circle, whose conductance is
pre-programmed to represent the weights of DNNs. The input
feature map values are converted to the read voltages and
applied onto the horizontal wordlines. According to Ohm’s
law, the current sensed across each memory cell is the product
of the input element and the weight value stored in the
cell. Therefore, the accumulated current at the bitlines (BL)
aggregates all the current along the BL, representing the dot-
product between the inputs vector and the stored weight vector



in a column. If all the WLs are activated in an N × N
analog crossbar, the multiplication between a 1 × N vector
and an N × N matrix can be processed in O(1) time. It is
worth mentioning that the calculation in ReRAM crossbars is
analog in nature, hence, digital-to-analog converters (DACs)
and analog-to-digital converters (ADCs) are needed at the
input and output to ensure communicate with other digital
components on the chip.

Recently, ReRAM-based DNN accelerators [9], [10], [15],
[16] have been intensively studied. Such designs typically
can provides > 100× performance improvement when com-
pared to conventional CMOS based ASICs. Despite the
supreme performance enhancement, the unacceptable overhead
of ADC/DAC makes such design unsuitable for DNN training.
As shown in Figure 2 (b), ∼ 72% of the total system power is
consumed by the CMOS ADCs/DACs. Even with the advanced
carbon nanotube field-effect transistors (CNFETs) based low-
power ADCs [16], the power-hungry A/D conversion still
account for > 25% of the chip power. Moreover, CMOS
ADCs/DACs also takes 31% of the chip footprint, resulting
in significant area overhead.

C. Basics of Ferroelectric Field-Effect Transistor

As the memory industry marches along Moore’s Law,
they are facing the problem of reduced power efficiency and
increased unit cost, which makes the realization of high-
efficiency devices at advanced process nodes a very big
challenge. To address these problems, the erroelectric Field-
Effect Transistor (FeFET) is currently gaining significant mo-
mentum because of their scalibility, fast speed, and low-power
operations [21].

The schematic diagram and circuits symbol of a FeFET are
illustrated in Figure 3. As it shows, a FeFET has the similar
schematic as a CMOS logic transistor. The main difference
is that an extra ferroelectric (FE) layer, e.g., HfO2 [21], is
added into the gate stack. The polarization of the FE layer
can be tuned by applying a gate-to-source voltage beyond a
threshold. The ferroelectric material is capable to maintain its
stable logic state even when power is removed. In this case, the
polarization of a FeFET device can be used to represent logic
‘1’ or ‘0’. In practice, a FeFET device features > 106 on/off
current ratio [22]. By adjusting the pulse amplitude and width,
it is possible to exploit partial polarization states to record two
or more bits of information in a single cell, leading to multi-
level cell FeFET.

Typically, the pulse and duration of the voltage requires
for switching FeFETs are within 3 to 5 volts and several
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nanoseconds, making the technology scalable and reducing
the need for high voltage charge pumps. Previous work [23]
implemented a DNN accelerator using FeFET crossbars, which
shares a common design concept with ReRAM-based de-
signs, but achieves significantly reduced processing latency
and power consumption due to the fact that FeFET can be
programmed with a shorter write pulse with significantly
reduced pulse amplitude.

III. LOW-POWER DNN TRAINING IN FEFET-BASED
ACCELERATOR

In this section, we first simulate the device characteristics
of FeFETs and identify their unique switching features. Based
on these observation, we present a FeFET-based on-chip
random number generator (RNG) and a low-power ADC,
which implement the two essential modules in a DFA-based
training accelerator. We then discuss a process pipeline capable
of processing DNNs with high throughput. Finally, we present
the overall accelerator architecture and its integration.

A. FeFET Switching Characterization

We adopt the SPICE model proposed in [22] for the FeFET
device simulation. The kinetic coefficient ρ is set to 0.01
(calculated by considering the polarization switching time
∼200 ps) and the ferroelectric layer thickness TFE is set to
10 nm, and 8.6 nm.

The simulated IDS − VGS curve is shown in Figure 4. A
hysteresis loop indicates that a FeFET can be programmed
to a reset or a set state with a write pulse with appropriate
amplitude and duration. In addition, FeFET devices exhibit
two unique features. First, the thickness of FE layer (TFE)
plays a crucial role in the device switching characteristics [24].
As shown in Figure 4, a device with a 8.6nm FE layer switch
states at a lower voltage compared with a device with a 10nm
FE layer. We also validate this feature in a wider range of TFE ,
and experimental results confirmed that a wider switching
hysteresis can be achieved by increasing the FE thickness. In
the following paper, we refer this feature as FE layer tuning.
Second, the IDS-VG transition curve exhibits an abrupt and
stochastic switching in scaled devices [25]. More specifically,
the slope of the switching curve in a FeFET with a 8.6 nm FE
layer is sharper the that in a FeFET with a 10 nm FE layer.
By exploiting these features, we explored the applications of
FeFET in distinct circuits, including a FeFET-based random
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Fig. 5. IDS extracted in a (a) baseline (b) optimized RNG.

number generator (RNG), a FeFET-based ADC unit, and a
FeFET MVM engine.

B. FeFET-based Random Number Generator

For DFA-based training accelerators, the key to improving
the performance and reducing area is to identify a convenient
on-chip entropy source and design the corresponding circuits
to generate a random bit stream with high throughput and
stability. Based on our previous experimental results and the
recent research on a FeFET model [25], we explored how to
use the random characteristics in a scaled FeFET device for
random number generation. Specifically, the VTH in scaled
FeFET devices exhibits an abrupt jump above a certain write
pulse duration, which has already been preliminary explored in
the design of a FeFET-based random number generator [26].
Following the similar design concept, we implemented a
baseline RNG using a FeFET device with a size of W/L =
80nm/30nm. As the results in Figure 5 (a) shows, the output
random bits are biased and have more ‘0’s than ‘1’s.

To address the unbalanced output bits, we adopt the output
probability tracking scheme proposed in [27]. The basic idea
is to exploit a 8-bit counter to record the output probability in
every consecutive 256-bit segment. The output of the counter
is then used as the control signal to tune the write voltages
applied for generating the next segments. We omit the details
on the circuit due to the page limit, but only show the output
bit stream of the optimized RNG in Figure 5 (b). Out results
demonstrate that the generated random bits exhibit an balanced
distribution between ‘0’s and ‘1’s, which meets the random
requirement of DFA training.
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Fig. 6. The ADC FeFET array.

C. Low-Power ADC based on FE Layer Tuning

The output of analog crossbar based processing engines
needs to be converted to digital signals through ADCs. In
order to reduce the large cost of CMOS ADC, we proposed
FeFET-based ADC unit by utilizing the tunability of FE layer
conductance.

As we illustrated in previous section, the FeFET switching
hysteresis is closely related to the thickness of the ferroelectric
layer (TFE) [24]. By engineering the FE layer conductance
with appropriate program pulses, the Vth can be fine tuned,
resulting in a shift in the IDS-VG curve. Based on this
observation, we can build a FeFET-based low-power ADC
to accelerate analog-to-digital conversion. The proposed ADC
unit can be integrated with the FeFET dot-product units for
efficient and low-power MVM processing. A four-bit ADC
example is demonstrated in Figure 6. To work with the FeFET-
based ADC, the read select line is asserted (VDD) and the write
line is driven to 0V (GND). The inputs are then applied to
data line. Due to the differences in Vth, the read current sensed
at the read lines are different. The simulated IDS-VG is shown
in Figure 7, where we select FeFET devices with a TFE of 2.2
nm, 2.3 nm, 2.4 nm, and 2.5 nm. The thicker TFE is, the wider
and more gradual the transition slop is. When the input voltage
is within the range of 1.4 V∼1.6 V, a higher-than-threshold
current will be sensed on FeFET cells with a FE layer less than
2.5 nm, while a lower current is detected on devices with a 2.5
nm FE layer. We encode high/low current with logic ‘1’/‘0’
accordingly, therefore, an 4-bit output “1110” is recorded with
an appropriately set current threshold.

In our ongoing work, we are exploring reliable high-
precision ADC design based on the preliminary implemen-
tation. In general, there is a trade-off between TFE , ADC
resolution, and ADC frequency. As TFE increases, the slope
of the IDS-VG curve become flatter, and hence higher ADC
resolution can be achieved since more bits can be represented
using a single device. However, the ADC frequency decreases
with the increase of TFE , because a longer transition time
is required when IDS-VG curve become flatter. To balance
the trade-off, we are working on precisely FeFET-based ADC
modeling to perform a design space exploration by studying
the conductance behavior in response to pulse schemes and
FE layer thickness. For our preliminary work [17], we used
16-level FeFET devices with 4 different FE layer thickness.
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Fig. 7. Input voltage vs. sensing current.
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Fig. 8. The overall architecture [17].

D. Overall Architecture

Our design follows the processing-in-memory strategy. The
proposed accelerator [17] can be used as a standalone proces-
sor and communicate with a general processor via a software-
hardware interface. The overall architecture of our design is
illustrated in Figure 8. It consists of a 64KB eDRAM buffer for
input/output storage, a controller to coordinate the calculation
process, an input/output interface for communication with off-
chip DRAM, all of which are connected via on-chip mesh.
Each PE contains several MVM engines implemented using
FeFET crossbars. Please note that we use 2-transistor (2T)
FeFET-based devices [24] to improve reliability. In order
to facilitate the communication between the analog signal
in each PE and other digital components on the chip, we
specially designed a FeFET-based ADC unit and connected
it to the bit line of each crossbar. The input of each PE is
equipped with multiple 1-bit DACs for sequential digital-to-
analog conversion. Each PE is also equipped with sample-and-
hold units (S&H) and Shift-and-Add units (S&A).

The weight and compute mapping in our work follows the
standard scheme used in mainstream analog CNN acceler-
ators [9]. We store the CNN weights into the conductance
states of the FeFET device. The input vector is converted into
voltage and applied to the data line (DL) in sequence. The read
line (RL) aggregates the currents flowing through all cells on
the same RL, representing the dot product between the DNN
weight and the input vector. We adopt a conservative 4-bit per
cell FeFET device model [23], and set the crossbar size to
128×128.

Previous training accelerators implemented a pipeline for
DNN training processing by exploit the intrinsic parallelisim in
batch based training. Typically, a batch of inputs (e.g., 32, 64,
128) are processed using the same weights. The parameters are
only updated at the end of each batch. For BP-based training
method, a DNN with L layers requires (2L+B+1) [10], [28]
cycles to process a batch of inputs with a size of B. Our work
leverages DFA and is implemented in a reduced processing
pipeline. Since DFA allows the errors to be propagated directly
from the last layer to all the processing layers, the backward
computation can be processed in parallel in one cycle using
the FeFET-based PE with RNG support. The overall number

of cycles to process N inputs is (N/B)(L+B+2), achieving
∼2× reduction in processing time.

IV. EVALUATION

Experimental Setup. The proposed design is evaluated
using the state-of-the-arts DNN models including LeNet-5 [29]
on MNIST for simple hand-written digits, AlexNet [1] and
CaffeNet [30] on CIFAR-10/CIFAR-100 for complex classifi-
cation tasks. In order to demonstrate the applicability of the
DFA algorithm and the proposed architecture in a wider range
of applications, we also include two recommender systems,
Deep Factorization Machines (DeepFM) [31] and Adaptative
Factorization Network (AFN) [32], into our evaluation. Both
DeepFM and AFN are evaluated on Criteo dataset [33]. All
models are trained in Tensorflow. We quantized both the
activations and weights of all CNNs with 8-bit based on the
training accuracy analysis in the following discussion. We
compare the proposed design with five counterparts including
Intel Xeon E5-2630 V3, 8-core CPU, an Nvidia GTX 1080
GPU, a Xilinx Virtex7 FPGA [8], one ASIC chip Google
TPU [6], and an ReRAM-based DNN training accelerator [10].
To support DFA training, we equip the above counterparts
with state-of-the-art CMOS RNG [34] for random matrix
generation. The run times for CPU/GPU are measured by Ten-
sorflow and the energy costs are measured on real hardware.
The FPGA numbers are scaled and calculated based on the
original paper. We build an in-house simulator to model the
performance of TPU. For the ReRAM-based accelerator [10]
and our design, the DAC, S&H, S&A, maxpool, activation
logic designs are all adopted from an existing ReRAM DNN
accelerator [9] implemented in 32 nm process technology.
We build a simulator based on NVSim [35] to evaluated the
inference throughput, power, and energy consumption of the
ReRAM-based accelerator and our design.

Training Accuracy. To deploy DFA training onto the fix-
point FeFET crossbars, we conducted a set of experiments
to explore the trade-off between numerical precision and
model training accuracy. We quantize both the weights and
activations to fix-point values on the five evaluation models.
We normalized the model accuracy to float resolution in
original implementation [20] and show the results in Table I.
We see that DFA training with 16-bit precision exhibits
negligible accuracy reduction among all the evaluated CNNs
and recommendation systems. A slightly (< 0.09) accuracy
degradation is observed in 8-bit training. The accuracy of
all models drops sharply when trained with less than 6-bit

TABLE I
TRADE-OFF BETWEEN RESOLUTION AND ACCURACY.

LeNet AlexNet CaffeeNet DeepFM AFN

Float 1 1 1 1 1
16-bit 0.99 0.98 0.985 0.99 0.99
8-bit 0.987 0.97 0.977 0.97 0.90
6-bit 0.95 0.93 0.935 0.92 0.88
4-bit 0.93 0.88 0.90 0.85 0.75
2-bit 0.78 0.69 0.71 0.66 0.60



precision. In order to ensure training accuracy while reducing
computing and memory requirements, we implement all the
candidate networks in the following discussion with 8-bit
precision.

Performance and Power Efficiency. We compares the
training performance and power efficiency among different
designs. In general, the domain-specific accelerators achieve
greatly improvement compared with general-purpose CPU and
GPU. The proposed FeFET-based accelerators demonstrate the
most improvement due to the benefits from both DFA training
algorithm and hardware innovations. Compared with state-
of-the-arts ReRAM-based designs, the proposed accelerator
achieves 1.3× improved performance and 2.5× improved
power efficiency. We recommend interested readers to [17]
for more detailed experimental results and discussions.

V. CONCLUSION

In this work, we review our recent research efforts on
efficient DNN training accelerators. We studied the emerging
direct alignment feedback training algorithm and investigate
its potential to overcome the limitations of current backpropa-
gation based training. We then present customized accelerator
design to support DFA-based DNN training. We implement
the proposed architecture using FeFET. The underlying circuit
implementation and architectural optimization are extensively
explored to improve the power efficiency. Our experimental
results show that the proposed design is suitable for the
training of a broader range of deep neural networks.
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