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Thomas Parmer

NODE INFLUENCE IN NETWORK-BASED DISCRETE DYNAMICAL SYSTEMS

Many complex systems can be modeled as network-based discrete dynamical systems,

where individual nodes (representing some variable of interest) are connected by edges that

describe their interactions. Each node can take on different states relevant to the network under

investigation (for example, a gene may be turned ON or OFF in a genetic regulatory network,

or a person may be Infected or Susceptible to a disease in an epidemiological network). These

networks are frequently studied by analyzing global properties such as fixed points, robustness

(sensitivity to perturbation), and functional organization (modularity). A fundamental problem

in complex systems science is to understand how interactions between individual components

of a system give rise to such properties; in other words, how can the influence of a node,

or set of nodes, be measured and how does it affect the large-scale dynamics of the system?

Understanding this influence is crucial to characterize, predict, and control complex systems.

Traditional lines of inquiry often analyze only the network structure or assume that the

entire network configuration is known (i.e., the state value of all nodes in the network). In

practice, however, a network’s structure may not be a good predictor of its dynamics and fur-

thermore, it is reasonable to assume that some nodes may not be measureable or controllable.

Some recent approaches, such as causal inference methods, do not make such assumptions;

still, calculating influence is in general a NP-hard problem and thus there is a need to further

develop feasible approximate methods that work well in practice. This dissertation focuses on

methods to calculate node influence and uncover dynamical properties of a network (modular
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organization, attractor control sets, size of perturbation cascades) that depend only on limited

(partial) knowledge of the network configuration.

I begin by reviewing the literature on node influence and related problems (influence max-

imization, control, and modularity), with special focus on methods that utilize either causal

inference or approximations of dynamics. I then expand upon these methods with my own

contributions to the field. First, I utilize the the existing concept of pathway modules on a

dynamical map to define complex (synergistic) modules and use these to describe a network’s

dynamics by its underlying causal mechanisms (by calculating direct node influence) and mea-

sure its dynamical modularity. Next I use a mean-field approximation of a node’s state based

on iterative update of the states of its inputs (the IBMFA) to estimate the influence of that node

on long-term configurations and attractors of a network, finding that the approximation per-

forms well in comparison to actual simulations of the system. Finally, I define a thresholded

representation of the dynamics (a generalized threshold network) to study different structural

representations of the node update functions. I use these different representations and the

IBMFA to calculate node influence and find that the choice of which method to use depends

on the connectivity of the graph and the precision required. These methods are applied to

various networks including random Boolean networks and biological signaling and regula-

tory networks, with examples given of additional use cases (such as linear threshold models

and game-theoretic networks). Taken together, they help to elucidate the role of individual

components within complex systems, with applications to dynamical modularity, influence

maximization, and attractor/target control. Throughout I try to bridge the gap between litera-

ture on dynamical networks (e.g., logical models, Boolean networks) and dynamical processes

on networks (e.g., epidemic and information spreading).
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ules MP 1� 1 and M i 1� 1 are decoupled. (c) There is logical obstruction between
modulesMP 1� 1 andMP 2� 1. (d) There is synergy between modulesMP 1� 1 and
M i 2� 1. (e) A limit cycle of the network due to modulesMP 1� 1, M i 1� 1, andM i 2� 1.
(f) All six complex modules with seed set sizes = 1. The nodes shown in yellow
are subsumed by multiple other modules. Additional details are given in the text. . 74
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3.4 Computational expense of the T-LGL leukemia network.The number of path-
way modules is compared to the number of core complex modules found using
the maximal seed heuristic (described in section 3.3.1) for the T-LGL leukemia
network (N = 60). Determining modularity using all pathway modules (every
combination of s-units) is a combinatoric problem and grows exponentially with
the seed set sizes, whereas the number of complex modules is much lower, allow-
ing for easier evaluation. Note that the y-axis is logarithmic. . . . . . . . . . . . . 75

3.5 Complex modules in thedrosophilasingle-cell SPN.(a) The DCM of thedrosophila
single-cell SPN (input node states are given a double edge). Black represents vari-
ables in their active (ON) state, white represents variables in their inactive (OFF)
state, and grey diamonds represent t-units. The DCM consists of 34 s-units. Note
that several t-units have been removed or modi�ed in the �gure for clarity of the
transition function. (b) Select complex modules (indicated by color) are shown
for seed set sizejS0

i j = 1; seeds are indicated by a double edge. ModulesMen� 1

(blue),MnHH � 1 (green),MSLP � 1 (pink), andMnHH � 0 (gold) are shown. The s-
unit CIR-0 is in bothMen� 1 andMnHH � 1. Together these four modules cover 59%
of the s-units in the DCM. (c) Same as b, but forjS0

i j = 2. ModulesMnW G � 1;SLP � 0

(blue) andMnHH � 1;SLP � 1 (red) are shown. The s-unit CIR-0 is in both modules.
Together both modules cover 82% of the s-units in the DCM. (d) Same as b, but
for jS0

i j = 3. ModulesMnHH � 1;nW G � 1;SLP � 0 (violet) andMnHH � 0;ptc� 1;SLP � 1

(brown) are shown. The s-units CIA-0, PH-0,wg-0 and WG-0 are in both mod-
ules. Together both modules cover 85% of the s-units in the DCM. Additional
modules are shown in Fig. A.4-A.6. . . . . . . . . . . . . . . . . . . . . . . . . . 81

3.6 Dynamical unfolding of the wildtype attractor in the drosophilaparasegment.
The minimal pinning perturbation that was found suf�cient to fully resolve the
wildtype attractor is shown. Cell boundaries are separated by a blue line; white
indicates that a node is OFF in that time step, black indicates that a node is ON,
and grey indicates that the node state is unknown. The color of the node label
indicates an associated complex module. Select modules are also highlighted in
the dynamical unfolding process by colored borders. Arrows indicate the initiation
of a new module; arrows pointing to the side or upwards indicate that the respective
s-unit is initiating a module in a neighboring cell. For example,MSLP � 0 is present
in cell 1 based on initial conditions (blue arrow). The in�uence of WG-1 in cell
4 (blue arrow) initiatesMSLP � 0;nW G � 1 in cell 1 (shown by blue borders). This
module turns onhhand HH which initiatesMnHH � 1 in cell 2 (shown in green) and
then turns off WG in cell 1 which, together with WG-0 in cell 3 (indicated by red
arrows), initiatesMnW G � 0 in cell 2; the synergy betweenMnHH � 1 andMnW G � 0

results inMnHH;nW G � 0 in cell 2 (which subsumes both individual modules and is
shown by red borders). Refer to Fig. A.11 for a full description. . . . . . . . . . . 84
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3.7 Comparison of dynamical modularity across GRNs.(a) I display results for the
drosophilasingle-cell SPN, the yeast cell cycle network, andThaliana arabadop-
sis. The relative cover sizej� sj=2N is shown for each network's optimal cover
� � (based on maximizingD(� s), shown as full lines) and minimally-sized cover
� min (shown as dashed lines) per maximum seed set sizes. Note that values
of j� sj=2N can be at most1 because there are2N s-units which together cre-
ate a trivial cover (every s-unit acts as a module's seed); the intermediate line
j� sj = N is indicated by grey dashes. Note that the optimal cover has more
than the minimal number of modules fors > 1. (b) Same as panel a, but the dy-
namical modularity scored = D(� s) is shown for each network's optimal cover
� � (full lines) and minimally-sized cover� min (dashed lines). (c) I display results
for thedrosophilaparasegment SPN and the T-LGL leukemia network. I estimate
the optimal cover� �

s by greedy selection of the maximum module independence,
max(ind(M i ; � s � M i )) , as described in section 3.2.3. The relative cover size
j� �

sj=2N is shown for each network. Grey dashes indicate the linej� sj = N . (d)
Same as panel c, but the dynamical modularity scored = D(� �

s) is shown for
each network. Due to the suboptimal nature of the greedy selection,d sometimes
decreases for larger maximum seed set sizes. . . . . . . . . . . . . . . . . . . . . 87

4.1 Accuracy of the individual-based mean-�eld approximation. (a) I evaluate the
mean squared errore(t), as de�ned in Eq. 4.5, of the prediction made under the
individual-based mean-�eld approximation (IBMFA) with respect to the ground-
truth con�guration of the system at staget of the dynamics. The systems under
observation are random Boolean networks (RBNs) withN = 100 nodes and �xed
degreek. Initial con�gurations are sampled from Eq. 4.3, where the probability
of nodei to be active equalssi (t = 0) = 0 :5 for all i = 1; : : : ; N . I consider
100RBNs for each value ofk. For each of them, ground-truth trajectories used
in the computation of the IBMFA error are estimated by relying onR = 100 in-
dependent simulations. The average error over the100 RBNs is then displayed
using full curves of different colors depending on the degreek of the underly-
ing RBN. IBMFA errors are compared to their corresponding baseline valuesb(t),
i.e., the variance of the sampled trajectories used to estimate the average trajec-
tory of the network (see Eq. 4.6), that are shown as dashed curves in the plot. (b)
Same as in panel a, but for selected biological signaling networks: theDrosophila
melanogastersegment polarity network (drosophila), the T cell large granular lym-
phocyte leukemia network (leukemia), and the estrogen receptor breast cancer net-
work (breast cancer). Initial con�gurations are sampled from Eq. 4.3, where the
probability of nodei to be active equals tosi (t = 0) = 0 :5 for all i = 1; : : : ; N . . . 101

xx



4.2 Dynamical in�uence in Boolean networks.(a) The residual entropy of theDrosophila
melanogastersegment polarity network is seen as a function of time. Entropy is
measured in bits and is normalized by the size of the network. Different curves
correspond to different choices for the set of seed nodesX . Speci�cally, I show
results forX = ; , X = f (en; �̂ en = 1) g, X = f (CIR; �̂ CIR = 1) g, andX =
f (CIR; �̂ CIR = 0) g. (b) Same as in panel a, but for the estrogen receptor breast
cancer network. The baseline is given by a seed set where12nodes of the network
are set to biologically relevant states and the drugAlpelisib is activated, i.e.,X =
f (SGK1 T; �̂ SGK1 T = 0) ; (IGF1R T; �̂ IGF1R T = 1) ; (PIM; �̂ PIM = 0) ; (ER; �̂ ER =
1); (PBX1; �̂ PBX1 = 1) ; (HER2; �̂ HER2 = 0) ; (HER3 T; �̂ HER3 T = 0) ; (PTEN; �̂ PTEN =
0); (BIM T; �̂ BIM T = 0) ; (BCL2 T; �̂ BCL2 T = 0) ; (PDK1; �̂ PDK1 = 0) ; (mTORC2;
�̂ mTORC2 = 0) ; (Alpelisib; �̂ Alpelisib = 1) g [98]. The various curves are obtained
by activating a speci�c anti-cancer drug (other thanAlpelisib) and adding it to the
baseline. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

4.3 Driving Boolean networks to the desired attractor. (a) Graph of theDrosophila
melanogastersegment polarity network. In the visualization, a directed connec-
tion from nodei to nodej indicates that the state of nodei is one argument of
the Boolean functionFj that regulates the dynamical evolution of nodej . One of
the attractors of the network is shown: active nodes are depicted in black; inac-
tive nodes are depicted in white. The attractor may be reached by controlling the
state of the three nodes highlighted in orange. The seed set,X = f (SLP; �̂ SLP =
0); (nWG; �̂ nWG = 1) ; (nHH; �̂ nHH = 1) g, is identi�ed using the greedy optimiza-
tion algorithm. (b) The10attractors of the network, and their corresponding min-
imal driver sets as identi�ed by the greedy optimization algorithm (highlighted in
orange). Attractor4 is the same as in panel a. These predictions recover exactly
the minimal driver sets for7 of the10 �xed points, while overestimating the size
of the driver sets required to reach attractors 5, 9 and 10 by one node only (the
PTC node). (c) Residual entropy as a function of the size of the seed set for three
selected seed sets found by the greedy optimization algorithm leading to speci�c
attractors. The labels of the attractors are the same as in panel b. The uncon-
strained greedy selection process �nds attractor 4. All entropy values are estimated
over R = 100 simulations of the dynamical process. As a term of comparison,
the curve corresponding to seed sets composed of randomly selected nodes' in-
dices/states is also shown. The curve displays the value of the entropy averaged
overR = 100 simulations of100random seed sets. . . . . . . . . . . . . . . . . . 106
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4.4 In�uence maximization in synthetic and real Boolean networks. (a) I identify
the optimal sets of driver nodes by implementing the unconstrained optimization
algorithm on random Boolean networks (RBNs) with variable network sizeN and
�xed degreek. The relative size of the optimal driver set is plotted as a function
of the network size. Different curves correspond to differentk values. Results
refer to average values over10 RBNs. (b) Relative size of the optimal driver sets
identi�ed by the unconstrained optimization algorithm in the74networks that are
part of the Cell Collective repository. The relative size of the identi�ed driver
set is plotted against the network size of the corresponding network. (c) Cumula-
tive distribution function of the relative size of the optimal driver sets of the Cell
Collective networks shown in panel b. (d) I compare these predictions with those
obtained byBorriello and Daniels[355]. I consider networks from the Cell Collec-
tive repository that were analyzed in [355] and have �xed point attractors, and plot
the average size of the optimal driver sets predicted by the greedy (constrained)
optimization algorithm vs. the average size of the control kernels (blue circles).
A control kernel is an approximation of the minimal driver set towards a desired
attractor [355]. Each point in the plot is a network. Average values are computed
over all the possible �xed points of a network. The dashed grey line indicates an
exact match between the two predictions. For the same set of networks, I also show
the size of the minimal optimal driver set (computed using the unconstrained op-
timization algorithm) vs. the average size of the control kernels (orange squares).
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
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5.1 Different representations of a transfer function on the generalized threshold
network. The same transfer function is shown in panels a, c and e, along with a
different generalized threshold network (GTN) representation in panels b, d, and
f. Here I display only theN nodes andE edges of the GTN that concern the
activation of noded; for compactness, nodes and edges concerning stated-0 are
ignored. (a) A Boolean network composed of four nodes. The noded has three
inputs,a, b andc; the transfer function governing its update is shown as a logical
expression and converted to disjunctive normal form. (b) The corresponding GTN
representation of panel a denotes this relationship usingN = 6 total nodes and
E = 6 total edges. (c) The transfer function ofd is shown as a look-up table.
(d) The corresponding GTN representation denotes this relationship usingN = 9
total nodes andE = 12 total edges. (e) The transfer function ofd is shown as the
two-symbol schemata redescription of the look-up table in panel c. The wildcard
symbol (#) indicates a node that can have either state value, while the position-free
symbol (o) denotes that the two indicated state values can switch; that is eithera
or b may be active to ensure that noded is in the active state, while the state of
the other input does not matter. (f) The corresponding GTN representation denotes
this relationship usingN = 6 total nodes andE = 5 total edges. The GTN based
on schematic redescription is the most concise representation shown. In the GTN
representations, state nodes representing the active state (� i = 1) of variablei are
shown in black, state nodes representing the inactive state (� i = 0) of variablei are
shown in white, and threshold nodes are shown in grey. . . . . . . . . . . . . . . . 124

5.2 Ground-truth vs. approximate domains of in�uence in real-world networks.
(a) Average size of the domain of in�uence for networks in the Cell Collective.
Results are shown for the ground-truth domain of in�uence (GT) as well as ap-
proximate domains of in�uence as estimated by the individual-based mean-�eld
approximation (IBMFA) and three different GTN representations whose transfer
functions are de�ned by the node look-up tables (LUT), by disjunctive normal
form (DNF) of logical expressions, and by schematic redescription (SR). Results
are averaged over all seed sets of a given size and across all networks. (b) Same
as panel a, but for the average value of the similarity (i.e., Jaccard index) between
approximations of the domain of in�uence and the ground-truth domain of in�u-
ence. (c) Same as in panel a, but for the average recall of approximate domains
of in�uence as compared to the ground-truth. (d) Same as in panel a, but for the
average precision of approximate domains of in�uence as compared to the ground-
truth. Across measures, DNF, SR, and IBMFA perform similarly. IBMFA does
somewhat better at size, similarity, and recall but somewhat worse at precision. . . 133
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5.3 Comparison between approximate domains of in�uence in real-world net-
works. (a) Average similarity between domains of in�uence for networks in the
Cell Collective. Results are shown for the ground-truth domain of in�uence (GT)
as well as approximate domains of in�uence as estimated by the individual-based
mean-�eld approximation (IBMFA) and three different GTN representations whose
transfer functions are de�ned by the node look-up tables (LUT), by disjunctive
normal form (DNF) of logical expressions, and by schematic redescription (SR).
Similarity is calculated as the average Jaccard index between approximate domains
of in�uence obtained by the various methods. Results are averaged over all seed
sets and across all networks. (b) Same as panel a, but results are calculated only
for seed sets of size1. (c) Same as panel a, but results are calculated only for seed
sets of size2. (d) Same as panel a, but results are calculated only for seed sets of
size3. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

5.4 Seed set rankings based on the domain of in�uence in real-world networks.I
measure the Spearman's correlation coef�cient between the size of the domains of
in�uence predicted by the various approximate methods and the size of the ground-
truth domains of in�uence for networks in the Cell Collective. Results are shown
for the ground-truth domain of in�uence (GT) as well as approximate domains of
in�uence as estimated by the individual-based mean-�eld approximation (IBMFA)
and three different GTN representations whose transfer functions are de�ned by
the node look-up tables (LUT), by disjunctive normal form (DNF) of logical ex-
pressions, and by schematic redescription (SR). Results are calculated per network
for a given seed set size and then averaged across all networks. As a term of
comparison, rankings based on degree centrality (by summing the out-degree of
seed nodes in the original structural graph) are also considered (SG); note that in
this case, seed nodes of different states will have the same rank-order. Dynami-
cal methods except for LUT perform similarly; however, LUT still performs better
than predicting seed set rankings based on degree centrality. . . . . . . . . . . . . 136
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5.5 Computational time for the estimation of the domain of in�uence in real net-
works. (a) Average time required to estimate domains of in�uence in theDrosophila
single-cell segment polarity network (sizeN = 17) [20]. Results are shown for the
ground-truth domain of in�uence (GT) as well as approximate domains of in�u-
ence as estimated by the individual-based mean-�eld approximation (IBMFA) and
three different GTN representations whose transfer functions are de�ned by the
node look-up tables (LUT), by disjunctive normal form (DNF) of logical expres-
sions, and by schematic redescription (SR). Results are averaged over all seed sets
of a given size. The maximum degree of this network iskmax = 4. In this network,
GTN methods perform much quicker than the IBMFA or the ground-truth. (b)
Same as panel a, but for the EGFR & ErbB Signaling network (N = 104) [407].
The maximum degree of this network iskmax = 14. In this network runtimes are
similar except for the SR method, which takes much longer than the others. (c)
Average time required to estimate domains of in�uence for networks in the Cell
Collective. Results are averaged over all seed sets of size1. Each point in the plot
is a network; time is plotted as a function of the network sizeN . (d) Same as in
panel c, but time is plotted as a function of the total size of all node look-up tables
in the network, i.e.,

P N
i =1 2k i . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139

6.1 GTN representations of game-theoretic models.(a) The look-up table (LUT)
for an agentd with three neighbors who is using the deterministic best response
(DBR) strategy in a stag-hunt (i.e., coordination) game. This LUT is identical to
that of an agent using the generalized tit-for-tat strategy that copies the state of
the majority of its neighbors. Here the state 0 corresponds to defection, while the
state 1 corresponds to cooperation. (b) The GTN representation of the LUT in
panel a. For compactness, I display only the nodes and edges of the GTN that
concern the activation of noded. (c) The LUT for an agentd with three neighbors
who is using the deterministic best response (DBR) strategy in a snowdrift (i.e.,
anti-coordination) game. (d) The GTN representation of the LUT in panel c. For
compactness, I display only the nodes and edges of the GTN that concern the
activation of noded. (e) The LUT for an agentd with three neighbors who is using
the deterministic best response (DBR) strategy in a prisoner's dilemma game. (f)
The GTN representation of the LUT in panel e. Notice that in this case the chosen
strategy ofd is unconditional defection. As such,d's state is constant and does not
depend on its neighbors; furthermore, the stated-1 is disconnected from the rest of
the graph. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162
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6.2 GTN representation of the CNOT gate. (a) A GTN representation of a CNOT
gate, composed of two distinct subgraphs. One shows dependencies between the
target qubitt and the control qubitc; the other shows dependencies between the
phase of the target qubit (labeled asx) and the phase of the control qubit (labeled
asy). If the initial state of the target is known to be 0 (indicated in orange and by
double edges) and the state of the control is in a superposition (with phasey-0 or
y-1, indicated by yellow), then there are two possible paths that may be followed
in the graph (indicated by dashed lines), depending on what the (unknown) state
of the control is. (b) The same GTN is shown as in panel a. In this case, both
the target and the control are in superposition so the state oft andc are uncertain.
However, if the initial phases are known to bex-1 andy-0 (indicated in orange and
by double edges), the resulting phases at timet + 1 arex-1 andy-1, indicating
phase kickback from the target to the control variable. . . . . . . . . . . . . . . . 164

A.1 Pseudo-code for algorithm 1. Input to the function is a DCM, a seed set of s-
units S0, and a perturbation type (`pinning' or `pulse'). The algorithm is similar
to breadth-�rst search (BFS) and explores what part of the DCM is reachable from
the seed set, factoring in the perturbation type, relative time steps, logical contra-
diction, and t-unit thresholds. FIFO queues hashed by relative time step are stored
in time stepswhile sets of visited units hashed by relative time step are stored in
unfolding. Units (s or t) are only added to the queue associated with the respective
time step if they meet the requisite conditions. S-units are given a default threshold
� = 1 and delaydt = 1, while t-units have delaydt = 0. Units that are visited are
added to the setsvisitedandactivestep. Each t-unit must track the s-units that con-
tribute towards its threshold; with pulse perturbation, unit thresholds are reset after
each time step. The algorithm halts when a repeat set of s-units and t-units is found
for a given time step or when no new units can be reached based on their logical
conditions. The function returns the pathway moduleMS0 initiated by the seed set,
i.e., the sets of units visited at each relative time step. In the above pseudo-code,
f key:valueg represents a hash table andfg a set. . . . . . . . . . . . . . . . . . . 180

A.2 Pseudo-code for algorithm 2.Input to the function is a DCM, the maximum seed
set sizemaxs, a set of s-unitsseeds, and a perturbation type (`pinning' or `pulse').
At each iteration, new seed sets of sizes = k are generated by combining seed
sets of current pathway modules of sizes = k � 1 with the members ofseeds(size
s = 1). The pathway modules for these new seed sets are found using algorithm
1; this set of modules is then condensed to a set of complex modules by removing
those that are subsumed by other modules or that fail a synergy check. For pinning
perturbation, the former condition �lters any modulep whereSp � Sm for any
other modulem 2 P, whereas for pulse perturbation the temporal order of when
units �re must be checked as well. The function returns the set of complex modules
I . In the above pseudo-code,fg represents a set. . . . . . . . . . . . . . . . . . . 181
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A.3 Example interactions between pathway modules.(a) ModuleMA subsumes
MB as the unfolding ofMB is completely contained inMA . (b) MA;B � 0 logically
obstructsMA because of the contradiction between B-0 and B-1, which prevents
the rest ofMA from unfolding. (c)MA andMD are decoupled (dynamically in-
dependent); even though they share a threshold,MA;D does not �re the t-unit and
thus cannot cause any downstream effects. (d)MA and MF are synergistic be-
causeMA;F �res a t-unit that neither module can �re by itself, thereby reaching
the node H. (e) There is both synergy and logical obstruction present betweenMA

andMC� 1, as a logical contradiction with C-1 blocks the complete unfolding of
MA ; however, the synergy present also allowsMA;C � 1 to include I and J. (f) An
example of synergy between non-maximal seeds.MC is subsumed byMA andMK

is subsumed byMB � 0. Because of the contradiction of B-0 and B-1,jSA;B � 0j = 3
(shown in green). However, if C and K are used as seeds, then a larger module is
seen which includes the extra nodes L and M,jSC;K j = 4 (shown in brown). This
synergy is found in two complex modules,jSC;B � 0j = 5 andjSA;K j = 6; however,
neither of these are core complex modules becauseMC andMK are not maximal. . 182

A.4 Complex modules in thedrosophilasingle-cell SPN, seed set sizes = 1. Select
complex modules (indicated by color) are shown: moduleMnW G � 0 (a), module
MCIR � 1 (b), moduleMP T C� 0 (c), and all 14 complex modules with seed set size
s = 1 (d). These modules dynamically unfold from their seed set of sizes = 1
(highlighted with a double edge) to include the s and t-units that are guaranteed to
�re given pinning perturbation. In panel d, the 14 modules indicated compose� 1

and cover the DCM. S-units and t-units are colored by the largest module that they
are a part of; modules that only contain the seed (jSi j = 1) are in purple. Note
that several t-units have been removed or modi�ed in the �gure for clarity of the
transition function. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184

A.5 Complex modules in thedrosophilasingle-cell SPN, seed set sizes = 2. Se-
lect complex modules (indicated by color) are shown: moduleMSLP � 1;P T C � 0 (a),
moduleMnHH � 1;en� 1 (b), moduleMnHH � 1;CIR � 1 (c), and moduleMnHH � 0;ptc� 1

(d). These modules dynamically unfold from their seed set of sizes = 2 (high-
lighted with a double edge) to include the s and t-units that are guaranteed to �re
given pinning perturbation. In panel d, note that s-unitptc-0 does not �re with
pinning perturbation due to contradiction withptc-1. Note that several t-units have
been removed or modi�ed in the �gure for clarity of the transition function. . . . . 185
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A.6 Complex modules in thedrosophilasingle-cell SPN, seed set sizes = 3. Select
complex modules (indicated by color) are shown: moduleMSLP � 0;nW G � 1;nHH � 1

(a), moduleMnW G � 0;nHH � 1;CIR � 1 (b), moduleMnW G � 0;nHH � 0;ptc� 1 (c), and mod-
ule MSLP � 0;nHH � 0;ptc� 1 (d). These modules dynamically unfold from their seed
set of sizes = 3 (highlighted with a double edge) to include the s and t-units that
are guaranteed to �re given pinning perturbation. In panel a, the indicated module
resolves all 17 variable states and results in one of the network's 10 attractors. In
panel b, the indicated module is identical toMSLP � 1;nHH � 1;CIR � 1 but differs only
in the seed. In panel c, the indicated module is identical toMSLP � 1;nHH � 0;ptc� 1 but
differs only in the seed. Note that several t-units have been removed or modi�ed in
the �gure for clarity of the transition function. . . . . . . . . . . . . . . . . . . . . 186

A.7 Dynamic cycle by perturbation of nHH. The input nHH can unfold different
modules if its state is changed periodically. If held ON long enough, and SLP-
1 or nWG-0 is also present,MSLP � 1;nHH � 1 or MnW G � 0;nHH � 1 can unfold (a),
which turns onptc. If nHH is turned OFF,MnHH � 0;ptc� 1 unfolds and turns off
ptc (b). If nHH is turned ON again, it turns off PTC and allowsMSLP � 1;nHH � 1

or MnW G � 0;nHH � 1 to unfold (c), which again turns onptc. If nHH is turned OFF,
MnHH � 0;ptc� 1 unfolds and the cycle continues (d); thus, periodically �ipping the
state of nHH causes several other nodes states (such asptc, PTC, CIA, and SMO)
to also �ip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187

A.8 Dynamical unfolding in the drosophilaparasegment SPN.Cell boundaries are
separated by a blue line; white indicates that a node is OFF in that time step, black
indicates that a node is ON, and grey indicates that the node's state is unknown.
The color of the node label indicates the associated complex module. (a) The
dynamical unfolding of SLP1 = SLP3 = 0, wg2 = 1. The presence of WG-1 in
cell 2 allowsMSLP � 0;nW G � 1 (labeled as blue) to unfold in cells 1 and 3 by acting as
an additional input to SLP-0. These modules turn off WG and turn on HH in cells
1 and 3, which initiatesMnW G � 0;nHH � 1 in cells 2 and 4 (labeled as red). Finally
MnW G � 0;nHH � 1 in cells 2 and 4 turns off HH which initiates the (small)MnHH � 0

module in cells 1 and 3 (labeled as yellow). This resolves almost the entire network
(52 variables) with only three inputs. (b) The dynamical unfolding of SLP1 =
SLP3 = PTC2 = 0, SLP2 = 1 is almost identical, except instead ofwg-1, SLP-
1 and PTC-0 are pinned in cell 2.MSLP � 1;P T C � 0 (labeled as orange) similarly
turns on WG, initiating theMSLP � 0;nW G � 1 module in cells 1 and 3. However, the
time differences are more pronounced. The unfolding can be seen in three distinct
epochs where �rstMSLP � 1;P T C � 0 must unfold in cell 2, then theMSLP � 0;nW G � 1

modules are initiated in cells 1 and 3, and thenMnW G � 0;nHH � 1 is initiated in cell
4. This demonstrates how important timing is in the dynamic interplay between cells.188
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A.9 Minimal schemata for attractor control in the drosophilaparasegment SPN.
(a) One of the minimal schemata found to reach an attractor, representing the min-
imal seeds suf�cient to drive the dynamics to that attractor with pinning control.
Each row represents a cell in thedrosophilaparasegment and each column the state
of the respective node: black represents ON, white represents OFF, and grey rep-
resents a wildcard value (i.e., the node state is redundant for convergence to the
attractor under pinning perturbation of the seeds). The color of the row label rep-
resents the main module group active in that cell during unfolding (pink represents
� 1, red represents� 3, and violet represents� 4, see Table A.1). (b) Same as panel
a, but for the minimal schema suf�cient to reach the wildtype attractor. The min-
imal con�gurations found are much smaller than the previous estimates without
pinning perturbation found in [19]. . . . . . . . . . . . . . . . . . . . . . . . . . . 190

A.10 Dynamical unfolding of a minimal seed set to reach an attractor in thedrosophila
parasegment SPN.Cell boundaries are separated by a blue line; white indicates
that a node is OFF in that time step, black indicates that a node is ON, and grey in-
dicates that the node's state is unknown. The color of the node label indicates
the associated complex module. All four SLP inputs are pinned; additionally,
wg and en are ON in the �rst cell. Men� 1 unfolds in cell 1, andwg-1 initiates
MSLP � 0;nW G � 1 in cell 2 by acting as an input along with SLP-0. This turns on HH
in both cells which extends the unfolding in each cell via additional synergy (mod-
ulesMen� 1;nHH � 1 andMSLP � 0;nW G � 1;nHH � 1, labeled as violet). It also extends
the unfolding ofMSLP � 1 in cells 3 and 4 (moduleMSLP � 1;nHH � 1, labeled as red).
This �nal con�guration is in the basin of attraction of the broad stripes attractor
[20], and the network will reach this attractor once the seedswg anden in cell 1
are no longer pinned. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 190

A.11 Dynamical unfolding of the wildtype attractor in the drosophilaparasegment.
This �gure is the same as Fig. 3.6 except that the full unfolding of the minimal seed
set to the wildtype attractor is shown in terms of intracellular modules.MSLP � 0 is
present in cell 1 based on initial conditions (blue arrow). The in�uence of WG-1 in
cell 4 (blue arrow) initiatesMSLP � 0;nW G � 1 in cell 1 (shown by blue borders). This
module turns onhh and HH which initiatesMnHH � 1 in cell 2 (shown in green)
and then turns off WG in cell 1 which, together with WG-0 in cell 3 (indicated
by red arrows), initiatesMnW G � 0 in cell 2; the synergy betweenMnHH � 1 and
MnW G � 0 results inMnHH � 1;nW G � 0 in cell 2 (shown by red borders). Based on ini-
tial conditions,MP T C� 0 is also present in cell 1,MSLP � 0 andMwg� 0 are present
in cell 2, MSLP � 1 andMCIR � 1 are present in cell 3, andMSLP � 1 andMwg� 1 are
present in cell 4.MSLP � 1 in cell 4 (shown by pink borders) turns offhh and HH
which, together withhh-0 and HH-0 in cell 2 (indicated by brown arrows), initi-
atesMnHH � 0 in cell 3, which is subsumed byMnHH � 0;P T C � 1 (shown by brown
borders). Finally, the presence ofhh-1 and HH-1 in cell 1 initiatesMnHH � 1 in cell
4 , which is subsumed byMSLP � 1;nHH � 1 (shown in red). . . . . . . . . . . . . . . 191
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B.1 Accuracy of the individual-based mean-�eld approximation across various
update schedules.(a) I evaluate the errore(t), as de�ned in Eq. 4.5, commit-
ted by the individual-based mean-�eld approximation (IBMFA) in predicting the
ground-truth con�guration of the system at staget of the dynamics. Each curve cor-
responds to a different updating schedule in theDrosophila melanogastersegment
polarity network (SPN): synchronous (syn), deterministic asynchronous (det asyn),
stochastic asynchronous without replacement (sto w/o rep), and stochastic with re-
placement (sto w rep). In all asynchronous updating schemes, the state of a single
node is updated while the state of all other nodes is kept invariant, and one unit of
time corresponds to a number of updates equal to the system size. The node whose
state is updated is selected in different ways depending on the updating scheme: in
(det asyn), the node is selected according to a predetermined sequence; in (sto w
rep), the node is selected at random among all the possible nodes; in (sto w/o rep),
the node is selected according to a sequence, but such a sequence is randomized at
every time step. All results are averaged overR = 100 independent simulations of
M = 100 randomly selected updating schemes. Initial con�gurations are sampled
from Eq. 4.3, where the probability of nodei to be active equalssi (t = 0) = 0 :5
for all i = 1; : : : ; N . (b) Same as in panel a, but for the yeast cell cycle network.
In addition to the other update schedules, the block-sequential update (block-seq)
from Goles et al.[353] is included. In this case, nodes are updated sequentially in
blocks, where all nodes in the same block are updated synchronously. The blocks
updated in order are: ['CellSize','Swi5','Cdc20/14','Clb5,6'] , ['MBF','Sic1'] ,
['Cln3','SBF','Clb1,2','Mcm1/SFF'], ['Cln1,2'], and ['Cdh1']. One unit of time
is given by a full update of all blocks. . . . . . . . . . . . . . . . . . . . . . . . . 199

B.2 Average node and con�guration entropies for the Drosophila melanogaster
segment polarity network. (a) I consider all possible seed sets of sizejX j = 2.
I then compare the residual entropyh2(s) of each node in the network aftert = 1
iterations of the IBMFA, averaged across all seed sets, to the residual entropy of
each node averaged overR = 100 simulations of each seed set. Entropy is mea-
sured in bits; maximum entropy per node is 1 bit. Different dots correspond to
different nodes in the network. The dashed line indicates perfect agreement be-
tween entropy estimates. (b) Same as in panel a, but for iterationt = 10. (c) I
again consider all possible seed sets of sizejX j = 2. I then compare the residual
entropyH (~sjX ) of the network con�guration aftert = 1 iterations of the IBMFA,
averaged across all seed sets, to the residual entropy of the network con�guration
averaged overR = 100 simulations of each seed set. Entropy is measured in bits
and is normalized by the size of the network. Different dots correspond to different
choices for the set of seed nodesX . (d) Same as in panel c, but for iterationt = 10.
The results show a strong positive correlation between the IBMFA and the simu-
lations, although after 10 iterations the IBMFA tends to underestimate entropy as
compared to the simulations. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 200
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B.3 Entropies of the IBMFA compared to simulations in genetic regulatory net-
works. (a) The residual entropy of theDrosophila melanogastersegment polarity
network is plotted as a function of time. Entropy is measured in bits and is nor-
malized by the size of the network, and then averaged over all possible seed sets of
sizejX j . Full curves correspond to predictions made by the IBMFA, while dashed
curves correspond to the average entropy based onR = 100 independent simula-
tions of each possible seed set. (b) Same as in panel a, but for the T-LGL leukemia
network. Although node entropiesh2(s) predicted by the IBMFA are sometimes
lower and sometimes higher than those measured by the simulations (and can in-
crease as well as decrease over time), the IBMFA on average consistently predicts
lower entropy of the network con�gurationH (~sjX ) than the simulations do. . . . . 201

B.4 Dynamical in�uence in the Drosophila MelanogasterSPN under different up-
date schedules.(a) The residual entropy of theDrosophila melanogastersegment
polarity network (SPN) is plotted as a function of time. Entropy is measured in bits
and is normalized by the size of the network. Results are shown for the empty seed
set,X = ; . Different curves correspond to different choices of the update sched-
ule: synchronous (syn), deterministic asynchronous (det asyn), stochastic asyn-
chronous without replacement (sto w/o rep), and stochastic with replacement (sto
w rep). For de�nitions of the updating schemes, see the caption of Fig. B.1. All
results are averaged overR = 100 independent simulations ofM = 100 models.
(b) Same as in panel a, but forX = f (en; �̂ en = 1) g. (c) Same as in panel a, but for
X = f (CIR; �̂ CIR = 0) g. (d) Same as in panel a, but forX = f (CIR; �̂ CIR = 1) g. . 202

B.5 Dynamical in�uence in the yeast cell-cycle network under different update
schedules.(a) The residual entropy of the yeast cell-cycle network is plotted as a
function of time. Entropy is measured in bits and is normalized by the size of the
network. Results forX = ; are shown. Different curves correspond to different
choices for the update schedule: synchronous (syn), deterministic asynchronous
(det asyn), stochastic asynchronous without replacement (sto w/o rep), stochastic
with replacement (sto w rep), and block-sequential (block-seq). For de�nitions
of the updating schemes, see the caption of Fig. B.1. All results are averaged
over R = 100 independent simulations ofM = 100 models. (b) Same as in
panel a, but forX = f (CellSize; �̂ CellSize = 1) g. (c) Same as in panel a, but for
X = f (Cln3; �̂ Cln3 = 0) g. (d) Same as in panel a, but forX = f (Cln3; �̂ Cln3 = 1) g. 203

B.6 Dynamical in�uence in the Drosophila melanogastersegment polarity network.
(a) The residual entropy of the network is plotted as a function of time. Entropy
is measured in bits and is normalized by the size of the network. Different curves
correspond to different choices for the set of seed nodesX . All possible seed sets
of sizejX j = 1 are shown. (b) Same as in panel a, but a random sample of1=100
of all possible seed sets of sizejX j = 3 are shown; one of the seed sets results in
zero entropy (an attractor of the system). . . . . . . . . . . . . . . . . . . . . . . 204
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B.7 Dynamical in�uence in the T-LGL leukemia network. (a) The residual entropy
of the network is plotted as a function of time. Entropy is measured in bits and
is normalized by the size of the network. Different curves correspond to different
choices for the set of seed nodesX . All possible seed sets of sizejX j = 1 are
shown. (b) Same as in panel a, but a random sample of1=1000of all possible seed
sets of sizejX j = 3 are shown. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 204

B.8 Driving genetic regulatory networks to a desired attractor. (a) Residual en-
tropy as a function of the size of the seed set for seed sets found by the greedy se-
lection algorithm (see Section 4.2.5) leading to the 10 attractors in theDrosophila
melanogastersegment polarity network (the size of the network isN = 17). The
values shown are based on averagingR = 100 simulations of the selected seeds.
Circles denote the greedy selection process towards an unconstrained attractor,
which in this case �nds attractor 4. As a term of comparison, the curve corre-
sponding to seed sets composed of randomly selected nodes' indices/states is also
shown (dashed line). The curve displays the value of the entropy averaged over
R = 100 simulations of100random seed sets. The set size indicated does not take
into account seed reduction which results in driver sets of sizejX j = 3 or jX j = 4
for each attractor in the network. (b) Same as panel a, but for the yeast cell-cycle
network (N = 12). Solid lines show greedy selection towards each of the 11 at-
tractors in the network. The unconstrained greedy selection process in this case
�nds an attractor that does not exist if nodes are not pinned. Interestingly, entropy
must increase during the seed selection process to reach some of the attractors.
(c) Same as in panel a, but for theDrosophila melanogasterparasegment network
(N = 60). Solid lines show greedy selection towards six biologically relevant at-
tractors, representing the wildtype phenotype, wildtype variant (wildvar), ectopic
phenotype, ectopic variant (ectopvar), broad stripes (broad), and no segmentation
(noseg). Even though this network is too large for the dynamical landscape to be
fully described, each of these known attractors can be reached by pinning as few
as six to eleven nodes. (d) Same as in panel a, but for the T-LGL leukemia network
(N = 60). Entropy decreases quickly after the selection of only three nodes and
falls to zero after nine selections. Note that the lower bounds on driver set sizes in
panels c and d are nearly equivalent to the lower bounds seen in Table A.7. . . . . 205

B.9 Accuracy of the greedy selection process to predict ground-truth minimal
driver sets. (a) A brute-force approach is used to determine the ground-truth size
of the minimal driver set for each of the10attractors of theDrosophila melanogaster
segment polarity network (SPN) (orange squares). Minimal driver sets to the same
attractors are approximated using the constrained greedy optimization method (blue
circles). (b) Same analysis as in panel a, but for the11�xed points of the yeastSac-
charomyces cerevisiaecell-cycle network. . . . . . . . . . . . . . . . . . . . . . . 206
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B.10 Driver set sizes in random Boolean network models with different biases.(a) I
consider random Boolean networks (RBNs) where the output of the node look-up
tables is chosen to equal0 with probability0 � p � 0:5. I identify the optimal sets
of driver nodes by implementing the unconstrained greedy optimization algorithm
on RBNs with network sizeN = 20 and �xed degreek. The relative size of the
optimal driver set is plotted as a function of the biasp. Different curves correspond
to differentk values. Results refer to average values over100RBNs with the same
bias. (b) Same as panel a, except with variable network sizeN and �xed degree
k = 3. Different curves correspond to differentN values; note that thek = 3 line
in panel a is the same as theN = 20 line in panel b. In agreement with the results
of Fig. 4.4a, the size increases withk (panel a) but does not depend onN (panel b). 206

B.11 Dynamical in�uence in the CD4 T Cell Signaling network and the HH Drosophila
Signaling Pathway.(a) The residual entropy of the CD4 T Cell Signaling network
[420] (N=188, the largest network shown in Fig. 4.4b) is plotted as a function of
time. Entropy is measured in bits and is normalized by the size of the network.
Different curves correspond to different choices for the set of seed nodesX . A
random sample of10of the possible seed sets of sizejX j = 1 are shown. (b) Same
as in panel a, but for the HH Drosophila Signaling Pathway [421] (N=24, the net-
work with the largest relative driver set size in Fig. 4.4b). All possible seed sets of
sizejX j = 1 are shown. For both networks, entropy values atT = 10 iterations of
the IBMFA represent well the long-term entropy values of the system. . . . . . . . 208

B.12 Driver set statistics in the Cell Collective. I identify the optimal sets of driver
nodes by implementing the unconstrained greedy optimization algorithm on the74
networks that are part of the Cell Collective repository. The relative size of the
identi�ed driver set is plotted against the average degree (a), the maximum degree
(b), and the average bias of the look-up tables (c) of the corresponding network.
There is one driver set per network. The results show that driver set size does
not correlate well with the network's average degree (Pearson's R=-0.10, p=0.41),
maximum degree (Pearson's R=0.03, p=0.78), or average bias (Pearson's R=0.26,
p=0.03). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 208

B.13 Driver set canalization statistics in the Cell Collective. I identify the optimal
sets of driver nodes by implementing the unconstrained greedy optimization algo-
rithm on the62networks that are part of the Cell Collective repository and have a
maximum degreekmax < 10. The relative size of the identi�ed driver set is plotted
against the average effective connectivity (a) and the average input symmetry (b)
of the corresponding network, using upper bounds to calculate an individual node's
input redundancy (the complement of its effective connectivity) and input symme-
try [19]. There is one driver set per network. The results show that driver set size
does not correlate well with the network's average effective connectivity (Pearson's
R=0.20, p=0.11) or average input symmetry (Pearson's R=-0.22, p=0.09). . . . . . 209
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B.14 Topological centrality of nodes in the minimal driver sets.Results are for nodes
in all 74 networks in the Cell Collective repository. (a) Each node is represented
by its in- and out-degree. I display all nodes from all networks of the repository
and color points depending on whether the node is identi�ed within the minimal
driver set by the unconstrained greedy selection algorithm. (b) Conditional prob-
ability of a node to be part of the minimal driver set depending on its in-degree.
Excluded from the analysis are all nodes with null in-degree as they are always
identi�ed as drivers. The dashed blue line indicates the expected probability with
no dependence on the in-degree; error bars indicate one standard deviation away
from the expected value in such a null model. (c) Conditional probability of a node
to be part of the minimal driver set depending on its out-degree. Reference value
and error bars are obtained in the same way as for panel b. . . . . . . . . . . . . . 209

B.15 Attractor found by the greedy algorithm under different updating schemes.
(a) The unconstrained optimization algorithm is used to �nd the minimal driver set
toward an unspeci�ed �xed-point of theDrosophila melanogastersegment polarity
network (SPN). I consider different choices for the update schedule: synchronous
(syn), deterministic asynchronous (det asyn), stochastic asynchronous without re-
placement (sto w/o rep), and stochastic with replacement (sto w rep). I then mea-
sure the frequency of observation of attractor 4 (blue) forM = 100 models of the
various updating schemes. Different attractors, each identi�ed by a different color,
are reached only for a few realizations of the asynchronous updating rules. (b)
Same analysis as in panel a, but for the yeastSaccharomyces cerevisiaecell-cycle
network. In this case, several different attractors, each identi�ed by a different
color, are reached depending on the updating scheme. Also included in the anal-
ysis is the block-sequential (block-seq) updating scheme. For de�nitions of the
updating schemes, see the caption of Fig. B.1. . . . . . . . . . . . . . . . . . . . . 210

B.16 Driving the drosophilaSPN to a desired attractor under different update sched-
ules. (a) The residual entropy of theDrosophila Melanogastersegment polarity
network (SPN) is plotted as a function of time. Entropy is measured in bits and is
normalized by the size of the network. I report results for the driver set solution
for attractor 1 found by the greedy approximation algorithm under synchronous
updating. Different curves correspond to different choices for the update schedule:
synchronous (syn), deterministic asynchronous (det asyn), stochastic asynchronous
without replacement (sto w/o rep), and stochastic with replacement (sto w rep). All
results are averaged overR = 100 independent simulations ofM = 100 models.
(b-j) Same as in panel a, but for attractors 2-10. The attractors are displayed in the
same order as Fig. 4.3b and Fig. B.8a. Regardless of update schedule, all driver
sets eventually result in the desired attractor. . . . . . . . . . . . . . . . . . . . . 211
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B.17 Driving the yeast cell-cycle network to a desired attractor under different up-
dating schedules.(a) The residual entropy of the yeast cell-cycle network is plot-
ted as a function of time. Entropy is measured in bits and is normalized by the size
of the network. I report results for the driver set solution for the attractor found
by the unconstrained greedy approximation algorithm under synchronous updat-
ing. Different curves correspond to different choices for the update schedule: syn-
chronous (syn), deterministic asynchronous (det asyn), stochastic asynchronous
without replacement (sto w/o rep), stochastic with replacement (sto w rep), and
block-sequential (block-seq). All results are averaged overR = 100 independent
simulations ofM = 100 models. (b-l) Same as in panel a, but for the original 11
attractors of the network. The attractors are displayed in the same order as in Fig.
B.8b. Regardless of update schedule, all driver sets eventually result in the desired
attractor. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 212

B.18 Time to �nd driver sets in Boolean networks. (a) I identify the optimal sets of
driver nodes by implementing the unconstrained greedy optimization algorithm on
random Boolean networks (RBNs) with variable network sizeN and �xed degree
k. I plot the average time of computation to �nd one driver set as a function of
the network size. Different curves correspond to differentk values. Results refer
to average values over10 RBNs. The time to �nd driver sets increases withk.
(b) Optimal driver sets are identi�ed by the unconstrained greedy optimization
algorithm for the74 networks in the Cell Collective repository. The time to �nd
each network's driver set is plotted against the network size. Each dot represents
one network. The time to �nd driver sets is exponential ink, but most cell collective
networks are sparse (average degree� 2). In both plots, reference cubic functions
are shown as dashed curves. Computations were performed using an Intel Core i7
3.2 GHz processor. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 213

C.1 Size comparison of GTN representations of networks in the Cell Collective.
(a) Generalized threshold network (GTN) sizeNG is plotted against the original
network size for three different GTN representations whose transfer functions are
de�ned by the node look-up tables (LUT), by disjunctive normal form (DNF) of
logical expressions, and by schematic redescription (SR). Each point in the plot
is a GTN representation of a network in the Cell Collective. The GTN size is
normalized by the number of nodes in the original graph. (b) Same as panel a,
but the number of edges of different GTN representationsEG is plotted against the
number of edges in the original network. Each point in the plot is a GTN. The
number of edges is normalized by the number of edges in the original graph. . . . 214
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C.2 Similarity of dynamical methods in approximating the domain of in�uence.
(a) Cumulative probability distribution of the average similarity between domains
of in�uence for networks in the Cell Collective. Results are shown for approximate
domains of in�uence as estimated by the individual-based mean-�eld approxima-
tion (IBMFA) and two different GTN representations whose transfer functions are
de�ned by disjunctive normal form (DNF) of logical expressions, and by schematic
redescription (SR). Similarity is calculated as the average Jaccard index between
approximate domains of in�uence obtained by the various methods. Results are av-
eraged over all seed sets of sizejX j = 1 and across all networks. The cumulative
probability distribution is shown for similarities between three pairs of methods:
DNF and SR, DNF and IBMFA, and SR and IBMFA. (b) Same as panel a, but
results are calculated only for seed sets of sizejX j = 2. (b) Same as panel a, but
results are calculated only for seed sets of sizejX j = 3. (d) The average size of
the approximate domain of in�uence found by the SR and IBMFA methods, as
compared to the DNF method. Each point in the plot is a network. Results are
averaged over all seed sets of sizejX j = 1. The dashed line indicates an equal av-
erage size of the approximate domain of in�uence. (e) Same as panel d, but results
are calculated only for seed sets of sizejX j = 2. (f) Same as panel d, but results
are calculated only for seed sets of sizejX j = 3. Results show that the DNF and
SR methods are nearly identical in terms of size and similarity across networks
and across seed set sizes. By contrast, the IBMFA is similar to DNF and SR in
most networks but deviates signi�cantly in some networks where it predicts larger
domains of in�uence. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 215

C.3 Ground-truth vs. approximate domains of in�uence by network size. (a) Av-
erage size of the domain of in�uence for networks in the Cell Collective. Results
are shown for the ground-truth domain of in�uence (GT) as well as approximate
domains of in�uence as estimated by the individual-based mean-�eld approxima-
tion (IBMFA) and three different GTN representations whose transfer functions
are de�ned by the node look-up tables (LUT), by disjunctive normal form (DNF)
of logical expressions, and by schematic redescription (SR). Results are averaged
over all seed sets of sizejX j = 1. Each point in the plot is a network. (b) Same as
panel a, but results are calculated only for seed sets of sizejX j = 2. (c) Same as
panel a, but results are calculated only for seed sets of sizejX j = 3. (d) Same as
panel a, but for the average value of the similarity (i.e., Jaccard index) between ap-
proximations of the domain of in�uence and the ground-truth domain of in�uence
per network. (e) Same as panel d, but results are calculated only for seed sets of
sizejX j = 2. (f) Same as panel d, but results are calculated only for seed sets of
sizejX j = 3. (g) Same as in panel a, but for the average recall of approximate do-
mains of in�uence as compared to the ground-truth per network. (h) Same as panel
g, but results are calculated only for seed sets of sizejX j = 2. (i) Same as panel
g, but results are calculated only for seed sets of sizejX j = 3. Across seed set
sizes, DNF, SR, IBMFA, and the ground-truth predict larger domains of in�uence
as network size increases. Additionally, all methods have decreasing similarity and
recall compared to the ground-truth as network size increases. . . . . . . . . . . . 216
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C.4 Proportion of state space sampled by simulations of networks in the Cell Col-
lective. The proportionp of the state space for each network of sizeN that is
sampled byR simulations is shown, considering the seed set sizejX j . For net-
works of sizeN � 10, the entire state space is sampled (R = 2N �jX j ); otherwise,
R = 100 randomly chosen initial con�gurations are chosen. The size of the state
space grows as2N �jX j and thusR becomes a vanishingly small proportion asN in-
creases. The uppermost line denotesp = 1 (the whole state space); the line below
denotesp = 0:01(1% of the state space). . . . . . . . . . . . . . . . . . . . . . . 217

C.5 Bruteforce vs. approximate domains of in�uence in the Cell Collective. (a)
Average size of the domain of in�uence, as estimated by sampling a proportionp
of the state space. Results are averaged over all seed sets of a given size and across
6 networks from the Cell Collective with size10 � N � 14. This is compared
to the actual domain of in�uence, as measured via bruteforce enumeration of each
network's possible con�gurations. (b) Same as panel a, but for the average value
of the similarity (i.e., Jaccard index) between the estimated domain of in�uence
and the bruteforce solution. Given that recall is perfect for each estimate, average
similarity here is equivalent to average precision. (c) Average size of the domain of
in�uence for the 6 networks in panel a. Results are shown for the ground-truth do-
main of in�uence as based on bruteforce enumeration (BF) as well as approximate
domains of in�uence as estimated by the individual-based mean-�eld approxima-
tion (IBMFA) and three different GTN representations whose transfer functions
are de�ned by the node look-up tables (LUT), by disjunctive normal form (DNF)
of logical expressions, and by schematic redescription (SR). Results are averaged
over all seed sets of a given size and across all networks. (d) Same as panel c, but
for the average value of the similarity (i.e., Jaccard index) between approximations
of the domain of in�uence and the bruteforce solution. . . . . . . . . . . . . . . . 218
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C.6 Comparison of DNF methods in approximating the domain of in�uence. (a)
Average time required to estimate domains of in�uence for networks in the Cell
Collective. Results are shown for the ground-truth domain of in�uence (GT) as
well as approximate domains of in�uence as estimated by the individual-based
mean-�eld approximation (IBMFA) and three different GTN representations whose
transfer functions are de�ned by disjunctive normal form of logical functions with-
out any reduction (DNF), by disjunctive normal form of the prime implicants of
each logical function (PI), and by schematic redescription (SR). Results are aver-
aged over all seed sets of size1. Each point in the plot is a network; time is plotted
as a function of the network sizeN . For many networks, the PI representation takes
longer than regular DNF, and nearly as long as the SR representation. The average
time per seed set, across networks, is 0.11 seconds for the DNF representation,
34.6 seconds for the PI representation, and 39.9 seconds for the SR representation.
(b) The average size of the domain of in�uence found by the DNF method with-
out reduction, as compared to the PI method. Each point in the plot is a network.
Results are averaged over all seed sets of size1; the dashed line indicates an equal
average size of the domains of in�uence. As panel b shows, the DNF method with-
out reduction is almost equivalent to the PI method. The average Jaccard similarity
between the two methods across networks and across seed set sizes is 0.995. This
high similarity does not depend on the seed set size. . . . . . . . . . . . . . . . . 219

C.7 Example GTN with multi-valued states. (a) The structural graph representing
the network. Although there are only 4 nodes and 8 edges, the dynamical system
is too complex to predict by the topology alone. (b) Transfer functions that de�ne
the dynamics for the network in panel a, written as Boolean logical expressions for
state-speci�c transitions. State nodes are expressed asi -� , wherei is the variable
name and� is the state value. If the right-hand side of a transfer function evaluates
to True, then the node transitions to the state indicated on the left-hand side. Note
that if the right-hand side evaluates to False then the corresponding variable must
have a different state value. (c) A generalized threshold network (GTN) represen-
tation of the graph in panel a. All dynamical transitions are captured in the graph
via thresholds (small nodes). The number in the threshold node dictates the thresh-
old value. The state nodes are labeled asi -� , wherei is the variable name and� is
the state value. Note that different variables have different possible state values: A
is a constant with only one possible value, B and C have two possible values, and
D has three possible values (note also that this network could further be reduced to
remove A). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 220

xxxviii



C.8 GTN representation of a linear threshold model. (a) Example linear thresh-
old model graph with six variables (nodes). (b) A generalized threshold network
(GTN) representation of the graph in panel a. Large circles denote variables A,
B, C, D, E, and F in the original graph. Each variable has two possible states: S
(susceptible) or I (infected), represented as state nodes (small circles). Dynamical
transitions are captured in the graph via thresholds (small nodes); the number in
the threshold node dictates the threshold value. This models the dynamics of the
linear threshold model with global threshold� > 0:5. A possible infection path
is shown with node A as the seed (shown by yellow edges). Node A spreads the
infection to B and then both spread it to C; B spreads the infection to D, but D
cannot spread it any farther. The dynamics of the infection can be seen as a path
on the GTN. The resulting in�uence set isSA� I = f A-I; B -I; C -I; D -I g with
sizejSA� I j = 4. State nodes in yellow are part of the in�uence path ofA-I and
represent nodes that are infected; state nodes in grey are not part of the in�uence
path ofA-I . Importantly, the state ofE andF is unknown; they could be either
infected or susceptible. Note that when a node is infected, it stays in the infected
state inde�nitely; however, self-loops of state nodes have been left out of the �gure
for simplicity. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 221

C.9 GTN representations of a linear threshold model with SIR dynamics.(a) Ex-
ample linear threshold model GTN with possible in�uence path. Large circles de-
note variables A, B, C, D, E, and F; each variable has three possible states: S (sus-
ceptible), I (infected), or R (recovered), represented as state nodes (small circles).
Dynamical transitions are captured in the graph via thresholds (small nodes). This
models the dynamics of the linear threshold model with global threshold� > 0:5
and probability of recovery� = 1 after one time step. A possible infection path is
shown with node A being pinned (shown by yellow edges), followed by recovery
of the infected nodes (shown by green edges); the resulting in�uence set has size
jSA� I j = 7. State nodes in yellow are part of the in�uence path ofA-I and repre-
sent nodes that are infected; state nodes in green are part of the in�uence path of
A-I and represent nodes that are recovered; state nodes in grey are not part of the
in�uence path ofA-I . Note that the state ofE andF is unknown. (b) Same as
panel a, but additional edges are drawn to show correlations between the recovered
states of nodes; for example,A-R impliesB-R in the next time step, asB is both
infected and recovered one time step afterA. Note that self-loops have been left
out of the �gure for simplicity. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 222
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C.10 Perturbation in�uence determined by the IBMFA and by simulations in a
genetic regulatory network. (a) The perturbation in�uence of seeds within the
Drosophila melanogastersegment polarity network (SPN) is plotted as a function
of time. Perturbation in�uence is calculated as in Eq. 6.5, and then averaged over
all possible seed sets of sizejX j . Full curves correspond to predictions made by
the IBMFA, while dashed curves correspond to the perturbation in�uence based on
R = 100 independent simulations of each possible seed set. The IBMFA is a good
predictor of the perturbation in�uence, although it tends to overestimate in�uence.
(b) The Spearman rank correlation coef�cient between the residual entropy of the
drosophilaSPN and the perturbation in�uence is shown over time, calculated for
all possible seed sets of sizejX j . Full curves correspond to predictions made by the
IBMFA, while dashed curves correspond to predictions based onR = 100 indepen-
dent simulations of each possible seed set. Con�guration entropy and perturbation
in�uence are negatively correlated in the SPN. . . . . . . . . . . . . . . . . . . . 223

C.11 Correlation between con�guration entropy and perturbation in�uence in ge-
netic regulatory networks. (a) I consider all possible seed sets of sizejX j = 1
in theDrosophila melanogastersegment polarity network (SPN). I then compare
the residual entropyH (~sjX ) of the network con�guration averaged overR = 100
simulations of each seed set aftert = 10 iterations of the network dynamics, to
the perturbation in�uence based onR = 100 simulations of each seed set after
t = 10 iterations. Entropy is measured in bits and is normalized by the size of the
network. Different dots correspond to different choices for the set of seed nodesX .
(b) Same as in panel a, but the Spearman rank correlation coef�cient is calculated
between the residual entropy of the network con�guration and the perturbation
in�uence over all possible seed sets of sizejX j = 1 at timet = 10. Results are
shown for each network in the Cell Collective; each dot in the �gure corresponds to
one network. Correlations are mostly negative, but vary depending on the network
considered. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 224
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CHAPTER 1

INTRODUCTION AND BACKGROUND

1.1 Overview

Many complex systems found in nature can be described as networks of interacting, inter-connected

components. Examples include intracellular networks describing protein interactions, brain net-

works describing neural interactions, social networks of inter-personal connections, and epidemio-

logical networks that explain how diseases spread between individuals in a population. The struc-

ture of the network de�nes how individual nodes are connected, which determines which nodes

may interact with one another. The network's dynamics, on the other hand, describes the nature

of those interactions. The dynamics determines how a perturbation may spread across nodes, for

example, or how the state of an individual may change over time within the network.

Network dynamics may describe a dynamical process that occurs on an existing graph struc-

ture; for example, how information diffuses through a social network, how diseases spread through

a population, or how innovations are adopted in a market. In this case, dynamics are taking place

over the constraints imposed by the network's structure. However, networks themselves may also

be dynamical systems where the nodes represent variables that change in value over time. Ex-

amples include genetic regulatory networks, where the level of expression of genes and proteins

varies within a cell, or cellular automata where nodes can update their individual state to collec-

tively solve global (i.e., network-wide) problems based on local interactions with their neighbors

[1, 2]. Depending on the network, therefore, the structure may be independent of the dynamical

rules or it may be de�ned by the dynamics (where nodes are connected only if they interact in the

dynamical system). For example, social contact networks exist independently of a disease that may

spread through them, whereas the connections in an interbank lending network may be de�ned by

the dynamical rules that describe the lending process. Regardless of how independent a network's
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structure is from its dynamical rules, the structure constrains the dynamical interactions that may

take place. For example, the type of network structure is known to affect perturbation spreading

and dynamical steady states [3, 4, 5], as well as individual node dynamics (such as the amount

of cooperation in game-theoretic networks [6]). As such, the link between network structure and

dynamics is currently an active area of research.

There are many types of network-based dynamical systems. Depending on the context, time

may be continuous or advance in discrete steps, the number of values a node may take may be

�nite or in�nite, nodes may change value synchronously with other nodes or on an asynchronous

schedule, and the change of node values may be deterministic or stochastic. If node values and time

are continuous, the dynamics can be modeled by ordinary differential equations. These typically

give a detailed description of a system's dynamics but are often hard to solve mathematically. By

contrast, if both time and the values of nodes are discrete, then nodes may be modeled as �nite

automata, which take on a given value (state) that is completely determined by the immediate

states of the node's inputs. Transfer functions determine how the node's output state is related to

its inputs. For example, a node may turn ON if a majority of its neighbors are in the ON state,

or it may become Infected if it has at least one neighbor who is Infected. In this case, it is also

important to specify an order of update. The simplest example is synchronous update where all

variables update their state at timet based on the state of their neighbors at timet � 1.

Despite the simplicity of such models, in many networks it is suf�cient to describe the dynam-

ical behavior of interest using only a small number of discrete states (e.g., ON or OFF, Susceptible

or Infected) [7, 8, 9]. Networks of automata have been used widely to study random Boolean

networks (RBNs), cellular automata (CA), and genetic regulatory networks (GRNs). Furthermore,

given the complexity of real systems, it makes sense to rigorously analyze such simple approxima-

tions in order to obtain a �rm foundation for understanding more complicated mathematical and

computational models.

A key problem in network science, and complex systems science in general, is understanding

how local variable interactions affect the dynamical behavior of the system. Determining the in�u-
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ence of individual nodes in networks is critical for understanding and controlling real-world sys-

tems [10]. Examples include identifying super spreaders in marketing and political campaigns [11],

immunization targets for disease containment [12], vulnerable nodes in �nancial networks [13],

and key therapeutic targets in biological signaling and regulatory networks [14, 15, 9]. Related

problems include in�uence maximization (identifying sets of nodes that maximize a contagion on

a network), controllability (forcing the system towards a speci�c dynamical behavior), and dynam-

ical modularity (partitioning a network into separate functional communities).

Determining node in�uence is often a dif�cult problem for real-world systems that cannot be

solved analytically. In the case of discrete, deterministic networks, the dynamics can be described

by a network's state transition graph (STG) which is a directed graph that describes how the dy-

namical state of the network changes. Nodes are network con�gurations (a vector representing the

current state of every node in the network) and they are connected if one con�guration leads to

another after one time step (i.e., following an iteration of node updates as de�ned by the update or-

der), based on the node transfer functions. However, the number of network con�gurations grows

exponentially assN , wheres is the number of states that a node can be in andN is the number of

nodes in the network. Thus, even in these simple models, it is often impossible to enumerate over

the entire dynamical state space. Approximations may be made by assuming linear, homogeneous

transfer functions, using heuristic algorithms, applying network reduction techniques, or sampling

possible con�gurations from the state space.

Often structural metrics, such as node degree or centrality, are used as proxies to estimate

dynamical behavior. However, many different dynamical processes can be associated with the

same graph of interactions, and the network structure alone cannot give a detailed description of

network dynamics, in the general case. Due to this, some methods create network structures that

also take into account the dynamics, including threshold networks [16], the logical interaction

hypergraph [17], the expanded network [18], and the dynamics canalization map [19].

Another issue in solving for node in�uence is that it is dependent on the network state. For

deterministic networks, if the initial con�guration is known, it is trivial to solve for the network's
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future con�gurations by iteratively solving the transfer functions, according to the order of update.

However, it is unrealistic to assume for real-world networks that all node states are known by

the researcher or even accessible. Many networks may have nodes that are dif�cult to observe or

control externally (a particular gene, for example); furthermore, the size of the network may restrict

researchers from measuring all node states due to time or computational limitations. In these

cases, one cannot utilize the STG or rely on other methods that require the complete knowledge of

the network con�guration; moreover, it's useful to be able to predict a node's average in�uence,

independent of any given network con�guration.

It is the goal of this dissertation to explore methods where the network's dynamics can be

elucidated with only a limited and partial knowledge of the network con�guration. Various such

methods exist, including analytical solutions (for simple dynamical systems), mean-�eld approx-

imations, and causal inference methods. I expand upon such methods with the goal of estimating

node in�uence and its effect on long-term and global properties of network dynamics in discrete,

deterministic networks with general transfer functions. It is my hope that the methods presented

here will help future researchers identify and analyze the effects of individual components inter-

acting within complex networks (for example, predicting and controlling signaling pathways in

biological networks).

The dissertation is structured as follows. In this chapter, I provide an introduction on net-

works, discrete dynamical systems, and node in�uence. In chapter 2, I cover current methods to

estimate node in�uence, with an emphasis on literature that focuses on mean-�eld approximations

and causal inference. Chapters 3-5 contain original research on methods to uncover node in�uence,

including de�nitions of two types of in�uence based on micro-scale interactions and their applica-

tions to distinct, but related, macro-scale network problems (modularity, in�uence maximization,

and control).

In chapter 3, I focus on the problem of dynamical modularity. I make use of the dynamics

canalization map [19], a threshold network that captures the minimal logic necessary for state

transitions within automata networks (based on redundancy in the transfer functions of nodes).
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I give a formal de�nition for pathway modules (�rst introduced in [19]), which rely on logical

inference to determine exact effects of node perturbation, based on partial knowledge of the node

inputs. I study the interaction of different pathway modules and use this to determine synergy

between seed nodes (where combining seeds leads to novel modules; for example, the combination

of two proteins that together are necessary to activate a gene). The synergy between seed nodes

allows to �nd the corresponding dynamical modularity of the network. In this context thedirect

in�uenceof individual nodes, based on micro-scale interactions, is thus able to determine macro-

scale activity patterns within the network. The method is applied to biological networks such as the

Drosophila melanogastersegment polarity network [20] and the T-LGL leukemia network [21].

In chapter 4, I focus on control of long-term behavior in a network viacon�guration in�uence,

as measured by the resulting entropy of possible network con�gurations given the perturbation

of seed nodes. Node states are estimated using an individual-based mean-�eld approximation

(IBMFA), based on certainty of the perturbed nodes and maximal starting uncertainty of all other

nodes. Despite neglecting dynamical correlations between variables, the IBMFA is found to be in

good agreement with ground-truth values of both individual node states and con�guration entropy

measures. The approximation is then used to estimate the minimal size of a driver node set that

can control a network to an unspeci�ed steady-state, or to speci�c, known attractors of interest.

The method reproduces known dynamical behavior of speci�c biological networks, and is applied

to random Boolean networks (RBNs) and networks from the Cell Collective repository [22]. This

approximation of node in�uence is thus able to reliably predict control towards steady states in

networks.

In chapter 5, I focus on the problem of target control via estimation of a seed node's domain

of in�uence, de�ned as the node states that become certain due to the direct in�uence of the seed.

I introduce generalized threshold networks (GTNs), which generalize dynamical graphs such as

the expanded network and the dynamics canalization map. A GTN is a thresholded network, such

that every possible state of every variable is represented as a node, and thresholds between nodes

dictate the transfer functions. The model is logically complete, which means that any dynamical
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trajectory in the system can be represented by a path on the GTN; however, the GTN is otherwise

ambivalent towards the structural representation of the transfer function. I de�ne three such repre-

sentations: one based on disjunctive normal form of the transfer functions, one based on schematic

redescription [19] of the transfer functions, and one based naively on the node transfer functions as

look-up tables without any further logical reduction applied. I then measure performance of these

different GTN representations and the IBMFA, compared to ground-truth values, on networks from

the Cell Collective repository. I �nd that different methods perform similarly, but that there are key

differences between them: in particular, the IBMFA has better recall than GTN methods but worse

precision. I also �nd that the IBMFA runs faster on denser networks, while GTN methods are lim-

ited in use to sparse graphs. However, both types of methods make good predictions in estimating

the true domain of in�uence of seed nodes and are therefore able to reliably predict target control

of node states.

Finally, in chapter 6, I review the advantages of each GTN method and the IBMFA, and their

applicability to the problems of dynamical modularity, in�uence maximization/attractor control,

and target control. I discuss other non-biological domains to which these methods can be applied

(e.g., social contagion, game-theoretic models, quantum algorithms), and I propose an additional

de�nition of in�uence useful for perturbation studies. Lastly, I conclude with remarks about future

work to be done in this area. For example, the methods of chapters 3-5 can be expanded to include

non-pinned perturbations (where nodes are only controlled for a portion of possible time steps),

asynchronous updating, multi-valued node states, and stochastic updates.

1.2 Networks and their Dynamics

Complex networks are ubiquitous in nature as they can be used to model any system of interacting

components. A network is composed of nodes (representing some component or agent) that are

connected to each other by edges if they interact in some way.Complexnetworks are those that

exhibit non-trivial topological or dynamical properties that cannot be predicted from looking at the

individual components by themselves. These networks are found across scienti�c disciplines, from
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sociology to biology, economics to neuroscience. They can be used to describe signaling within

cells, friendships within social networks, trading on �nancial markets, and spreading of disease.

A network'sstructurerefers to how its nodes are connected, while a network'sdynamicsrefer

to the nature of the interactions that take place within those structural constraints. Some networks

are studied just for their structural properties, to understand how nodes are connected; examples

include transportation networks [23, 24, 25], product networks [26, 27, 28], collaboration networks

[29, 30], and the internet [31, 32]. In many cases, however, there exists a dynamical process of

interest that takes place on an existing network structure; this could be the �ring of neurons in

a brain network [33, 34], the spreading of an infection within a population [3, 35, 36], or the

dissemination of misinformation over a social network [37, 38]. Mathematical models are used

to describe how such a perturbation or spreading process moves through a pre-existing network.

Alternatively, the structure of the network may not exist independently of the dynamics; rather, the

structure may be determined by which nodes interact within a mathematical model. In this case,

the model de�nes both the dynamics (for example, how a variable's state changes over time) and

the structure. Examples of both cases will be discussed more in depth below.

1.2.1 Graphs

A network can be described by a mathematical object called a graph. A graph is a pair of sets:

G = ( V; E), whereV is the set of vertices (also called nodes) andE is the set of edges. An edge

is a tuple(i; j ) that indicates that nodei 2 V and nodej 2 V are connected. Edges may be

undirected to indicate a symmetrical relationship between nodei and nodej or directed to indicate

an asymmetrical relationship. In an undirected graph, all edges are undirected and the edge(i; j ) is

equivalent to(j; i ). In a directed graph all edges are directed; the edge(i; j ) indicates a relationship

from nodei to nodej and is distinct from the edge(j; i ) which indicates the reverse relationship.

An undirected graph can trivially be converted to a directed graph by replacing every edge(i; j )

with two edges,(i; j ) and(j; i ).

The size ofG is the number of vertices,N = jV j. The set of edges onG can be de�ned by a
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N � N adjacency matrixA, whereA i;j = 1 if there exists an edge(i; j ) andA i;j = 0 otherwise.

If the edgeA i;j = 1 exists,i andj are considered adjacent and nodej is a neighbor of nodei . In

an undirected graph the matrix is symmetric about the diagonal: ifi is a neighbor ofj , thenj is a

neighbor ofi . In a directed graph, however,A i;j = 1 does not entailA j;i = 1 and nodej may be a

neighbor ofi without i being a neighbor ofj .

The set of edges de�nes the network's topological structure and dictates what paths exist on

the network. A pathP is a sequence of connected vertices between two endpointsv1 and vn :

P = ( v1; v2; :::; vn ), wherevi 2 V andvi is connected tovi +1 for 1 � i � n. The length of the

path fromv1 to vn is n � 1. A graph contains a cycle or loop if there exists a path fromvi to vi .

If the length of this path is1 (there are no intermediate nodes), then this is called a self-loop. If

a graph has no loops, it is called acyclic. In weighted graphs, each edge(i; j ) has an associated

weightwij . The shortest path between two nodes is then the path that minimizes the intermediate

edge weights. In an unweighted graph,wij = 1 for each edge, and the shortest path is equivalent

to the path with the fewest edges.

A subgraphG0 of a graphG contains a subset of the vertices and edges inG: G0 = ( V 0; E0),

V 0 � V; E0 � E . An undirected graph is said to be connected if there exists a path between every

pair of vertices(i; j ) 2 V 2, i 6= j , and a subgraphG0 is fully connected if there exists an edge(i; j )

between every pair of vertices inG0, (i; j ) 2 (V 0)2, i 6= j . A graph that is not connected may be

composed of several subgraphs that are themselves connected.

The in-degree of a nodei is equal to the number of nodes thati is a neighbor to; that is, how

many nodes connect toi . The out-degree of a nodei is equal to the number of neighbors of node

i ; that is, how many nodes it connects to. For undirected graphs, these numbers are the same and

are simply referred to as the degreek of the node.

Graphs (i.e., networks) have a degree distributionP(k), which refers to the probability that

an arbitrary node has degreek. The density of the network depends on this degree distribution:

dense networks will have a number of edges on the order ofN 2 (every node is connected to every

other node), whereas sparse networks will have a number of edges on the order ofN (each node
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Figure 1.1:Example Genetic Regulatory Network. A graph representing a genetic regulatory
network withN = 6 nodes andjE j = 6 edges, including two input nodes (i1 andi2), two nodes
representing genes (g1 and g2), and two nodes representing proteins (P1 and P2). The graph
is directed and has a cycle (P1 ! g2 ! P2 ! P1). The graph's structure is captured by the
adjacency matrixA, where each node's inputs are determined by its respective column and each
node's neighbors are determined by its respective row.

only has a few connections). For example, random networks have randomly connected edges and

the density of the network depends on the average node degree [39]; small-world networks, on

the other hand, are typically sparse but have edges that allow for easy traversal of the network

(path lengths are small) [40]. Many real-world networks are scale-free, which means that there is

a power-law relationship describing the degree distributionP(k) � k� 
 [41]. This suggests that

most nodes have a low degree, but there is a non-zero probability of having nodes with a very high

degree.

Finally, while the discussion so far has focused on regular graphs with pairwise interactions

(i; j ), it is possible to generalize graphs to include higher-order interactions. A hypergraphH =

(X; E ) contains edges that may connect any number of nodes; that is,e � X for each edgee 2 E

(describing which nodes it is connecting). Hyperedges may also be directed, in which case they are
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a pair of subsets representing the tail and head of the hyperedge. For example,e = ( f i; j g; f kg)

indicates that there is a hyperedge from nodesi andj to nodek. However, hypergraphs are harder

to visualize and design algorithms for than regular graphs, and as a result most network analyses

(at least at the structural level) are restricted to pairwise interactions.

An example graph, representing a genetic regulatory network, is shown in Fig. 1.1.

1.2.2 Discrete Dynamical Systems

A dynamical systemD describes how a set of variables change over time; more formallyD =

(T; M; �) , whereT represents time,M the phase or state space of the system, and� the evolution

function that for any elementt 2 T maps a point inM back into the state space(T � M ) ! M .

Usually, the system is deterministic and every pointx 2 M has a unique image. At a timet, the

stateof the system is a vector (a tuple of the values of the system's variables) and is represented

by a point in the state spaceM .

Often time is continuous and the evolution operator is described by differential equations. How-

ever, in discrete dynamical systems (also called maps),T is the set of integers and the evolution

operator is de�ned by difference equations (also called recurrence relations). In practical applica-

tions,T is often restricted to be non-negative and the state spaceM is �nite.

Solving a dynamical system determines all future states from an initial statex0 and requires

iterating the evolution function many times ast advances. For linear and other simple systems,

it is possible to solve a dynamical system analytically, but for more complex systems numerical

simulations are necessary. The sequence of states that result from an initial pointx0 by iteration of

the evolution function are known as thetrajectoryof x0.

Often dynamical systems are studied to determine their stability, attractors, or bifurcation

points. Anattractor is a set of states towards which many different trajectories lead, and if a

trajectory is perturbed away from the attractor it will tend to return to the attractor; furthermore,

trajectories on an attractor will remain on the attractor as time advances. An attractor may be a

single state (a �xed point), a periodic trajectory among multiple states (a limit cycle), or potentially
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a region whose exact states are hard to predict given any deviation in the initial condition (a chaotic

attractor). An attractorA has a basin of attraction, which is the set of states whose trajectories lead

to A .

Often the evolution function depends on parameter values; the choice of values of this set of

parameters can greatly affect the behavior of the dynamical system. A bifurcation describes a

qualitative change in the state space via a change in a parameter value; the number and type of

attractors of a system may change when a bifurcation occurs. Stability analysis of a dynamical

system seeks to understand whether the qualitative behavior of trajectories are conserved (e.g., the

number of �xed points) under different initial conditions or parameter values.

1.2.3 Network-based Discrete Dynamical Systems

Dynamical systems may be applied to networks to describe processes that happen on that network

(such as information spread) or to describe the network itself (as is the case with networks of

automata, discussed below). In either case, the topology of the network constrains what dynamic

interactions may take place. Understanding these systems typically requires consideration of both

the dynamics and the structure of the network in question. Following I give a brief overview

of different concepts before giving a more formal de�nition of select concepts in the following

subsections. I conclude this section by introducing speci�c network models.

The study of �nite automata (also called �nite-state machines) was developed in the mid-20th

century as part of systems theory and the theory of computation. An automaton has an associated

set of states and at any given time it must be in one of these states; furthermore, it's future state

(i.e., output) is determined entirely by its current state and current inputs via atransfer function.

Cellular automataapplied the concept of automata to a graph (in this case, the automata were

called cells and the graph was a regular grid); pioneering work was done by Ulam and von Neu-

mann, and further popularity was gained by Conway'sGame of Lifeand Wolfram's investigations

in the 1970s and 1980s [42, 43, 44, 45, 46, 47]. It was discovered that, despite the deterministic

nature of such systems and the simple, local rules that govern their evolution, cellular automata
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were capable of creating chaotic and complex dynamics [45, 47], solving global problems such as

the density classi�cation task [1, 2], and even universal computation [48, 49].

Meanwhile,Boolean networkswere developed in the 1960s by Kauffman to describe genetic

regulatory networks [50, 51]. A Boolean network consists ofN automata that each have two pos-

sible states and are connected via a graph; these automata update their state as dictated by transfer

functions in an order speci�ed by an updating scheme. Boolean genetic regulatory networks are a

simpli�cation of continuous models that use ordinary differential equations or stochastic expres-

sions to estimate concentrations of biochemical components. Although initial work was done only

on random graphs with random transfer functions (random Boolean networks) [52, 53], further

studies explored different network topologies [4, 5], different types of transfer functions [54, 55,

56], and different types of updating schemes [57, 58, 59]. Boolean networks are thus generalized

cellular automata with an arbitrary node neighborhood, non-homogeneous transfer functions, and

potentially non-synchronous updating scheme.

Cellular automata and Boolean networks can be extended to include stochastic, rather than de-

terministic, transfer functions (probabilistic cellular automata [60, 61] and probabilistic Boolean

networks [62], respectively). Boolean networks can be further generalized by allowing the in-

dividual nodes (automata) to take on more than two states [63, 64]. However, studies of such

multi-state automata networks are less common as the computational complexity of their analysis

grows exponentially with the number of states per node.

Other network-based models of discrete dynamical systems include McCulloch and Pitts' clas-

sic threshold network model describing the �ring of neurons [16], the Ising model (a probabilistic

cellular automata) [65, 66, 67, 68], the voter model (a continuous-time Markov process) [69, 70,

71], contact processes (also a continuous-time Markov process) [72, 73], Petri nets (a discrete-

event dynamic system) [74, 75], logical models (which include Boolean networks as well as net-

works with multiple or possibly fuzzy states, and updates in discrete or continuous time) [57, 76,

77], and polynomial dynamical systems (which unify logical models with bounded Petri nets) [78,

79]. Thresholded networks have also appeared in economics and the social sciences [80, 81, 82],
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many of which are instances of the linear threshold model [83, 84] discussed formally below.

More recently, in the �eld of mathematics,graph dynamical systemshave been de�ned to

describe dynamical systems on graphs [85, 86, 87]; usually, these dynamical systems are discrete

in both timeT and state spaceM . Node update may be synchronous or asynchronous (called

sequential dynamical systems [88, 89]). Graph dynamical systems can also be described by multi-

state automata networks.

It is useful to note that some of the models mentioned above start from the structural perspec-

tive where a network is de�ned �rst and then a dynamical system is imposed on that structure (say,

as some sort of spreading process), whereas others start from the dynamics perspective where the

dynamical system is de�ned �rst and the network structure arises as a consequence of the depen-

dencies between variables. I argue that the choice of perspective is unimportant for uncovering

local or global dynamics: once a structureG is chosen and a discrete dynamical systemD, then

the system can be modeled as a network of automata, where each automaton updates its state based

on its inputs, i.e., the nodes connected to it inG. By de�nition, a dependency inD must appear

in G; conversely, if a node's input inG does not appear as a dependency inD, then this input will

not have an affect on that node's dynamics and thus can only affect structural (but not dynamic)

properties of the network.

Node Logical Form Mathematical Form

i1 � i 1 = � i 1 � i 1 = � i 1

i2 � i 2 = � i 2 � i 2 = � i 2

g1 � g1 = � i 1 � g1 = � i 1

g2 � g2 = � P1 � g2 = � P1

P1 � P1 = � g1 ^ : � P2 � P1 = � g1 � (1 � � P2)
P2 � P2 = � i 2 ^ � g2 � P2 = � i 2 � � g2

Table 1.1:Example transfer functions that de�ne the dynamicsD for the network in Figure
1.1. In network-based discrete dynamical systems, functions may be de�ned by either logical or
mathematical expressions. In the expressions, the state of nodex is indicated by the variable� x .

13



Cellular Automata

In the classic model, a cellular automaton consists ofN cells (�nite automata) arranged in a regular

grid. Each cell can be in one of a �nite number of states, often 0 or 1 (also referred to as OFF or ON,

respectively). An initial condition is given at timet = 0 by assigning a state to each cell. Time

advances in discrete steps (iterations), and each cell updates its state at each iteration according

to a �xed rule that is based on its current state and the state of the cells in its neighborhood.

The neighborhood is de�ned by proximity, such as the nearest neighbors left and right of the

cell (periodic boundary conditions are usually assumed). Update of cellular states is typically

synchronous(all cells update at the same timet based on the state of the cells in their neighborhood

at timet � 1). The rules governing cell update are also typically homogeneous across cells and

do not change over time. The state of the system, i.e., the state values of allN cells, is called a

con�guration.

Many studies have looked at two-dimensional cellular automata (such as the Game of Life) or

one-dimensional cellular automata (known as elementary cellular automata) [45, 46, 47]. Despite

their simplicity, elementary cellular automata have been shown to produce ordered, chaotic, and

complex behavior, and are even capable of universal computation [48, 49, 47, 90]. These are

typically studied from either random initial conditions or initial conditions where only one cell is

ON and the rest are OFF.

Cellular automata can be generalized to include asynchronous update (asynchronous cellu-

lar automata) [91, 92, 93], non-deterministic update rules (stochastic or probabilistic cellular au-

tomata) [60, 61], and continuous or fuzzy (imprecise) cell states [94, 95]. They can also be gener-

alized to networks of automata (such as Boolean networks), by replacing the grid with a network

G and replacing each cell's neighborhood with its neighbors onG.

Boolean Networks

A Boolean Network (BN) is a network of automata where each automaton is restricted to being

in one of two possible states (which can be labeled as 1 or 0, ON or OFF, Active or Inactive,
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etc). More formally, a Boolean network is the graphB = ( X; E ) whereX is a set ofN Boolean

automata (nodes) andE is a set of directed edgesei;j 2 E indicating that nodei is aninput to node

j . Each nodei has an associated binary state variable� i (t) = 0 ; 1, and the value of the variable

� i (t) is fully determined by the state ofi 's inputs at timet � 1. That is, a node updates its state in

discrete time steps via a transfer function (also called an update function), which may be written as

a mathematical or logical expression (e.g.,A = B _ C) of its inputs (see Table 1.1 for an example).

More formally,

� i (t) = Fi (~� N i (t � 1)) ; (1.1)

where~� N i (t � 1) = [ � j ( i )
1

(t � 1); : : : ; � j ( i )
k i

(t � 1)] is the vector representing the con�guration of

the system restricted to the neighborhoodN i = f j (i )
1 ; : : : ; j (i )

k i
g = f j 2 GjA ji = 1g of nodei ,

whereki is the degree of nodei . Fi (�) is the binary-valued activation (transfer) function of nodei

and fully determines the rules governing the dynamics of variable� i . The transfer functionsFi (�)s

are static and do not evolve in time. The mappingF : f 0; 1gk ! f 0; 1g can also be read from the

automaton'slook-up table(LUT) that denotes the output� i for each of its2k input combinations.

The con�guration of a BN is the vector of state values (0 or 1) for each nodei 2 X at a

given timet: ~� (t) = [ � 1(t); � 2(t); : : : ; � N (t)]. Given an initial condition (i.e., con�guration)

~� (t = 0) = [ � 1(t = 0) ; � 2(t = 0) ; : : : ; � N (t = 0)] , the dynamics of the system consists in iterating

the deterministic rules of Eq. 1.1 according to anupdating schemewhich dictates the order in

which nodes should be updated. Nodes may be updated synchronously in the same time step

or asynchronously where each node has a different update schedule (deterministic asynchronous

Boolean networks) or is selected at random with some probability [58, 96]. Deterministic Boolean

networks are guaranteed to eventually resolve in some attractor, either a �xed point or a limit cycle

of repeating states. The long-term behavior of the system depends on the transfer functionsFi (�)s

and the initial condition~� (t = 0) .

Boolean networks are graph-based discrete dynamical systems. The dynamics are fully de-

termined by the transfer functions, which further de�ne the network's structure. Full information

about the network topology is contained in theN � N adjacency matrixA with generic element
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A ij = 1 if a directed connection between nodei and nodej exists (meaning thati is an input toj )

andA ij = 0 otherwise. Since the network is directed, in general,A ij 6= A ji . Self-loops (a node

is an input to itself) and cycles may be present in the topology. The network structure speci�es

dependencies among variables in the de�nition of the dynamical system.

In some cases, a nodei may be assumed to have a constant value that does not depend on

other nodes in the network. These are known as input or source nodes, and their dynamics can

be represented by a self-loop and the simple transfer function� i (t + 1) = � i (t). In biological

networks, these often represent stimuli (e.g., external signals, introduced drugs, cellular states)

that interact with the rest of the network.

Multi-state and Non-Static Networks

Boolean networks can be generalized to networks of automata that can take on any number of

discrete states. These automata networks are also known as discrete dynamical networks [53], dis-

crete dynamic models [97, 98], logical (or logic-based) models [76, 77], discrete dynamic network

models [9], and graph dynamical systems [86, 87]. Many of the methods that are applicable to

Boolean networks also apply to such network models with a general, �nite number of states per

node, although extensions of some methods are not explored beyond the Boolean case. In this

dissertation, I will clarify when methods refer to the Boolean or the general multi-state case.

The above discussion of network-based discrete dynamical systems refers to static networks,

where the set of nodes (variables) and edges are constant and transfer functions do not change over

time. However, in many real-world systems the structure of the network, representing the interac-

tions taking place, changes due to the addition of new nodes and/or new edges (i.e., interactions)

between nodes. The static network approximation of such systems is valid when the rate of change

of the network structure is much slower than the dynamical process taking place on that structure;

for example, viral spread on the internet [99]. In other cases, the evolution of the network structure

may occur much faster than the dynamical process, such as when the network constantly rewires

itself; these networks are known as annealed networks [100, 101, 102]. In other cases, the time
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scale of the network's evolution is similar to that of the dynamical process. Temporal networks

[103, 104] describe such cases where connectivity changes independently of the dynamics, while

adaptive or co-evolving networks [105, 106, 107] describe cases where connectivity and dynamics

affect each other in non-trivial ways, such as a social network where contacts change (e.g., due to

quarantining) based on the outbreak of a disease on that network.

In this dissertation I consider only static networks, where the set of nodesV and edgesE are

quenched (G is unchanging over time). Additionally, I assume that the set of transfer functions,

i.e., the dynamical systemD, is also constant.

1.2.4 Types of Network Models

Many different types of dynamical models can be described by graph-based dynamical systems. In

the following subsections, I give some explanation of different types of models that are referenced

in this dissertation.

Random Boolean Networks

Random Boolean networks (RBNs) are extensively studied networks with well-known theoretical

properties. RBNs are special cases of Boolean networks where the connections between nodes

and the transfer functions governing node update are random [50, 51, 96]. In the classic model,

each node hask random inputs (which may include itself), and transfer functions are generated

by assigning a random output value, either0 or 1, to each of the2k possible entries in the LUT

with probability 0 � p � 0:5. This probabilityp is known as the bias. Both the connections

between nodes and the transfer functions remain �xed (quenched) throughout time. Usually an

initial con�guration is chosen at random and node update is synchronous. The dynamics of the

RBN are thus deterministic and each initial con�guration is guaranteed to result in a �xed point or

cycle attractor. For a given network structure, there are22k
possible transfer functions per node.

However, the classic model has been extended to include multi-state networks (where each

node can take more than two values) [63, 64], non-homogeneous topologies [4, 5], random node
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update (asynchronous RBNs) [58], non-homogeneous node updating schedules (e.g., deterministic

asynchronous RBNs) [59, 96], and stochastic transfer functions (probabilistic Boolean networks)

[62].

RBNs have been used to study phase transitions between ordered and chaotic regimes [108,

109, 110, 5], robustness to perturbations (i.e., network stability) [108, 111, 112, 113], the number

of attractors in a network [51, 114, 115, 59], and the size of attractor basins [53, 52, 59]. They

have been used to model many real-world phenomena including genetic regulation [50, 116, 117,

118], evolvability [119, 120, 121, 122], and neural networks [123, 124, 125].

Biological Signaling and Genetic Regulatory Networks

Biological systems are complex interactions of genes, proteins, and molecules and can be de-

scribed at various hierarchical levels (e.g., organs, tissues, cells, organelles, proteins). Despite

this overwhelming complexity, successful approaches have been taken to model biological sys-

tems via networks, where a node represents some biological entity and an edge an interaction

between two such entities [126, 127]. These networks include `interactome' networks based on

physical interactions, such as protein-protein interaction networks [128, 129], metabolic networks

[130, 131], genetic regulatory networks [132, 133, 134, 135], and RNA networks [136, 137], as

well as functional networks such as transcriptional pro�ling (based on gene coexpression) [138,

139], phenotypic pro�ling (based on correlated phenotypic pro�les) [140, 141, 142], and genetic

interaction networks (based on phenotype comparisons between single and double mutants) [143,

144]. Structural and functional networks have also been employed in the study of complex brain

networks [33, 34].

Additionally, researchers have studied human disease networks (where diseases are linked via

common disease genes, metabolic reactions, or comorbidity) [145, 146, 147, 148]. Diseases are

rarely caused by a single gene, but may be understood instead as a relationship between disease

genes, the interactome, and a phenotypic outcome. Disease genes tend to cluster together in the

interactome, allowing for the identi�cation of regions called disease modules, such that diseases
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with overlapping modules may show signi�cant coexpression patterns, symptom similarity, and

comorbidity [126, 149].

Despite this inherent complexity, discrete dynamic network models are a popular method to

model biological systems because they can often recreate phenotypical states using discrete vari-

ables, while ignoring kinetic details (unlike continuous models such as ordinary differential equa-

tions) [150, 8, 151, 9]. The network nodes (automata) may represent genes, transcripts, proteins,

molecular species, external inputs, or other qualitative states affecting the biological cell, and they

are connected to one another by an edge if they interact in some way. The simplest, and most often

used, discrete model for biological networks is the Boolean network model [50, 152, 153]. Each

Boolean automatonx 2 f 0; 1g (traditionally ON or OFF) represents activation of the molecule of

interest (the variablex) above or below a certain threshold. The state of an automaton is updated

in discrete time steps, governed by a transfer function that is usually written as a logical function

of its inputs (e.g.,A = B _ C).

Boolean networks (BNs) have been used to successfully model biological processes such as

cell-fate determination, cell-cycle regulation, and cancer development [154, 155, 98, 9]. There

are various types of biological networks that are modeled as BNs, including genetic regulatory

networks (GRNs) which characterize the relevant components of a cellular process (e.g., proteins

or genes) as nodes that are connected if one component has a regulatory (activating or inhibitory)

effect on another [20, 155]. Other applications of biological BNs include cancer signaling net-

works [21, 98], metabolic networks [156, 157], and neural networks [125, 158]. Importantly, the

attractors of these networks can mimic actual stable states of biological interest, such as wildtype

or mutant phenotypes. These models are particularly useful in cases where kinetic parameters of

biological components have not been established or where phenotypes of interest can be recovered

without such parameters [8, 153].
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Epidemic and Information Spreading

Spreading on networks is an important topic that has achieved much attention in the literature [159,

84, 3, 7]. Typically, these studies use an existing network topology (e.g., a social contact network)

and then de�ne a dynamical spreading process that takes place over that network structure. One or

more nodes are selected as the initial spreaders, while the rest of the nodes are initially assumed to

not be affected by the spreading process. Over time, the dynamics dictate how the process spreads

to other nodes and when it stops spreading. Depending on the context, the dynamical process may

represent the spread of a disease or a computer virus [3, 7], the communication of (mis)information

[160, 161, 37, 38], the adoption of a product or innovation [159, 162, 163, 164], or the formation

of opinions [165, 166, 167, 168]. Research on spreading processes has been able to predict disease

origin, arrival times of infections, epidemic thresholds, and best-response immunization strategies

[169, 12, 170, 171, 172].

Given that nodes may take on different, discrete states, they can be represented as �nite au-

tomata within the de�ned network topology. For example, in the simple Susceptible-Infected (SI)

model, a node may be in stateS or I , representing that it is susceptible to infection or already

infected, respectively. Initially, all nodes are in stateS except for the seeds, or initial spreaders,

who are in stateI . Each node updates it state deterministically or stochastically based on an update

function that is homogeneous across nodes. The infection continues until all nodes are Infected or

the process has infected a certain density of nodes,� I , but can infect no more (in threshold mod-

els). The epidemic threshold refers to the disease reproduction ratio beyond which an epidemic

is guaranteed to reach a �nite relative fraction of nodes in the network [7]. This is similar to the

critical point� c associated with a phase transition in statistical physics [173].

The classic Susceptible-Infected-Recovered model has a third stateR, representing nodes that

recovered from an infection and are immune to becoming infected again (or, equivalently, died

and are removed from the population). The SI and SIR models represent an irreversible spreading

process, where a node may only change from the Susceptible state to the Infected state and from

the Infected state to the Recovered state. By contrast, the Susceptible-Infected-Susceptible model
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allows for infected nodes to change back to the Susceptible state (meaning that they are no longer

infected but are susceptible to infection in the future). There are many additional variants and

extensions to this model, such as the SIRS and SEIR models, which include temporary immunity

and an individual exposure period before being able to spread the disease, respectively.

Disease spreading in these models was initially studied in well-mixed populations as systems

of deterministic differential (or difference) equations, equivalent to a stochastic reaction-diffusion

process, where an individual changes stateS ! I with probability � (known as the force of

infection) that is proportional to the current fraction� I of Infected individuals, becomes susceptible

I ! S with constant probability� , or recoversI ! R with constant probability� , depending on

the speci�c model being studied. These models are characterized by an exponential growth phase

of the disease, followed by a stationary state. In the SIS model, an endemic state can be reached

where a constant average fraction of the population is Infected, whereas in the SIR model all

Infected individuals eventually recover and no long-term endemic state is possible. The transition

rate for infection is� = �=� I , and the reproduction numberR0 = �=� indicates the average

number of secondary infections caused by an infected individual in a fully susceptible population.

The epidemic threshold occurs atR0 = 1; above this threshold, the epidemic can lead to an

endemic state, while below the threshold the relative outbreak size will be negligible [174, 175, 7].

These models were later adapted to describe spreading processes on networks, where an in-

dividual is restricted to interactions with their neighbors. This had the advantage of allowing for

spatial effects known to be important in contagion; for example, transportation networks have been

shown to highly in�uence the long-range transmission of disease [35, 36]. Spreading on networks

has been studied to understand the effect of topology on the epidemic threshold, the size of out-

breaks, and the long-term dynamics of the disease. More details, and speci�c methods, will be

addressed in Chapter 2.

Akin to the spreading of diseases, information and behavior can also diffuse through social

networks where a node may `infect' others that it shares an edge with. Information spreading is

also known as information diffusion [176, 160] and refers to the process by which information is
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disseminated through a network. Such contagion through social in�uence can be applied to many

real-world phenomena, such as rioting behavior, adoption of innovations and fads, rumor diffusion,

voting behavior, migration, education, and viral marketing [80, 177, 162, 164, 167, 178].

Unlike disease epidemics, social in�uence is often a complex contagion. This means that

the transmission of information or behavior depends on other (e.g., cognitive) factors than the

network structure alone; for example, an idea may have to be repeated many times to infect a

new individual, and each individual may have a different adoption threshold where they won't

change their behavior unless a certain percentage of those around them have already changed their

behavior. Cascades of behavior in social networks have been dif�cult to predict, due to their

sensitivity to topology and initial conditions [83, 179, 180, 181].

Other contagion processes include those of failure cascades in network routing or infrastructure

networks [182, 183], the propagation of shocks through �nancial and macroeconomic markets [13,

184, 185], and the adoption of strategies among game-theoretic agents [82, 6, 186], discussed

below.

Evolutionary Game Theory

In game theory, a game is an interaction between multiple players who must make a choice between

different, discrete options (the simplest case being two players with binary options); each option

is associated with a real-valued payoff [187, 188]. A player's strategy dictates which actions they

choose. Nash equilibria describe a set of player strategies, such that no player can unilaterally

change their strategy and achieve a higher utility value (i.e., their strategy is optimal given the

strategies of their competitors) [189]. A classic example is the Prisoner's Dilemma [190]. In

this game, each player can choose whether to cooperate or defect. If a player defects they always

receive a higher payoff, given their opponent's choice to cooperate or defect; however, both players

receive higher payoffs if they mutually cooperate than if they mutually defect. The sole Nash

equilibrium is for both players to defect. This is paradoxical in the sense that both players are

receiving a lower payoff than if they had chosen to cooperate. Thus, the Nash equilibrium does

22



not need to equal the social optimum (i.e., the maximum total payoff across all players). Socially

sub-optimal equilibria have been found in various games, including those involved with traf�c

patterns, common pool resource usage, and collective social responsibilities [191, 192, 193], and

it is an open question how cooperation can evolve in such situations [194, 195].

Evolutionary Game Theory (EGT) studies the evolution of strategies among a population of

players in order to solve problems such as the emergence of cooperation among self-interested

agents [196, 186]. Players typically adopt strategies by replicating the strategies of their neighbors,

based on the �tness of the given strategy [197, 198]. Other variants use models such as best

response, where a player stochastically selects the strategy that would yield them the largest payoff

[199, 200]. Previous work has analyzed the results of various games being played on different

network structures [201, 202, 6].

Games on networks typically involve multiple iterations, where a player (node) will participate

in several games with their neighbors. In such iterated games, an evolutionary stable strategy (ESS)

is seen if a population using that strategy cannot be invaded by a mutant strategy (unconditional

defection is one example) [196]. For example, the tit-for-tat strategy has done well in iterated

prisoner's dilemma tournaments; the strategy simply cooperates in the �rst iteration and then copies

its opponent's last move for all subsequent interactions. It is robust and an ESS if there is a

suf�ciently large probability of two agents meeting again; thus the strategy can resist invasive

clusters of mutant strategies [194].

Network structure can greatly affect the total payoff across players, as different topologies may

allow for the formation of communities of cooperators. This represents social in�uence - a player

who is surrounded by cooperators will be pressured to cooperate and the costs of cooperating will

be offset. However, a player surrounded by defectors will face a high cost and little pressure to

cooperate [203, 204]. Clusters of cooperation have been found in real networks where similarity

in cooperative behavior is related to social proximity [205]. Additionally, social contributions

can cascade through a network [206], so the network topology is important in determining how

effective a cascade may be.
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Similarly to the example of social contagion, agents on a network may be represented as au-

tomata, where their state corresponds to which action they choose, and the (stochastic or determin-

istic) update function dictates how their strategy changes based on the strategies of their neighbors.

1.3 Node In�uence

A problem of fundamental importance in complexity science is understanding how the interactions

of localized and dispersed individual components of a system give rise to complex, emergent be-

havior. This requires an understanding of the in�uence of the system's variables on the dynamics

within the system, and how changes to variables affect global properties of the system (such as

possible long-term con�gurations). Many different types of approaches in many different �elds

have attempted to understand the dynamical effects of changing a variable's value. In this disser-

tation, I will approach this problem by trying to understand a node's in�uence within the context

of deterministic network-based discrete dynamical systems, such as those discussed in the last sec-

tion. I characterize a node'sin�uence as the effect of that node's state on the values of all other

variables in the system, across time.

In general, uncovering relationships between variables in large systems is a dif�cult problem.

Consider the case of a simple dynamical system de�ned by ordinary differential equations, a vari-

able of interestx, a set of other variablesY, and a function describing the system's statef (x; Y ).

Evaluating the in�uence ofx requires an analytical solution of the partial derivatived(f (x; Y ))=dx,

that can be integrated over time. For most systems describing real-world phenomena, the function

f (x; Y ) does not exist and, if it does, it is most likely too complicated to solve for the node's in-

�uence. As such, many statistical methods exist to estimate the in�uence that one variable has on

another, such as regressions, correlation coef�cients, and mutual information [207, 208]; however,

these solutions are inexact and they often focus only on the simplest case of two variables. In addi-

tion, it is often impossible to distinguish causation from correlation or, alternatively, which effects

are coming from the variable of interest and which are caused by a latent variable.

I discuss here the more approachable problem of �nding a node's in�uence within a network-
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based deterministic discrete-time dynamical system. As mentioned above, such a system is often

de�ned by difference equations that de�ne the state of a variablex as a function of its inputs,

x(t + 1) = f (x1(t); :::; xk(t)) . Solving for the in�uence ofx requires integrating over time the

partial derivatives of all other variablesY with respect tox, d(y 2 Y)=dx. This is often impossible

to solve with a closed-form solution.

A straightforward approach is to use brute-force computation. Thestate-transition graph

(STG) of a discrete dynamical model is a graph composed of2N nodes, where each node cor-

responds to a possible con�guration of the network, and a directed edge between nodei and j

indicates that the con�gurationi at timet directly leads to the con�gurationj at timet + 1. The

STG makes it easy to understand the dynamics of a network over time. For example, a �xed point

~a of the system corresponds to a con�guration pointing to itself in the STG, while the basin of

attraction of~acorresponds to the connected component of the STG that includes~a. However, it's

harder to elucidate the in�uence of an individual nodex, as the calculation requires enumerating

over all possible starting conditions and comparing dynamical trajectories over time withx in dif-

ferent states. Furthermore, since the size of the STG grows exponentially with the system size,

creating the graph in the �rst place is practically limited to very small systems only.

Given that it is generally impossible to enumerate all con�gurations of a network, sampling

methods are often used to estimate the effects of variables. These are limited as well, since the

fraction of the state space that is sampled byR simulations diminishes exponentially with the

number of nodes. This problem is simpli�ed if one considers node effects only to certain areas

of the dynamical state space, for example, in�uence on speci�c attractors or con�gurations of

interest. A node whose state is perturbed from a �xed point or an initial condition may cause an

avalanche of `damage' that spreads through the network [108, 209]. Suf�ciently large perturbations

to certain variables can change a system from one attractor to another attractor's basin, resulting

in a different long-term con�guration [51, 210, 211]. Similarly, one may measure the probability

that perturbations will propagate to a speci�c target variable [212]. It is trivial in discrete-time

deterministic systems to measure the difference between a `perturbed' system con�guration and
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an 'unperturbed' con�guration by simply �nding the Hamming distance (absolute difference) of

the states of allN variables between the con�gurations [109, 213].

Such damage spreading was initially studied to understand phase transitions in RBNs between

ordered and chaotic dynamics [108]. It was discovered that perturbations quickly die out (i.e.,

the perturbed network quickly returns to the unperturbed con�guration) in ordered systems, while

they propagate throughout the network in chaotic systems. Systems in the ordered phase are said

to be robust because their long-term dynamical behavior is unaffected by small perturbations to

the states of their variables; many real-world systems near the critical point between phases (called

the `edge of chaos') are also robust [214].Derrida and Pomeauused a mean-�eld approximation

(discussed more in Chapter 2) to solve for the critical point (kc = 2 in RBNs with homogeneous

degreek and biasp = 0:5) [109]. Luque et al.analytically solved for the critical point for RBNs

with heterogeneous degree and bias, average degreehki c = 1=2p(1 � p), by using an annealed

approximation to calculate how changes can propagate through a network due to perturbing a

given node as compared to an unperturbed network [209]. This is thus related to the in�uence of

an average node: in a chaotic network, in�uence can spread much more easily than in an ordered

network.

So far these analyses require averaging, enumerating over, or sampling from known con�gura-

tions, and the calculation of a single node's trajectory requires knowing the initial value of allN

nodes. However, each node is immediately dependent only on itsk inputs, and not on the other

nodes in the network. This allows for the calculation of node in�uence usingpartial con�gura-

tions; that is, only the states of some nodes are assumed, while the states of the other nodes are

unknown [17, 19]. These variables with known values are dependencies in the transfer functions

of variables with unknown values and so, as time iterates, these known variables can determine the

value of some of the unknown variables (a process known as signal �ow analysis [17] or dynamical

unfolding [19]). This process can be more ef�cient by using Boolean minimization techniques to

reduce the dependencies in the node transfer functions. This allows for more inferences to be made

while using a smaller set of known variables [215, 216, 19]. Such causal inference methods are
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discussed more in Chapter 2.

Other methods use heuristics based on structural properties. Perhaps the simplest metric to use

is a node's degreek, with the intuition that nodes with higher degree are able to in�uence more of

the network than nodes with lower degree. However, it was found that high-degree nodes which

are not close to the core of the network may only initiate local cascades that do not spread much

farther [217]. Reasonable alternatives include a node's closeness or betweenness centrality, or its

k-core index. For a nodei , its closeness centrality is the inverse of its average shortest path length

to every other node reachable in the network [218], while its betweenness centrality is the number

of shortest paths between any two vertices that pass throughi [219]. A network'sk-core is the

maximal subgraph obtained by iteratively deleting all nodes with degree less thank; a node's k-

core index is equivalent to the highestk-core it is a part of, the idea being that nodes with a higher

index are more central to the network and thus more in�uential [220].

Node in�uence, particularly in relation to spreading processes on networks, has also been esti-

mated via mean-�eld approaches, common in statistical mechanics. These approaches typically

assume independence between variables (nodes) in the network, and average over topological

properties or the dynamical rules that govern node state updates. They are thus useful to pre-

dict dynamical behavior averaged over an ensemble of networks that �t a given topology or degree

distribution, where the rules determining the network dynamics are often stochastic and homoge-

neous across nodes [109, 3, 221, 222, 223]. Similar approaches have applied bond percolation

[224, 225, 226] or message passing methods [227, 228]. More details, and speci�c methods, will

be discussed in Chapter 2.

A related problem to �nding a single node's in�uence is the problem of in�uence maximization;

that is, �nding a set ofk variables that maximize the size of a spreading process on a network.

Other related problems include those of controllability (how to control the dynamical behavior

of the system by controlling certain variables), observability (how to make inferences about the

dynamical behavior of the system based on observed variables), and modularity (how to partition

a network into optimal communities).
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These related problems will be discussed below, while speci�c methods to infer in�uence in

networks will be covered more formally in the next chapter.

1.3.1 In�uence Maximization

A large body of research within the network science literature focuses on the problem ofin�uence

maximization, i.e., identifying the nodes that maximize a spreading process on a network [159].

In the standard problem setting, all nodes in the network are initially set to an inactive state, and

a �xed number of seed nodes are activated to initiate a spreading process in the network. The

in�uence of the seed set is measured in terms of the size of the outbreak, i.e., the total number of

nodes activated during the spreading process. The size of the outbreak depends on the rules of the

spreading process, the structure of the underlying network, and the nodes in the seed set. The opti-

mization problem of in�uence maximization is the identi�cation of the seed set, among all possible

with prescribed size, that generates the largest average outbreak in the network. This problem is

known to be NP-hard for both simple and complex contagion processes, and thus exactly solvable

only in small networks [84]. The computational complexity of existing approximate algorithms

ranges from linear to cubic [229].

The in�uence maximization problem is a speci�c case of the general in�uence problem de-

scribed above, but restricted to where transfer functions are typically similar across nodes (e.g., a

thresholding function or infection probability) and node state change is irreversible. Depending

on the model, these transfer functions may be deterministic or stochastic. Two commonly studied

dynamical models in the in�uence maximization literature are the linear threshold model and the

independent cascade model, which are both special cases of the SI model discussed in Section

1.2.4.

The linear threshold model (LTM) incorporates the idea that social contagion often relies on the

social in�uence of one's neighbors, and that the transmission of opinions, behavior, or information

may depend on a majority of one's neighbors having already adopted that opinion, behavior, or in-

formation. Individuals may have different adoption thresholds; those with low thresholds are `early
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adopters', and they transmit the change from the innovators of the idea to the general population.

Network topology plays a large role in generating outbreaks, as different structures may promote

or hinder the role of early adopters. For example, topologies with greater clustering can be more

effective for spreading behavior as compared to random networks [230]. This model of diffusion

thus represents social reinforcement; the more an individual is exposed to a behavior or idea, the

more likely they are to imitate it. Social reinforcement has been used to model how permanent

innovations and transient fads are adopted [231].

In the standard implementation of the linear threshold model (LTM), the diffusion process starts

with an active (infected) set of nodes while all other nodes are considered inactive. Each nodei is

in�uenced by its neighborsj proportional to their weightbi;j such that the total in�uence sums to1.

A threshold� i is assigned to each nodei such that the infection can spread toi if
P

j� N �
i

bi;j � � i ,

whereN �
i � N i are the active neighbors ofi . Diffusion progresses in discrete time steps until no

new nodes can be activated [83, 84]. The LTM is thus a deterministic discrete dynamical system.

The independent cascade model (ICM) also assumes that social reinforcement plays a role,

but in this case it is due to possible exposures to several individuals where each individual has

an independent probability of infecting their neighbor. Similar to the LTM, the diffusion process

starts with an active set of seed nodes while all other nodes are inactive. Once a nodei is activated,

it infects a neighborj with probability pi;j . A node only has one chance to infect each of its

neighbors. Like the LTM, the ICM is irreversible: once a node is active, it cannot become inactive

[84]. The diffusion process ends once there are no more nodes that can possibly be activated.

Kempe et al.proved that the problem of in�uence maximization in both the LTM and the ICM

is NP-hard, but they offer a greedy hill-climbing algorithm that provides an approximate solution

within 1 � 1=e� � of the optimal, due to the submodularity of the in�uence function [84]. Their

method outperforms structural methods based on degree and centrality, although it still relies on

simulations to estimate a node set's in�uence. Further efforts have improved the computational

ef�ciency of this method using bond percolation [176] and graph-pruning techniques [232].
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1.3.2 Control

Control theory studies the question of how to control a complex system towards some desired

behavior. Control of dynamical systems has been studied in depth in both linear and nonlinear

models, including networks with continuous or discrete dynamics [233, 234, 235, 236, 237]. A

system is said to be controllable if one can force the system from any initial state to any desired �nal

state in �nite time via driver nodes, where the minimum driver node set is the minimal set of nodes

suf�cient to control the whole system. The driver nodes are controlled by an external controller

� (t) which sends signals to the driver nodes at timet; this controller is capable of changing the

state of a driver nodei to different values at different timest. However, this level of control is

typically unnecessary in systems such as biological signaling networks where the objective is to

be able to transition the network between different steady states (e.g., phenotypes) [238]. In these

cases it's attractor controllability [239, 240], the ability to drive the network from any attractor

to any other attractor, or target control [216, 241, 242], the ability to control a speci�c subset of

network nodes, that's desired.

One method of control used in discrete networks is structural controllability (SC) [243, 244].

SC assumes that a node can only control one of its neighbors at a time and that directed cycles

regulate themselves; this means that the method ignores directed cycles when searching for driver

nodes and partitions the rest of the nodes into distinct, directed chains (acyclic paths). There is one

controller per chain. In addition, any input (source) nodes in the network (nodes which have no

inputs themselves) are required to be controlled. A graph will be structurally controllable unless it

has nodes that are inacessible from the controller or dilations where one node is forced to control

multiple neighbors simultaneously. SC is guaranteed to �nd a necessary and suf�cient set of driver

nodes for full control of almost all linear time-invariant systems associated with a structurally

controllable graph (regardless of parameter values). SC also provides suf�cient conditions for

local control around a given steady state or system trajectory of interest for nonlinear systems

([243, 237] and see SI Appendix in [245]).

By contrast, feedback vertex set (FVS) theory guarantees attractor controllability by �nding
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the minimum set of `determining nodes' whose observations are suf�cient to determine the long

term dynamics of the ensemble of all nonlinear dynamical systems on a given graph structure

that satisfy some mild conditions (e.g., dissipative and continuous). This set is equivalent to the

subset of nodes in absence of which the directed graph becomes acyclic [246, 247, 245]. FVS

only guarantees a superset of the minimal control nodes for a particular dynamical system, but the

actual minimal set may be smaller depending on the network dynamics. The advantage of FVS is

that it allows for the control of attractor dynamics in nonlinear systems without dynamic details of

the network; however, �nding the minimal FVS for a directed graph is NP-complete [248, 246].

Although FVS assumes continuous dynamics, it is also suf�cient for attractor control in discrete

Boolean systems for all attractors where the members of the feedback vertex set do not oscillate

(including, clearly, all �xed points). This is because pinning the feedback vertex set breaks any

feedback loops, which multi-stability or oscillatory behavior require [249], resulting in an acyclic

Boolean network that has a unique attractor. FVS in continuous models is similar to stable motif

control for Boolean dynamics [250], which identi�es subgraphs whose manipulation controls to a

speci�c attractor of interest (see SI Appendix in [245]).

There are other structural methods for �nding control nodes such as the minimum dominating

set (MDS); this is the minimum node set such that every node not in the set is adjacent to at least

one node in the set. MDS is applicable to �nding the minimum set of sensors for observability

[251, 237] and has been applied to controllability as well [252, 253, 254]; however, this makes

the strong assumption that every edge is undirected and a node can control all of its neighbors

simultaneously. Additionally, MDS is NP-hard except for suf�ciently sparse networks [255, 251].

In general, structural methods are not guaranteed to �nd the minimal or the correct control nodes

for either full control or attractor control (with the exception of FVS which guarantees correctness

but not minimality) for nonlinear networks as they do not take the speci�c dynamics into account

[239].

There are various ways to control a network's nodes. In general, the external controller� (t)

may be any time-varying vector of input signals applied to the system. However, it is also possible
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to consider direct control of driver nodes by overriding their state value.Pinning controlassumes

a pinning function that controls the input of a subset of pinned nodes. In collective behavior

problems (e.g., synchronization and �ocking), feedback control inputs are applied to the pinned

nodes, whose in�uence then propagates to the rest of the network [256, 257, 258]. In biological

networks, it is common to use node state overrides (as in the case of FVS) to force the system to

an attractor of interest [247, 245]. The simplest form uses the function� i (t) = � i (t � 1), where� i

is the state value of a pinned nodei . This ensures that the driver nodes are pinned in a particular

state inde�nitely (i.e., their value cannot change). For example, this could represent knock-out

experiments in biology where a gene is removed from the network [211], or immunization in

epidemic spreading.

By contrast, control can also be applied transiently, as in perturbation spreading or compen-

satory perturbations (which seek to nudge a system into a desired basin of attraction) [210, 213,

259, 237]. This assumes that control inputs are only applied over a short period, such as a single

time step. For example, a subset of driver nodes may be perturbed once, repeatedly, or in a repeated

sequence (such as by a drug that is introduced at intervals during anin vivobiological study). Per-

turbations allow a variety of real-world control methods to be simulated within the network model.

In this dissertation, I will use the term `pinning perturbation' to refer to long-term (steady-state)

control of variables, and the term `pulse perturbation' to refer to short-term (transient) control of

variables.

It's important to note that some nodes may be easier to control than others in real-world net-

works. For example, source nodes or nodes on the periphery of the network may be more acces-

sible for perturbation than nodes in the interior (say, in biological networks, where source nodes

represent external inputs to a cell). Additionally, although the assumption of pinning control may

be convenient mathematically, it can be unrealistic for real networks where nodes are dif�cult to

pin over an extended period of time. Taking physical constraints into account, some studies have

analyzed the `control energy' which is the amount of effort that's needed to control a system from

a given set of nodes [260, 261, 262], although these considerations are outside of the scope of this
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dissertation.

A related problem to controllability isobservability. A network is observable if it is possible

to recover any initial statex0 of the system from measured outputs, where the minimal sensors

are the minimum set of nodes whose measurement infers all other node values [233, 263, 264,

265, 237, 266]. Such inference may be necessary for control methods such as feedback control. If

the system is observed in a steady-state, thenx0 corresponds to an attractor. Similarly to the case

of controllability, one can de�ne attractor observability, where the minimal sensors are the set of

nodes whose measurement infers which attractor basin the network is in.

Both controllability and observability require understanding the in�uence of nodes, not just

how in�uential a node is quantitatively, but also which other variables that node affects and how

the values of those variables change in response to the node.

1.3.3 Modularity

Many real-world networks consist of different communities. A community is a subgraphG0 that

is more densely connected to itself than to other parts of the network. This suggests that the

probability of an edge (i.e., interaction) existing within a community is much higher than an edge

(interaction) existing between communities. Much literature has focused on the problem of com-

munity detection [267, 268, 269, 270], where a graph is decomposed intom communities based

on some optimization criteria, such as minimizing connections between communities. In general,

a node may belong to multiple communities; if there is no overlap (a graph partition), then each

community is a distinct subgraphG0
i with verticesV 0

i , such that
S m

i =1 V 0
i = V andVi \ Vj = ; for

all communitiesi 6= j .

Modularity describes how easily a network can be decoupled into separate communities (also

referred to as modules or clusters). A highly modular network has distinct communities that do not

interact much with each other; a network that is not modular, on the other hand, has communities

that largely overlap and often interact with each other. For example, a perturbation or spreading

process may be easily able to travel between communities in a less modular network, but would
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have more dif�culty traveling between communities in a more modular network. Modularity is

often measured by the density of connections between nodes and is therefore dependent on the

topology of the network [271, 272, 273, 274, 275, 276, 270].

The classic de�nition of (structural) modularity measures the density of connections within

communities in a networkG as compared to a null model based on a random distribution of edges

within a networkG0 with the same size, number of edges, and degree distribution (or expected

degree sequence) asG [271, 270]. Given a graphG = ( V; E) and a communityi in G with

verticesVi , the fraction of edges withini is ei = jf (u; v) : u 2 Vi ; v 2 Vi gj=jE j. By comparison,

the fraction of edges with at least one end ini is ai = jf (u; v) : u 2 Vi gj=jE j. The modularity

of G is Q =
P m

i =1 (ei � a2
i ), wherem is the number of communities [277, 273]. High modularity

indicates that there are more connections within communities than expected by chance. Many

community detection algorithms are based on modularity; however, as discussed in Chapter 3,

these algorithms do not take the dynamics of the network into account.

Modular structure may hinder epidemic or information spreading, as local communities can

trap the infection and prevent it from spreading globally [278, 279]. By contrast, it has also been

shown that strong communities can facilitate the global diffusion of information by enhancing local

spread in models with social reinforcement. In social networks, groups may reinforce information

diffusion within their community; the more users that adopt a certain idea, the more likely that

other individuals will surpass their adoption thresholds and also adopt that idea. If there are strong

enough ties between communities, the social group can transmit the information to another com-

munity in the network. Thus, there is an optimal balance between the strength of communities and

the bridging between them such that global diffusion can occur with a minimal number of early

adopters. Communities in the optimal topology are connected via a few bridges that are suf�cient

to transmit the innovation, information, or behavior [181]. This suggests a non-trivial relation-

ship between community structure and spreading processes that depends on the type of contagion

considered [280].

Communities may emerge naturally in social networks with biased attachment based on strong
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ties or where nodes are biased against interaction with dissimilar nodes [281, 282]. Modularity

has also been used in models explaining the emergence of scienti�c disciplines within research

communities [283], and it is associated with the emergence of reusable patterns, called network

motifs, in biological organisms [284]. Biological networks often have motifs that are associated

with a speci�c dynamic function (e.g., negative feedback loops or oscillators) and hubs that act to

coordinate behavior within functional modules or that connect functional modules together [126,

127]. Studies have shown that modular solutions may be reinforced in dynamic environments

[284], and that other factors, such as network size and horizontal gene transfer, may also reinforce

network modularity in biological environments [285].

As such, modularity affects spreading processes on networks and the organization of functional

dynamics, which in turn affects the in�uence that a node may have. Modular networks can be

broken down into subsystems with independent trajectories. This can increase node in�uence

within communities but restrict in�uence between communities; bridges between communities

can help in�uence propagate, however, even in very modular networks.
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CHAPTER 2

TECHNICAL APPROACH

This chapter will introduce the necessary theoretical and methodological background to understand

the methods developed in chapters 3-5. Although there are numerous de�nitions of in�uence, and

a vast array of methods to calculate it in different contexts, I will focus only on those methods that

are directly applicable to my work on network-based discrete dynamical systems. I will discuss

exact methods of determining in�uence based on causal inference, statistical methods based on

mean-�eld approximations, and graph-theoretic methods that combine a network's structure with

information on the network's dynamics.

As mentioned previously, it is unusual to be able to obtain a master equation describing the state

of a system, except in very simple models; however, in many instances, it is reasonable to expect

that there exist equations describing the change of a single variable, i.e., a node in the network.

Examples include the concentration of a metabolite in a biochemical network or the infection status

of an individual in a social contact network. Importantly, these equations depend only on a node's

neighbors in the network and can be solved independently of the other system variables as long as

the inputs of the node are known. In other words, the trajectory of the node depends only onlocal

information. This local behavior in turn affects theglobal trajectory of the system because only

regions of the state space compatible with the local node values can be reached.

Inferences on local values can be made with only partial information of the system state. In-

deed, this is the idea behind control and observability discussed in section 1.3.2. Control assumes

that perturbations made to local variables can affect global outcomes. Observability assumes that

measurement of local values can infer the values of the remaining variables of the system. Ad-

ditionally, it is often unnecessary to determine the exact dynamical state of the system for many

applications. Rather, control to, or observability of, select attractors, trajectories, or target variables

has been a well-studied problem in control theory [265, 237].
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The effectiveness of the local inferences that can be made within a network model depends, in

part, on redundancy in the transfer functions of nodes and the representation of the network being

considered, discussed in detail below.

2.1 Logical Redundancy and Causal Inference

The idea of canalization emerged early in the study of biological networks in order to explain

phenotypic stability and robustness to genotypic perturbations [286]. A biological system may

undergo many genotypic mutations, which accumulate without any observable change, before a

sudden transition to a novel phenotype. This genetic redundancy, referred to ascanalization, has

been found in many biological systems and has been hypothesized to be necessary for evolvability

[287, 288, 289, 290]. A canalyzing function is one in which a single input determines the output

(rendering all of the other inputs super�uous) [291]. This redundancy makes it possible to infer

the future state of a node with less information. For example, if the state of nodex is governed by

the logical expression� x (t + 1) = � y(t) _ � z(t), then either� y = 1 or � z = 1 at timet ensures

that � x = 1 at timet + 1. In this case, knowledge of only one input is enough to infer the state

of nodex. This can be extended to the case where multiple inputs determine a node's output (they

are collectively canalyzing); in this case, the node's state transition is controlled by a subset of

its inputs [290]. Canalyzing rules thus aid system control and observability by allowing for more

control, or inference, based on fewer perturbations or less local information.

The idea that different inputs have an unequal role in determining a node's output led to an

attempt to quantify this in�uence. The importance of variables in Boolean functions has been

studied in various �elds over many decades [292]; more recent applications to Boolean networks

include such measures as node activity, function sensitivity, and function strength [293, 294]. The

activity of inputx i in the Boolean transfer functionf (~x) with k total inputs (j~xj = k) is

af
i =

1
2k

X

~x2f 0;1gk

@f(~x)
@xi

(2.1)
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where@f(~x)=@xi is the partial derivative of functionf with respect to variablex i . In other

words, the activityaf
i is the probability that changing thei th input changes the value of the function

f , assuming that all input vectors are equally likely; under an arbitrary distribution, it is also called

the in�uence ofx i on f [295, 62, 293].

A Boolean transfer function has an associated activity vector~af = [ af
1 ; af

2 ; :::; af
k ]. Its average

sensitivity measures how much, on average, the function changes between input vectors with a

Hamming distance of 1 [62, 293]. Assuming all input vectors are equally likely, it is the sum of all

incoming activities to the functionf with activity vector~af :

sf =
kX

i =1

af
i (2.2)

A function's sensitivity measures its internal homogeneity, in the sense that homogeneous func-

tions (whose output is mostly either 0 or 1) are not sensitive to perturbations while heterogeneous

functions are. For random Boolean functions with biasp, the expected activity for each input is

2p(1 � p) and the expected average sensitivity is2kp(1 � p) for a function withk inputs [293].

Similarly, a transfer function's strength is the sum of all of its outgoing activities:

Sf i =
nX

j =1

af j
i (2.3)

where the output of functionf i participates as an input ton other transfer functionsf j (i.e., the

out-degree of nodei = n) 1. This measure was found to be a good predictor of short-term spreading

of perturbations, but not as good of an indicator as the principal eigenvector of the activity matrix

for long-term spreading [294].

In the extreme case, a node's state is either constant or has no effect on the states of other

variables in the system. This is the basis of network reduction techniques that identify stable nodes

(i.e., those that have a constant value) and non-regulating nodes (i.e., those that have no effect on

the transfer functions) [115, 296]; the logical insertion of such constant values within the node

1The original formulation of this measure in [294] sums over the size of the network,N , although this is equivalent
to Eq. 2.3 as any activities between variables without a dependency will add null contributions to the sum.
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transfer functions may result in other variables adopting a constant value as well and thus this

effect can propagate through the network. In the end all stable and non-regulating variables can be

removed from the system, resulting in a reduced network that includes only the nodes relevant to

the long-term dynamics of the network [115].

Determining which inputs are redundant (or canalyzing) can be accomplished by reducing the

logical expressions governing variable transfer functions to their prime implicants [152]. This is the

basis of the Quine-McCluskey Boolean minimization algorithm [215]. As any discrete mapping

between input and output states (i.e., any look-up table) can be expressed by Boolean functions2,

this algorithm is applicable to any discrete, deterministic system.

Some methods utilize the presence of redundancy in transfer functions by converting the Boolean

expressions to disjunctive normal form (DNF)3 , which can describe any Boolean function as an

OR relationship between clauses composed entirely of AND relationships (e.g.,A = ( B ^ C) _

(D ^ : E) _ : F ). In this way, the Boolean expression can be described only by AND, OR, and

NOT operators, and the logical satisfaction of any clause guarantees the entire expression to be

true. Klamt et al. used DNF of Boolean functions to infer propagation of downstream signals

based on the perturbation of certain input nodes [17], a process that was further developed to ex-

plicitly and ef�ciently calculate minimal control sets (called minimal intervention sets) for target

control [297, 298, 216]. Similarly,Wang et al.used DNF of Boolean functions to infer cascading

failures by removing certain nodes in the network [18].

Reduction of logical expressions was also used in a process called schemata redescription

(described below) to remove redundancy from node transfer functions in order to characterize

canalization in a Boolean genetic regulatory network [19]. An input within a LUT row may be

redescribed as wildcard (the value does not matter) or position-free (it can permute its value with

other inputs), meaning that only a subset of a node's inputs dictate its output (partial canalization).

2Consider that any LUT subsetf f 1; f 2; :::f n g, where the rowsf i are those that result in target state� , can be
written in disjunctive normal form as� = f 1 _ f 2::: _ f n and eachf i can be written as a logical conjunction of its
inputs,f i = i 1 ^ i 2::: ^ i k . This will be discussed further in Chapter 5.

3The Quine-McCluskey Boolean minimization algorithm can be used to reduce a Boolean expression to DNF, as in
[250]; in general, a Boolean expression in DNF may be composed of prime implicants [216] but this is not guaranteed.

39



Figure 2.1:Example automaton with a logical `OR' transfer function. (a) The node X has two
inputs, shown as a graph. (b) The look-up tableF describing the transition of X, along with the one
and two-symbol schemata redescriptionF 0andF 00(# denotes a wildcard enput,o a group-invariant
enput). (c) The canalyzing map of X describing the associated logical function, representing both
state updates. Black s-units represent nodes in their ON state, white s-units represent nodes in
their OFF state, and blue diamonds represent t-units labeled with their threshold value� . Each
edge (�bre) represents the logical contribution of a source unit to an end unit and thus dictates how
X will turn ON or OFF. The canalyzing map shows that one input in the ON state is suf�cient to
turn X ON but that both inputs in the OFF state are needed to turn X OFF.

This redescription allows to describe dynamical modularity, critical nodes to guarantee conver-

gence to steady states (with incomplete knowledge of initial conditions), and measures of macro-

level canalization [19]. It has been shown that partially canalizing functions dominate the space

of possible Boolean functions and thus should be common in both random and genetic regulatory

networks [290]. The natural presence of canalyzing rules in Boolean networks can thus allow for

more ef�cient inference in perturbation spreading and network reduction techniques; such causal

inference is furthermore useful for predicting node in�uence, as shown in Chapters 3 and 5.

2.1.1 Schematic Redescription

Schemata redescription is a process whereby transfer functions are simpli�ed by redescribing look-

up table rows (schemata) to explicitly represent the redundancy present in the transfer functions.

This is possible because specifying the state of only a subset of an automaton's inputs can often
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satisfy its Boolean transfer function and cause a state update, ignoring the logical states of its other

inputs. The Quine-McCluskey Boolean minimization algorithm is used to reduce an automaton's

look-up tableF to a set of prime implicants [215], which are then combined to form a set of

wildcard schemataF
0
. Within the wildcard schemata only essential inputs (or `enputs') are de�ned

as ON or OFF and every other input is replaced with the wildcard symbol (`#'), indicating that

those inputs are redundant (given the states of the enputs) and do not affect the automaton's state

transition [19]. Additionally, permutations of inputs that leave the transition unchanged (meaning

inputs within the group can switch places within the wildcard schemataF
0
) are marked with a

position-free symbol (o) and combined to form group-invariant enputs. This captures the input-

symmetry within the wildcard schemata and further reduces the set of wildcard schemata to a set

of two-symbol schemata without permutation redundancyF
00

(see Fig. 2.1).

The redundancy of the transfer functions, describing the micro-level canalization present in the

network, can be quanti�ed by the number of wildcard and position-free symbols in the redescribed

LUTs [19]. An automaton's input redundancy is the number of inputs, on average, that are unnec-

essary to determine that automaton's transition, assuming all input vectors are equally likely. It is

equal to:

kr (x) =

P
f � 2 F � � :f � 2 � � (n#

� )

jF j
; (2.4)

for nodex. Each entryf � in x's LUT F can be redescribed by at least one, but potentially

multiple, overlapping schemataf 00
� 2 F 00, wheren#

� is the number of wildcard symbols that appear

in f 00
� . � � is the set of all LUT rowsf i that are redescribed byf 00

� . � � :f � 2 � � is an operator onn#
�

for all schemataf 00
� that f � can be redescribed by;� = max indicates the maximum number of

wildcards in the set of schemata that redescribesf � (giving the upper bound ofkr (x)), � = min

indicates the minimum number of wildcards in the set of schemata that redescribesf � (giving

the lower bound ofkr (x)), and� = avg indicates the average number of wildcards in the set of

schemata that redescribesf � . A measure of input symmetry is calculated in the exact same way

as Eq. 2.4, except that the number of position-free symbolsno
� is counted instead of the number of
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wildcard symbolsn#
� .

An automaton's effective connectivity is simply the complement of its input redundancy:

ke(x) = k(x) � kr (x); (2.5)

that is, the average number of inputs (out ofk(x) total) that are needed to cause a state transi-

tion.

Redundancy and effectiveness can also be calculated per input (i.e., incoming edge) for a given

nodex [299]. Edge redundancy is a measure of how often, on average, an inputi is redundant to

the state transition ofx. It is de�ned by:

r i (x) =

P
f � 2 F � � :f � 2 � � (X #

� i
)

jF j
; (2.6)

where terms are de�ned the same as in Eq. 2.4, with the addition that(X #
� i

) is equal to 1

if input i has the wildcard value# in schemataf 00
� and 0 otherwise. The operator� can again

be equivalent to the maximum, minimum, or average number of wildcard symbols in the set of

schemata that redescribesf � . Similarly edge effectiveness is, on average, how often an inputi is

needed to determine the value ofx:

ei (x) = 1 � r i (x): (2.7)

The sum of a node's edge redundancies is equal to its input redundancy,
P

i r i (x) = kr (x), and

the sum of its edge effectivenesses is equal to its effective connectivity,
P

i ei (x) = ke(x).

Edge effectiveness can then be used to construct an effective graphE of a Boolean network;E

has the same set of nodes and edges as the original network, but the edges are weighted by their

edge effectiveness [299, 300]. The weights give a statistical measure of how in�uential a node is

on its neighbors, similar to the activity measure mentioned above, and can therefore be useful in

determining important interactions in the Boolean dynamics.

The effective graph can further be conditioned on known state values (for example, setting the
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inputs of the network to a predetermined ON or OFF state), resulting in the conditional effective

graph. Nodes from a setK are �xed in a constant state, meaning that only LUT rows compatible

with those node states are considered when calculating edge effectiveness. The conditional effec-

tive graphEjK is equivalent toE but with the recalculated edge weights [300]. This is a useful

tool to determine the statistical in�uence of a node on its neighbors, given a predetermined initial

condition.

2.2 Mean-�eld Approximations

Causal inference methods are effective when there is enough local information to make inferences

about node in�uence. However, in some cases, there are too many node inputs for effective in-

ference or else the exact connections and transfer functions of the network are uncertain (as in

biological networks, where it's known that two components interact but the quantitative nature

of that interaction is unclear). In these cases, it makes sense to approximate the behavior of an

average node (e.g., based on its degree) or use stochastic transfer functions. Mean-�eld methods,

originally developed for use in physics and chemistry, have been used extensively to make such

approximations in various network models, especially to address problems of epidemic spreading

and related phenomena [301, 302, 3, 222, 303, 304, 7]. They have also been applied to deter-

ministic discrete-time models, including random Boolean networks and biological networks [305,

109, 223, 306, 307]. These methods are advantageous in that they give a statistical estimate of the

behavior of the entire system and are not restricted to measuring local effects.

Classical epidemiological models (introduced in Section 1.2.4) assume a population of homo-

geneous, well-mixed individuals that are in one of a few mutually exclusive possible states (also

called compartments), e.g., Susceptible or Infected [175]. The density of individuals in each state

can be solved via deterministic mean-�eld equations, which treat every individual in the same

state as indistinguishable and are representative of real systems only when there is a large (ide-

ally in�nite) population [308, 7]. For example, the change in the density of infected individuals

� I over time for the Susceptible-Infected-Susceptible (SIS) and Susceptible-Infected-Recovered
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(SIR) models is

d� I

dt
= �� I � S � �� I ; (2.8)

where � S is the density of susceptible individuals and� and � are the transition rates for

infection and recovery, respectively.

However, this assumption of random interactions between an unlimited number of individuals

is not very applicable to real-world disease dynamics, prompting the need to consider a network

topology of heterogeneous connections between agents [309, 7]. In the network model, individuals

update their state stochastically based on interactions with their neighbors, where the infection rate

� and recovery rate� are constant. This epidemic process can be described by a Markov chain

[310, 311] ofN random variablesX i (t) 2 f 0; 1; :::; q� 1g representing each node's state, analysis

of which gives the exact probabilities that a nodei is in each of the possibleqstates at timet. How-

ever, analysis is computationally dif�cult as there are an exponential number of equations to solve

and as such few exact results have been found for epidemic models. For this reason, individual-

based and degree-based mean-�eld approaches have been used to predict spreading processes [7].

The individual-based mean-�eld approach determines evolution equations for each nodei , as-

suming that it is statistically independent from each of its neighborsj [222, 312, 311]; that is,

the expectation that nodei is in state� and its neighborj is in state� 0 at timet is E[X i (t) =

�; X j (t) = � 0] = E[X i (t) = � ]E [X j (t) = � 0] = p�
i (t)p� 0

j (t), wherep�
i (t) is the probability that

nodei is in state� at timet. In the SIS model, which has binary states,E[X i ] = P[X i = 1] = pI
i

is the probability that nodei is Infected and1� pI
i is the probability that nodei is Susceptible. The

change in the probability of infection of nodei over time is

dpI
i (t)
dt

= � �p I
i (t) + � [1 � pI

i (t)]
NX

j =1

aij pI
j (t); (2.9)

where the adjacency matrix entryaij = 1 if there is an edge between nodesi and j , and

0 otherwise. Thus, the probability of infection is decreased by the chance of recovery (ifi is
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Infected) but increased by the chance of infectious neighbors (ifi is Susceptible). The epidemic

threshold can further be predicted via linear stability analysis. This approach can be adapted to

the SIR model as well [313, 7], by adding probabilitiespS
i andpR

i for nodei to be Susceptible

or Recovered with the condition thatpS
i (t) + pI

i (t) + pR
i (t) = 1 . Accuracy can be increased in

these models by using pair-approximation approaches [314, 313, 315, 316, 317]; these determine

evolution equations for the joint expectation valuesE[X i (t); X j (t)] in addition to the individual

valuesE[X i (t)].

The degree-based mean-�eld approach instead assumes that all nodes of degreek are statis-

tically equivalent and �nds the probability� �
k (t) that a node of degreek is in state� at time t

(equivalent to the partial density of nodes of degreek that are in state� ); P(k0jk) represents the

probability that a generic node of degreek is connected to a generic node of degreek0 [3, 318].

The total density of individuals in state� is � � (t) =
P

k P(k)� �
k (t). This approach thus makes an

annealed network approximation, where the adjacency matrix is replaced by an ensemble average

where onlyP(k) andP(k0jk) are conserved [102]. In the SIS model, the change in the probability

of infection over time of a generic node with degreek is

d� I
k(t)
dt

= � �� I
k(t) + �k [1 � � I

k(t)]
X

k0

P(k0jk)� I
k0(t): (2.10)

This equation is similar to Eq. 2.9 except that the summation occurs over all degreesk0 in the

network and an extra multiplicative factor ofk is included to account for thek neighbors from

which the infection may spread. As in the individual-based approach, the epidemic threshold can

be predicted via linear stability analysis [318, 7]. This approach can also be adapted to the SIR

model [319, 221, 320, 7] by considering the densities of Susceptible and Recovered nodes,� S
k (t)

and� R
k (t), and adding the condition that� S

k (t) + � I
k(t) + � R

k (t) = 1 ; the size of an outbreak is the

number of recovered nodes,� R
1 = lim t !1

P
k P(k)� R

k (t).

The degree-based mean-�eld approach depends on the topological properties of the network

and is useful to describe processes where interaction patterns change much faster than the spreading

process [102, 7]. It can also be derived from the individual-based mean-�eld approach if the
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annealed adjacency matrix is substituted for the actual one in Eq. 2.9 and the degree-based average

� I
k is calculated [7]. Accuracy can again be increased by considering variables representing the

states of pairs or triples of nodes, a so-called extended degree-based approach [321], or by adding

additional variables representing other detailed dynamical quantities [322, 323, 324].

Both individual and degree-based approaches assume that the network is quenched (i.e., the

adjacency matrix or annealed adjacency matrix does not change over time), and they ignore dy-

namical correlations between nodes. However, they have been used to achieve good accuracy in

predicting epidemic thresholds and sizes in networks (depending on the type of graph and degree

exponent in scale-free networks) as compared to numerical simulations [325, 172, 316, 324, 323].

Mean-�eld approaches have also been used to approximate dynamics in Boolean networks with

deterministic transfer functions. An early application was byDerrida and Pomeauwho used an

annealed approximation (assuming that inputs and transfer functions are randomly reassigned at

each time step) in order to solve for the critical point between ordered and chaotic behavior in

random Boolean networks (RBNs) with homogeneous degree [109]. Similarly,Luque and Solé

used an annealed approximation based on the average node degree to solve for the critical point

in RBNs with heterogeneous degree and bias (and further generalized to networks with more than

two discrete states) [209]. Cellular automata have also been studied using mean-�eld approaches

[305, 46, 326, 327, 328, 329, 330], and generalized cellular automata rules have been studied on

RBNs via mean-�eld equations [331, 223, 306, 332]. For example,Andrecutfound the probability

that a node is active (state 1) considering all neighborhoods ofk nodes of whichs are also active

for asynchronous RBNs with totalistic transfer functions (i.e., the output depends only on the sum

of inputs) [223].Joy et al., building on the work of previous approaches [331, 333, 334], analyzed

dynamics of Boolean networks with random degree distributions and a homogeneous, totalistic

transfer function for all nodes, using a mean-�eld approximation to determine the evolution of

the density of the network (proportion of nodes in state 1) in order to understand how the degree

distribution affects chaotic dynamics [306].

Mean-�eld approximations have been applied to biological networks as well.Andrecut and
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Kauffmanused a mean-�eld approximation in genetic regulatory network models that replaces

all regulatory interactions to a gene with an effective interaction that considers the activating and

inhibitory effects of the regulators in an attempt to account for the stochastic nature of such inter-

actions [335].Kochi and Matachecategorize transfer functions into different classes for a signal

transduction network, and use a mean-�eld approximation to �nd the density of active nodes dur-

ing a given time step (i.e., an estimate of the probability that a node is active at that time) based on

these classes in order to determine how such rule categories affect the network dynamics [307].

Mean-�eld approaches are useful to study networks whose connectivity or transfer functions

are only partially known as they account for some noise in the model (via the annealed approxi-

mation), and they allow one to vary features of the network (e.g., degree distribution or Boolean

rule distribution) as adjustable parameters in order to obtain predictions on the resulting dynamics;

thus, they can be used to study ensembles of networks that �t various assumptions or parameter

values.

2.3 Graphical Representations of Dynamics

Historically, node in�uence has often been estimated by structural metrics, such as node degree

or centrality, in both epidemiological and biological networks [336, 337, 338, 339]. However, a

network's graphG only contains information about dependencies between components, but does

not explain the dynamicsD that take place over that topology. As such, several methods have tried

to combine information aboutD into a graphical representation. An early example is the threshold

model of McCulloch and Pitts to explain the logic of neural �ring [16], which was later applied to

neural networks [123].

Within the logical modeling framework,Thomasde�ned signed interaction graphs (also called

regulatory graphs) which assign a sign inf + ; �g to each edge in biochemical networks to indicate

if the edge is activating or inhibiting its target node [340]. However, this coarse description is

unable to specify complex dynamics, such as when an input can have either an activating or in-

hibitory effect depending on the states of the other inputs. Local interaction graph methods address
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this problem by creating a signed interaction graph for each state (con�guration) of the network

[341, 249]; however this leads to an exponential number of possible graphs and the dynamics on

each graph are still ambiguous (such as whether there is an AND or OR relationship between inputs

or what the values of kinetic parameters are).

To avoid ambiguity, some methods seek to create a full map of the dynamical state space

as a graph. The state transition graph (STG), which connects network con�gurations together if

one con�guration may lead to the next, is such a map. However, given that it maps global states, it

destroys the information in the original graph describing local interactions. Other methods preserve

G by adding dynamical information to it or else creating a similar structure from whichG can

be derived. These include the logical interaction hypergraph [17], the expanded network [18],

and the dynamics canalization map (DCM) [19]. Thelogical interaction hypergraph(Fig. 2.2b)

represents a Boolean network as a signed directed hypergraph by adding signs to each interaction

and hyperedges to represent AND relationships. Theexpanded network(Fig. 2.2c) uses composite

nodes to represent AND relationships and complementary nodes to represent variable negation for

interactions involving NOT operations. Finally, theDCM (Fig. 2.2d) uses s-unit nodes to represent

all possible variable states (both True and False for each variable) and thresholds (t-unit nodes) to

represent AND and OR relationships present in a node's redescribed look-up-table (LUT).

These methods are distinct from methods that describe dynamical aspects of the system via

graphs but do not directly describeD as a mapping between individual interactions and their

logical outputs. Instead they estimate interactions, simplify the network, or focus on long-term

con�gurations of the system. Examples include the activity graph or in�uence diagram [342], the

effective graph [300], the controlled state transition graph and controlled attractor graph [239], the

layered network (which uses backwards inference to determine upstream nodes which may affect

a target node of interest) [343], and reduced network models [115, 344, 345, 346, 347].

Two of these graphical representations, the expanded network and the DCM, are explained in

more detail below. Both incorporate the dynamics of component interactions into a graph structure

by using additional nodes and edges to represent negated variable states and transfer functions.
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Figure 2.2:Representations of dynamics on a genetic regulatory network (GRN).(a) Structural
graph representing an example GRN. This network has two inputs (i1,i2), two genes (g1,g2), and
two proteins (P1,P2). There is a negative feedback loop present as P1 promotes the creation of P2,
an inhibitory protein. P1 requires bothg1and the absence of P2, while P2 requires bothg2andi2.
(b) Logical interaction hypergraph representation; + (black) and - (red) signs denote activating and
inhibiting regulations, respectively, while hyperedges represent AND relationships. (c) Expanded
network representation; active nodes are denoted in black and inactive (complementary) nodes
are denoted in white and named with the NOT (˜) operator, while composite nodes (grey circles)
represent AND relationships. (d) Dynamics canalization map representation; s-units representing
active nodes are denoted in black and s-units representing inactive nodes are denoted in white,
while t-units (grey diamonds) represent redescribed schemata. T-units with thresholdtau = 1
that represent schemata with no permutation redundancy are left out of the �gure for simplicity.
Note that the representations in panels c and d are nearly equivalent aside from some differences
in notation.
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Both methods include all dynamical interactions possible in the system; however, the two methods

take a different approach in how the transfer functions and the graph structure are represented.

2.3.1 The Expanded Network

The expanded network (Fig. 2.2c) was originally created to de�ne functional topology in regulatory

networks and evaluate essential components in biological signaling networks [20, 18], although it

can be applied to any type of Boolean network. The expanded networkG0 = ( V 0; E0) of a graph

G = ( V; E) `expands'G by adding nodes and edges to represent the network's dynamics [18].

Each nodei 2 V represents a variable in the ON state inV 0, while the complementary node

i =2 V represents that same variable in the OFF state; complementary nodes are added to capture

the interactions of variables that negatively regulate or are negatively regulated by other nodes.

Edges are added such that an edgeeij 2 E that would have an inhibitory effect connectsi to the

complementary nodej instead (ei j 2 E 0). Likewise, inhibition of a nodei can effect either original

or complementary nodes, e.g.,ei;j 2 E 0 or ei; j 2 E 0. In the original formulation, all nodesV 0 and

edgesE 0 of G0 must additionally be involved in at least one input-output path (de�ned as a path

from a node with no inputs to a node with no outputs in the original graphG) [18].

Along with complementary nodes, composite nodes are added to represent AND relationships

between two or more variables, such that if nodesi andj regulatek in G, then the composite node

ij is added, with the edgesei;ij , ej;ij , andeij;k (see Fig. 2.2c). By contrast, an OR relationship is

represented by multiple edges without the need of a composite node, such that if either nodei or j

can regulatek in G, then the edgesei;k , ej;k exist inE 0. As such, any Boolean expression can be

represented on the expanded network by �rst turning it into disjunctive normal form (DNF), which

is equivalent to a disjunction of conjunctions, and then adding a composite node for each conjunc-

tive clause. The Boolean expression of a complimentary node is obtained by simply negating the

Boolean expression of the corresponding original node.

The expanded network represents all dynamical component interactions in a non-ambiguous

way. As such, it was used to determine cascading effects of node removal by seeing what down-
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stream nodes are disrupted given the deletion of a particular component inG0 [18]; in this case,

removal of an original node represents the knock-out of a particular cellular component, while

removal of a complementary node represents that component's constitutive activation. It was also

used to �nd elementary signaling modes, which are minimal sets of nodes that are capable of

transducing a signal from the input nodes to the output nodes of a signaling network; an in�uence

measure was created to rank the importance of nodes by how many elementary signaling modes

are disrupted given the removal of that node [18].

The expanded network is also useful in control problems.Zañudo and Albertfound minimal

strongly connected components of the expanded network, called stable motifs, which are self-

regulating, partial �xed points of the network dynamics; the downstream effects of a stable motif

may cause other nodes to stabilize such that successively �nding these stable motifs allows to

classify quasi-attractors, which are a set of stabilized nodes (and their corresponding �xed states)

and the remaining set of nodes whose state is unknown [97, 250]. This method may uncover �xed

points, or �xed nodes within limit cycles where the remaining nodes oscillate. Transient control

of a subset of the nodes in the stable motifs is suf�cient to guide the dynamics toward an attractor

of interest, and blocking stable motifs can prevent speci�c attractors from being reached [250].

Because stable motifs are partial �xed points, control targets are robust to choice of updating

scheme (synchronous or asynchronous) as well as type of model (discrete or continuous) [250].

The expanded network was also used to �nd the logical domain of in�uence of a nodei , which

is the set of nodes that are stabilized via the control ofi based on a breadth-�rst search of the

expanded network, for the purpose of target control of a speci�c subset of node states [242].

2.3.2 The Dynamics Canalization Map

Transfer functions within a Boolean network, after redundancy is removed via schematic redescrip-

tion (see section 2.1.1), can be represented by canalyzing maps (CMs) [19], a type of threshold

network [16]. The CM of a variablex represents all logical transitions (two-symbol schemata) that

can result in an update of the state ofx. It is composed ofs-unitswhich represent nodes (x and its
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inputs) in a particular discrete state (e.g., ON or OFF),t-unitsthat implement the transfer function

of x via thresholds, and �bres that connect s-units and t-units together. A �bre may connect one

s-unit to one t-unit (indicating that the s-unit sends one signal to the t-unit), or multiple �bres may

be merged together so that several s-units send one signal to a t-unit (representing permutation

redundancy). T-units have a threshold value� and only �re if they receive at least� simultaneous

incoming signals from s-units; s-units �re if they receive any incoming signal from a t-unit. All

logical interactions betweenx and its inputs are represented such that each t-unit corresponds to

one schema inF
00
. Thus the CM is equivalent to the schemata necessary to ensure the logical

transition from� x (t) to � x (t + 1) (see Fig. 2.1).

The canalyzing map of each node (automaton) can be then be integrated into a larger threshold

network called the dynamics canalization map (DCM) [19]. The DCM (Fig. 2.2d) represents the

control logic and dynamics of the entire Boolean network, after removal of input and symmetry

redundancy. Each possible state of each variable is represented in the DCM; thus there are2N

s-units for a Boolean network of sizeN . Additionally there are t-units representing each schema,

as de�ned for each individual CM.

Because the DCM captures the state updates of all automata in the network, similarly to the ex-

panded network, it is possible to determine a logical sequence of signals based on the deterministic

�ring of s-units and t-units. Given an initial set of s-units (and barring any outside interference),

a logical sequence of state updates is guaranteed to occur based on the logic embedded in the

schemataF 00and represented by the t-units in the DCM. This sequence of state updates is referred

to as apathway module; `pathway' because it is a sequence of s-units and t-units �ring in the DCM

and `module' because the state updates occur independently of all other node states that are not

involved in the �ring of t-units [19].

Importantly, the initial conditions of a pathway module may only de�ne the state of a (small)

subset of nodes in the network, while the complement of this set can be assumed to be in an

unknown state; this collection of known and unknown node states is referred to as a partial con-

�guration of the network. This initial condition causes a deterministic sequence of state updates
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(referred to as dynamical unfolding) that results in an outcome con�gurationP, which may either

be another partial con�guration or an attractor of the network. IfP is an attractor, then the subset

of known states in the initial condition is a suf�cient driver set to control the network dynamics to

that attractor if the initial node states are sustained.

Furthermore, a set of partial con�gurations that lead to a given outcome con�guration can

also be redescribed, resulting in the enputs that control network dynamics to a target of interest

(such as an attractor). A minimal con�guration is a set of two-symbol schemata that redescribes

the set of network con�gurations that converge to an outcomeP, such that all nodes that are

redundant to convergence are replaced with a wildcard symbol (#) and input-symmetry is removed

with the addition of a position-free symbol (o) per group-invariant enput. This represents the

minimal inputs necessary to ensureP [19]. Thus, it is possible to compute global (macro-scale)

dynamical information from only partial knowledge of the network con�guration by integrating

knowledge of the local (micro-scale) dynamics.

The dynamics of node updates are also captured by the logical interaction hypergraph (LIH)

and the expanded network [17, 18], although without the explicit removal of permutation redun-

dancy from the transfer functions. The process of dynamical unfolding was previously seen in

Klamt et al., where the logical deduction of future states on the LIH following an initial condition

results in partial logical steady states (i.e., a partial con�guration) of the network; in this way,

they were able to �nd initial conditions (assuming sustained inputs) that lead to �xed points of the

network [17, 216]. Dynamical unfolding is also similar to cascading effects of node removal, the

determination of active clusters of nodes, and the calculation of elementary signaling modes on

the expanded network [20, 18], and the concept of logical domain of in�uence developed later by

Yang et al[242].

2.4 Example Systems

This section describes speci�c networks used to test the novel methods introduced in Chapters 3-5;

these include random Boolean networks (RBNs) and biological networks. Note that all networks
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considered here are Boolean networks and as such any given node has exactly two states (referred

to interchangeably as 1 and 0, ON and OFF, or active and inactive). Furthermore, for biological

networks, I follow the convention that the names of genes are lowercase and italicized, while

the names of proteins and external states are capitalized; drug names and the names of species,

meanwhile, are also italicized.

2.4.1 Random Boolean Networks

I consider classical RBNs where each network hasN nodes and every node has exactlyk neigh-

bors; each network evolves under synchronous update, as in traditional literature [50, 51, 96]. To

ensure that there are no isolated nodes, networks with degreek = 1 have a directed ring structure,

networks of degreek = 2 have an undirected ring structure, and for higher degree,k � 3, random

connections are generated between the nodes. Transfer functions are determined by assigning a

random output value, either0 or 1 with equal probability, to the functionFi of Eq. 1.1 for each of

the2k possible rows of the node LUT for all nodesi .

2.4.2 Biological Signaling and Regulatory Networks

Drosophila melanogaster Segment Polarity Network:The drosophilasegment polarity network

(SPN) [20] describes gene-regulatory pathways involved in the segmentation of the body of the

fruit �y during development and can be modeled as a single cell or a one-dimensional parasegment

of four cells with periodic boundary conditions. Nodes in this model represent segment polarity

genes and their protein products, as well as external inputs to the cell. ThedrosophilaSPN has been

extensively studied [348, 20, 349, 350, 351] and its attractors are fully known for the single-cell

model, making it a useful example to test the application of various methodologies.

Thesingle-cell SPN(N = 17) [352, 19] has three input nodes that are not regulated by other

nodes (usually assumed to be pinned ON or OFF): SLP (Sloppy-Paired proteins), nWG (neighbor-

ing Wingless protein), and nHH (neighboring Hedgehog protein), as well as 14 internal nodes that

are regulated by other nodes in the network.
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Theparasegment SPN(N = 60), on the other hand, is the equivalent of four interconnected

single-cell SPN models where each cell has15nodes, some of which are dependent on neighbor-

ing cells and one which is an external signal [20]. Each cell in the parasegment has 14 internal

nodes (the same as the single-cell model) and one SLP input (usually assumed to be pinned ON or

OFF) which regulate interactions in that cell; however, the internal nodes WG,hh, and HH in each

cell also act as external inputs to the two neighboring cells, taking the place of the inputs nWG

and nHH seen in the single-cell model. Through these nodes a cell can thus interact with its two

neighbors, allowing dynamics to move between cells in the parasegment. Several experimentally-

validated and theoretical biologically relevant attractors are known for this network, representing

the wildtype, wildtype variant, ectopic, ectopic variant, broad stripes, and no segmentation pheno-

types [20].

Saccharomyces cerevisiae Cell-cycle Network:The yeast cell-cycle network (N = 12) de-

scribes cell-cycle regulation in budding yeast [155]. Nodes represent proteins such as cyclins,

transcription factors, and inhibitors which regulate the cell-cycle, as well as checkpoints in the

process (e.g., the cell's size). The cell cycle starts with the activation of Cln3 which is controlled

by the input node CellSize. Assuming that� CellSize = 1, there are 7 attractors; the �xed point with

the largest basin of attraction corresponds to the G1 phase of the cell cycle, and has been found to

be robust to network perturbation [155] and to choice of updating scheme [353]. If additionally

the alternate state� CellSize = 0 is considered, the network has 11 attractors [354].

T Cell Large Granular Lymphocyte (T-LGL) Leukemia Network:The T-LGL leukemia network

(N = 60) describes T cell survival signaling in leukemia [21]. Normally, the population of cyto-

toxic T lymphocytes in the human body undergoes activation-induced cell death after developing

their cytotoxicity, so that only a smaller, more stable population endures. However, sometimes

certain cells become resistant to Fas-induced apoptosis, leading to abnormal clonal expansion and

eventually leukemia. The network was created from experimental evidence to reproduce such

deregulations and to verify key mediators of cell survival; predictions from the model were further

validated empirically in laboratory experiments [21].
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Nodes in the network represent proteins, mRNAs, and small molecules (e.g., lipids), as well as

external and cellular states (e.g., Stimuli, Proliferation, and Apoptosis). The original formulation

assumes asynchronous update starting from a biologically plausible initial condition; although the

attractor landscape is too large to be fully described, the primary concern of the model is the

resulting state of the node Apoptosis, indicating whether or not cell death occurs [21].

Estrogen Receptor (ER+) Breast Cancer Network:The estrogen receptor breast cancer network

(N = 80) describes signal transduction in ER+ breast cancer [98]. Alteration of thePI3KCAgene

and the PI3K signaling pathway appears to play a role in various cancers, including breast cancer

and, as such, drugs have been developed to inhibit the PI3K protein. The network was created

from experimental evidence to model resistance mechanisms to PI3K and other inhibitors in order

to predict successful drug interventions.

Nodes represent signaling proteins and mRNA transcripts, as well as cell states (e.g., Apopto-

sis and Proliferation); additionally, there are 7 input nodes representing the external administration

of a drug (namely,Alpelisib, Neratinib, Palbociclib, Ipatasertib, Trametinib, Everolimus, andFul-

vestrant) 4. The activation of these nodes suggest that the drug is present, while their inactivation

suggests that the drug is absent; furthermore, the network contains several pathways relevant to

ER+ breast cancer that can be manipulated by these drugs. The original formulation focused on

biologically plausible initial conditions relating to ER+/HER2- breast cancer that reach a cancer-

ous state without drug intervention; additionally, the PI3K inhibitorAlpelisib is introduced and

the model is updated asynchronously while various other nodes are controlled to see if they in-

teract synergistically or antagonistically withAlpelisibin order to understand both drug resistance

mechanisms and potential combinatorial treatments for use in multi-drug therapies [98].

Cell Collective Repository:The Cell Collective repository [22] is an open source collection

of biological signaling and regulatory networks that have been created over time by various re-

searchers based on experimental evidence5. I consider 74 Boolean network models from the Cell

4The original model considers multi-state variables, although each higher level state is turned into its own Boolean
node; for example, Apoptosis is represented by three nodes: Apoptosis, Apoptosis2, and Apoptosis3; further,
� Apoptosis 2 = 1 implies� Apoptosis = 1 and� Apoptosis 3 = 1 implies� Apoptosis 2 = 1 .

5Accessible at https://cellcollective.org
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Collective that are distinct from the models mentioned above6. The models range in size from

N = 5 nodes (Cortical Area Development) toN = 321 nodes (Signaling in Macrophage Acti-

vation). The networks tend to be sparse, with maximum degreekmax = 15; kmax =N = 0:11 and

maximum average degreehki max = 4:94; hki max =N = 0:15across models. The number of attrac-

tors per model for 49 networks with sizeN � 73 were estimated byBorriello and Daniels[355]

and found to vary over many orders of magnitude. Trivially, every network withn input nodes

must have at least2n attractors to account for all possible combinations of input values; the num-

ber of inputs varies fromn = 0 to n = 14. Most of the attractors are �xed points; however, some

networks only have one limit cycle (e.g., Arabidopsis Thaliana Cell Cycle), while others have a

mix of �xed points and limit cycles (e.g., Budding Yeast Cell Cycle).

6The repository was accessed on August 5th, 2020. The 74 models used are those present in the CANA Github
repo: https://github.com/rionbr/CANA/tree/master/cana/datasets/cellcollective [299].
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CHAPTER 3

DYNAMICAL MODULARITY OF COMPLEX NETWORKS

Biological networks provide a useful case study to understand the problem of modularity in com-

plex networks (see Section 1.3.3). Intracellular networks (introduced in section 1.2.4) are often

composed of modules, which are formed from molecular components and perform a speci�c func-

tion within the cell [356, 357, 358, 359, 360, 361, 126, 127]. They are known to be robust against

genotypic mutations and environmental perturbations [362, 363, 364, 365], and it is hypothesized

that these separable components provide the biological organism with such robustness while still

allowing enough �exibility for evolution [289, 364, 366, 367]. These networks often display high

clustering with a small-world scale-free topology that may come from gene duplication events in

evolutionary history [368, 369, 126, 127], and this scale-free topology allows for dynamical ro-

bustness [370]. Central nodes (as de�ned by degree or betweenness centrality) are often essential

genes or proteins [339, 371]. In particular, genetic regulatory networks (GRNs) may be modular

via sub-circuits that are structurally and functionally distinct, and they may display deeply layered

or shallow hierarchies [359, 360]. The `connectomes' (structural graphs) of brain networks are

also robust, modular, small-world networks with heavy-tailed degree distributions and hierarchical

organization [40, 33, 372, 373].

GRNs have been used to study modularity and robustness in various model organisms. For

example, a continuous ODE model was used to model segment polarity genes and their products

in Drosophila melanogaster, with the result that body segmentation is modular and robust to pa-

rameter variation [348]; another experiment applied a thermodynamic model to predict expression

patterns of regulatory modules involved in segmentation and found that such module expression

patterns were robust to mutation [374]. Similarly, a model of the core neurogenic network in

drosophilawas found to be robust to noise in initial conditions and different parameter values,

conferring functional and evolutionary �exibility in the model [375]. Boolean network models
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have also been successfully used to study robustness and modularity in thedrosophilasegment

polarity network and cell-cycle regulation in yeast [20, 155, 19].

Because biological networks are known to be robust, it's not surprising to �nd component re-

dundancy (e.g., micro-level canalization), as this buffers perturbations to individual genes and can

help maintain wildtype phenotypes and developmental stability [287, 288, 366]. Indeed, it has

been shown that Boolean network models with nested canalyzing rules are stable with scale-free,

exponential, or uniform degree distributions; this stability increases with the average number of

inputs, while critical dynamics are seen if there are only a few inputs per node [54]. As such, mea-

sures of canalization (introduced in Section 2.1) can be useful in measuring robustness, criticality,

and modularity [19, 376].

Modularity and component redundancy are suspected to play a key role in providing the neces-

sary stability for evolution [287, 366, 367]. Biological systems face a tradeoff between robustness

and evolvability. Robustness favors persistance of of a system's characteristic behavior under per-

turbations and is important to allow for survival and reproduction; on the other hand, a system also

needs to be able to innovate to �nd new solutions. A system that is too robust may not be evolvable

enough, and vice versa. Additionally, becoming robust to some set of perturbations may make a

system vulnerable to another set of perturbations, and adding robustness generally increases the

complexity of the system [289]. However, robustness can enhance evolvability by enabling geno-

typic variability without functional consequences [377]. This robustness may be accomplished via

redundancy/degeneracy, feedback controls, modularity, and hierarchies [289].

Stability and evolvability can be measured respectively as the persistence of attractors or ap-

pearance of new attractors (phenotypes) in GRNs, where the duplication and divergence of a single

gene in a network can completely change the attractor landscape (novel phenotypic change). Both

stability and evolvability are maximized for networks close to the critical regime [214]. This makes

an organism robust to change, though still able to evolve in the long-term. Evolution at the genetic

scale has been studied on protein-protein interaction and gene interaction networks [378, 144].

Furthermore, it is possible to apply the evolution analogy outside of the biological domain to other
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systems where agents/ideas change in an iterative fashion in order to meet an environment-speci�c

goal. Evolutionary principles have been applied to areas such as economics, psychology, physics,

and technological innovation [379, 380, 6]. Words, grammar, and languages appear to undergo

evolutionary processes [381]. The evolution of cultural artifacts has also been studied, including

speci�c ingredients in regional cuisines [382, 383], musical characteristics in popular songs [384,

385], and styles in art pieces [386].

Aside from its application to evolvability, modularity is useful to understand properties of

biological networks. For example, disease genes may be predicted via linkages with known disease

proteins or by presence in a disease module [126]. Furthermore, the products of disease genes for

similar diseases often interact, suggesting there are disease-speci�c functional modules [145]. The

overlap of disease modules makes it possible to predict commonalities between diseases, even if

those diseases don't share any genes [149]. Such cellular interactome networks are important to

study in order to identify drug targets and biomarkers for disease. Similarly, knowledge of modules

in the brain connectome is important because structural deviations may be useful diagnostically or

to assess the results of lesions or drug effects [33].

Despite the importance and ubiquity of modularity, it is not clear how to best model this phe-

nomenon in living systems or in general, complex networks. Modularity has become a standard ap-

proach to solve community detection problems on graphs (see section 1.3.3), but these approaches

mostly focus on topological modules [271, 273, 274, 270]. Such structural modularity measures

ignore the dynamical information of the network and may therefore be limited in discovering func-

tional modules [387, 388]. Additionally, the same circuit topologies in biological systems can

switch between distinct steady states and dynamical behaviors (multi-stability and multifunction-

ality), indicating there is not a clear relationship between structure and function [389].

Due to these reasons, dynamical modularity measures have also been proposed.Irons et al.pro-

posed a method to decompose Boolean networks into dynamical modules based on attractors of the

system without needing details of the underlying network, although with a suitable mathematical

model the method can also determine how robust subsystems are and how they are regulated [390].

60



Kolchinsky et al.proposed a method based on the idea that modules constrain the spread of pertur-

bations and de�ned perturbation modularity as the autocovariance of perturbed trajectories [391].

Deritei et al. measure dynamical modularity as the extent to which attractors of the system are

combinations of attractors of its regulatory switches (functional subgraphs of the network that dis-

tinguish between attractors/phenotypes) [392]. Other methods combine structural and dynamical

approaches by decomposing a network into structural components and associating these compo-

nents with dynamical properties [393, 394].Zañudo and Albertdecompose an expanded version

of a Boolean network (taking into account its dynamics) into stable motifs, which are strongly-

connected components representing partial �xed points of the system, and show that controlling

these motifs can drive a network to a desired attractor [250].Marques-Pita and Rochasimilarly

use a graphical representation of a network's dynamics, called a dynamics canalization map (in-

troduced in Section 2.3.2), to identify the dynamical modules on theDrosophila melanogaster

single-cell segment polarity network [20] that are controlled by the network's inputs [19].

Even given a simple model like a Boolean network, it is unclear how to optimally decompose

the system into separable modules. Furthermore, networks observed in the real-world may contain

a large number of nodes and interactions and be arbitrarily complex. Although the interactions

between components in a Boolean network are well de�ned, it is unclear how these individual

node interactions give rise to global properties of a network such as its modularity or attractor

landscape; it is therefore useful to understand how the micro-dynamics of component interactions

gives rise to the macro-dynamic behavior observed in networks.

In this chapter, I formally de�ne modules on the dynamics canalization map. I expand upon

previous analysis [19] by �nding such modules not just for the inputs but for all possible nodes

and low-order interactions on thedrosophilasegment polarity network. I develop theory to explain

the interaction of different dynamical modules and de�ne synergy between modules; this concept

of synergy is further used to de�ne a subset of modules called complex modules that capture all

unique dynamical information in the Boolean network. I then use complex modules to de�ne a

measure of dynamical modularity for Boolean networks. This measure is driven purely by the
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network's dynamics rather than its structure. Unlike other measures, this dynamical modularity

measure differentiates between different states of a variable, recognizing that a single variable may

be part of multiple functional modules depending on its behavior, and thus may be useful in models

of multifunctionality in biological systems; additionally, the in�uence of each variable in each state

is quanti�ed and the control that that variable has on the rest of the network is made explicit. I

also quantify a network's decomposability by its mean dynamical modularity, and use this metric

to compare different biological networks.

This chapter is organized as follows: in section 3.1 I present a summary of this work, which

is based on the paperDynamical Modularity in Automata Models of Biochemical Networks, in

collaboration with Luis Rocha. In section 3.2, I give theoretical results concerning the formal def-

inition of pathway modules (based on the perturbation of seed nodes), complex modules (which

have synergy between seed nodes and are of maximal size), and dynamical modularity (based on

an optimal partition of the dynamics canalization map). In section 3.3, I apply this methodology

to thedrosophilasingle-cell and parasegment segment polarity networks in order to �nd complex

modules on these networks, quantify their dynamical modularity, and compare them to other bio-

logical networks of similar size. In section 3.4, I offer some conclusions and note some limitations

to the methodology.

3.1 Overview

Given the large size and complexity of most real-world networks, there is a non-trivial relation-

ship between the micro-dynamics of component interactions and the observed macro-dynamic

behavior. Here I address this issue by developing a novel dynamical modularity methodology. I

formalize the existing concept of pathway modules, which are sequences of state updates that are

guaranteed to occur (barring outside interference) within a network based on the states of a sub-

set of perturbed nodes. I present an algorithm to �nd these modules on automata networks and

formalize the interactions that may take place between modules. Speci�cally I identify complex

modules, which are both maximal in length and based on synergy between the perturbed nodes. I
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formally de�ne the dynamical modularity of a network based on the overlap of complex modules

and estimate modularity on several genetic regulatory networks, including the segment-polarity

network ofdrosophila. I show that the identi�cation of complex modules allows for the compu-

tation of macro-scale properties of biological networks (such as the decomposability of biological

mechanisms) from micro-scale interactions and partial knowledge of the network con�guration.

3.2 Formal Results

Pathway modules (see section 2.3.2) are a logical sequence of state updates that occur on the

dynamics canalization map (DCM) based on a known initial condition; this initial condition de�nes

a seed set of s-units that �re at an initial time step (t = 0), while the state of all other variables

not represented in this seed set remains unknown (i.e., a partial con�guration of the network) [19].

This initial condition represents the current knowledge of the network at timet = 0. The �ring of

the seed set can also represent a perturbation that forces the seed nodes to the state speci�ed by the

respective s-unit (e.g.,x-0 indicatesx is set to OFF), while the downstream effects of this initial

condition are dependent on the logical in�uence of the seed set. In other words, pathway modules

answer the question: if speci�c seeds are set to speci�c states at an arbitrary time, what other state

updates are guaranteed to occur in the network?

An intuitive way to determine a pathway module is to run a breadth-�rst search algorithm on

the DCM starting from the initial seeds. However, unlike a search on a traditional graph, the

different types of units on the DCM must be considered. For a t-unit to be included, its threshold�

must be met. Furthermore, the threshold is met only if its inputs �re simultaneously; therefore, the

�ring of a t-unit with multiple inputs requires con�dence that all of its inputs can �re at the same

time. If the initial seeds are pinned (not allowed to change), then they �re at every time step and

all downstream s-units �re continuously as well; however, if the initial seeds are only perturbed

once (pulse perturbation), then their future state cannot be guaranteed after timet = 0. The type

of initial perturbation therefore affects the pathway module that unfolds on the DCM.

As an example, consider the case of the engrailed gene (en) in thedrosophilasegment polarity
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Figure 3.1:Example of different perturbations in the drosophilasegment polarity network
(SPN). (a) The dynamical unfolding of the pathway moduleMen� 1 in the drosophilasingle-cell
SPN under pulse perturbation. Black represents nodes in their active (ON) state, white represents
nodes in their inactive (OFF) state, and grey represents nodes whose state is unknown. Node states
are not maintained over time, and as a result cannot activatehhor HH which require the activation
of EN. (b) Same as panel a, butMen� 1 unfolds under pinning perturbation. The s-unitshh-1 and
HH-1 �re due to the continual presence of EN.

network (see Fig. 3.1). Ifenis perturbed to ON for only a single time step, the resulting pathway

module takes four time steps to unfold (panel a). However, ifen is constitutively active, then the

resulting pathway module takes six time steps to unfold and reaches two extra node states (hh-1

and HH-1) which can �re because the logical condition forhh-1, � hh (t +1) = � EN (t) ^ : � CIR (t),

is satis�ed by the continued �ring of EN-1 (panel b). Perturbations may be more complicated than

these two extremes of pulse or pinning perturbation; for example, an s-unit may be �red ink time

step intervals or may be controlled for a speci�c length of time and then released.

It is also important to factor logical contradiction into the search algorithm when determining

pathway modules. If a s-unit representing the state of variablex �res at timet, then an s-unit repre-

senting a different state ofx cannot also �re at timet. For pinning perturbation, this guarantees that

only one state of any variable is ever reached, while for pulse perturbation s-units representing dif-

ferent states ofx may �re. The consequence of this is that modules based on pinning perturbation

may uncover �xed points in the network but not limit cycles.

In the example GRN in Fig. 3.2, the moduleM i 1� 0 includes the same s-units (g1-0, P1-0,g2-

0, and P2-0) and t-units (not shown in the �gure), regardless of perturbation type. The module
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Figure 3.2:Example genetic regulatory network (GRN). (a) The interaction graph of an example
GRN. See the caption of Fig. 2.2 for a full description. (b) The exact logic of the dynamics
is captured in the DCM, where black s-units represent nodes in their active (ON) state, white
s-units represent nodes in their inactive (OFF) state, and grey diamonds represent t-units. The
seeds of pathway modulesMP 2� 1 andM i 1� 0 are indicated by double edges; the pathway module
M i 1� 0 is shown in blue. T-units with thresold� = 1 that represent schemata with no permutation
redundancy are left out of the �gure for simplicity.

MP 2� 1, however, includes the s-units P1-0,g2-0, and P2-0 under pulse perturbation but only P1-0

andg2-0 under pinning perturbation (because P2-0 is a logical contradiction to P2-1).

Multiple pathway modules may simultaneously unfold within the complex dynamics of a net-

work; thus, it's natural to explore how different pathway modules may interact, assuming that

their initial conditions are simultaneously activated. This leads to several concepts detailed below,

such as independence, logical obstruction, and synergy. Synergy is then used to de�ne complex

modules, which are maximal pathway modules whose seeds have synergy between them; complex

modules are further used to de�ne the dynamical modularity of the network. Formal de�nitions of

these concepts are given in the following subsections.
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3.2.1 De�ning Pathway Modules

Pathway modules are de�ned on the dynamics canalization map (DCM) [19], a type of directed

threshold graph (refer to section 2.3.2 for more details). LetX be the set of all nodes in an

automata networkB andS be the set of all s-units in the DCM ofB (representing all node states).

For Boolean networks,jSj = 2 � j X j. Let � be the set of all threshold units in the DCM ( it's

sizej� j depends on the number of redescribed schemata for each node inB). Each member of

S is connected to zero or more t-units in� , while each member of� is connected to exactly one

member ofS. At any given timet, a set of s-units,St � S , and a set of t-units,� t � � , �re in the

DCM. A t-unit �res at timet if its logical conditions are met (determined by its threshold value� ),

causing its neighboring s-unit to �re at timet +1. The �ring of a t-unit means that there is suf�cient

information to satisfy a schema in the look-up table of the variable associated with the downstream

s-unit. The output state of this schema is the state associated with the s-unit (i.e., 0 or 1). An s-unit

�res if its predecessor (a t-unit) �res; when it �res, it sends signals to all of its neighboring t-units.

An s-unit may also �re at timet due to an external signal (i.e., a perturbation) that is applied to the

associated variable inX ; this s-unit may �re neighboring t-units if their logical conditions are met,

which will in turn �re downstream s-units. While signals from t-units to s-units propagate with

a one time step delay (dt = 1), signals from s-units to t-units propagate immediately (dt = 0) 1.

This asymmetry guarantees that the original dynamics of state transitions inB is preserved in the

DCM. Here, I denote the state of a Boolean variablex by x-1 if x is ON andx-0 if x is OFF.

As mentioned above, there is a constraint on the setSt of s-units that �re at timet. If an

s-unit representing the state of variablex �res at time t, any s-unit that represents a different

state ofx (e.g., its negation) cannot �re. Thus,x-1 2 St =) x-0 =2 St and vice versa.St

represents apartial con�gurationof B where the logical states of the corresponding node variables

x 2 X are known, but any other variable may be in either state (ON or OFF). The number of (full)

1Alternatively, the s-unit to t-unit transition can have delaydt = 1 and the t-unit to s-unit transition can have delay
dt = 0 . The choice of which hasdt = 1 is arbitrary because t-units can only connect to s-units in the DCM and vice
versa (i.e., either preserves the dynamics ofB ). Importantly, it takes one time step for an s-unit to �re after its inputs
have �red.
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con�gurations that a partial con�gurationSt describes is2jX j�j St j . The maximum size ofSt is

bounded by the size of the network,max(jSt j) = jX j, which denotes the situation when the

logical state of all variables (i.e., the precise con�guration of the network) is known at timet.

A seed setis a set of s-unitsS0 � S that, without loss of generality, are assumed to �re at

t = 0. This represents an external perturbation being applied to a subset of variablesX 0 � X of

networkB . Note that these s-units can represent variables in either the ON or OFF states.

Dynamical unfolding, represented by the iterative function� (St ) ! St+1 , is the process where

the set of s-unitsSt that �re at timet transition to another set of s-units that �re at timet + 1. This

function can be applied sequentially fort = 0; 1; :::; 1 . Note thatSt+1 \ St 6� ; if any s-units in

St �re again due to external perturbation, regulation by other members ofSt , or self-reinforcement

(a node is an input to itself). The dynamical unfolding process is typically computed without

information about the state of many variables (i.e., partial knowledge of the network con�guration).

The dynamical unfolding process is affected by the type of perturbation applied toS0. For

pulse perturbations, s-unitss 2 S0 are assumed to �re only att = 0, unless the logic of the

dynamical unfolding process (� ) leads them to �re again. In contrast,pinning perturbations�x

the s-unitss 2 S0 into �ring at every time stept 2. In this case,St � St+1 for all time stepst.

This represents the situation where the perturbation lasts for a longer time period than the transient

dynamics that it affects.

A modulein the DCM is de�ned asM t � (St ; � t ). In other words, it is a tuple consisting of a

set of s-unitsSt � S and t-units� t � � that �re at timet due to a perturbation att = 0 applied to

seed setS0. Set operations are de�ned on modules by applying the operation to both elements of

the tuple; for example,M t
i � M u

j iff St
i � Su

j and� t
i � � u

j , for modulesM i andM j at time stepst

andu.

Modules dynamically unfold in time based on the logical �ring of s-units and t-units, until a

time t = T when either the module repeatsM T � M t<T or an empty moduleM T � (; ; ; ) is

2In control theory, pinning may refer to controlling a variable to any pattern of set states (e.g., an oscillation), but
here I use the stricter sense of pinning to a single state. This is equivalent to the node state overrides assumed by
feedback vertex set theory and applied to biological networks [246, 247, 245].
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reached because no s-units or t-units can logically �re with the known information. Apathway

moduleis a time-ordered sequence of all modules that unfold due to a perturbation applied to seed

setS0: MS0 = [ M 0; M 1; :::; M T ] for all time stepst � T.

The pathway module setincludes all s-units that �re in at least one moduleM t 2 MS0 and

is de�ned asS = S0! T =
S

t � T St . Under pulse perturbation (or other perturbation types), not

all elements ofS are guaranteed to �re at timeT. However, in the case of pinning perturbation,

S = ST = S1 sinceSt � St+1 3. The representation of pathway modules as pathway module

sets discards any temporal information about when certain s-units �re relative to others; however,

it allows to easily quantify the number of variables affected by the perturbation of the seed set (i.e.,

the seed set's in�uence). Thelengthof a pathway moduleMS0 is T, whereas itssizeis simply

the cardinality of its corresponding pathway module setjSj. With pinning perturbationjSj � j X j

(due to logical constraints), while for pulse perturbationjSj � 2 � j X j (for Boolean networks);

furthermore, for pinning perturbation,jSj is equal to the number of variablesx 2 X whose state

is resolved during the dynamical unfolding process. Finally,Ps denotes the set of all possible

pathway modulesMS0 that may unfold in a DCM from seed sets of sizes = jS0j given a type of

perturbation, wherejPsj = 2 s
� jX j

s

�
for Boolean networks.

3.2.2 Interaction of Pathway Modules

Given that there are an exponential number of pathway modules, I de�ne here how pathway mod-

ules may interact in order to narrow down the possible dynamical interactions of the system to

those that better de�ne the computational dynamics of the network. Two pathway modulesM i

andM j can becombinedby considering the dynamical unfolding of the union of their seed sets,

M i;j = � (S0
i [ S0

j ) 4. Furthermore,M i is asubmoduleof M j if S0
i � S0

j andS0
i 6= ; . Types of

interactions when combining modules are listed below; for examples, see Fig. 3.3.

3We assume that external signals take precedence over natural dynamics of the network; as such, a perturbation
that causes an s-unit to �re will prevent any logically contradictory s-units from �ring during the same time step. For
pinning perturbation, a variable may only �re in one state during the dynamical unfolding of a pathway module; that is
x-1 2 S =) x-0 =2 S and vice versa. As such, pinning perturbation cannot lead to limit cycles or other oscillations.

4Seed sets can of course be combined via set-theoretical operations at distinct time steps, but here we only consider
unions of seed sets at timet = 0 .
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Subsumption: M i is subsumed byM j if Si � Sj . M i is partially subsumedby M j if Si \ Sj 6= ;

butSi 6� Sj (i.e., there is some overlap between the dynamical unfolding of the two modules).M i

is temporally subsumedby M j if there exists ak � 0 such thatM t
i � M t+ k

j for all t � T (the

sequence is preserved temporally, where constantk � 0 indicates that the dynamical unfolding of

the subsequenceM i within M j beginsk time steps aftert = 0). Note thatM i being a submodule

of M j does not imply thatM i is subsumed byM j due to the possibility of logical obstruction (see

below).

Maximal: M i is considered a maximal pathway module if it cannot be temporally subsumed

by any other pathway modules with the same seed set size; for pinning perturbation,Si 6� Sj for

all pathway modulesM j with seed set sizejS0
j j � j S0

i j. In other words,� (S0
i ) results in a unique

set of s-units that cannot be obtained from dynamically unfolding any other pathway module with

the same seed set size.� s � Ps is the set of all maximal pathway modules with seed set sizes.

Logical obstruction: There is logical obstruction between pathway modulesM i andM j if their

combinationM i;j results in an s-unit not �ring during time stept = k when that s-unit does �re

in either pathway moduleM i or M j at time t = k. For pinning perturbation this means that

� (S0
i ) [ � (S0

j ) � � (S0
i [ S0

j ) 6= ; ; in cases where there is also no synergy betweenM i andM j

(see below), then� (S0
i [ S0

j ) � � (S0
i ) [ � (S0

j ). Logical obstruction occurs when the union of the

seed sets results in a logical contradiction (either in the resulting seed set or during the dynamical

unfolding process), e.g.,x-1 2 S0
i ^ x-0 2 S0

j . This means that combining the pathway modules

results in one or more s-units not �ring (as a result of logical contradiction) that would have �red

had the pathway modules been separate.

Synergy: There is synergy between pathway modulesM i andM j if their combinationM i;j

results in an s-unit (or t-unit) �ring during time stept = k when that s-unit (or t-unit) does not

�re in either pathway moduleM i or M j at timet = k. For pinning perturbation this means that

� (S0
i [ S0

j ) � � (S0
i ) [ � (S0

j ) 6= ; . In cases where there is no logical obstruction betweenM i and

M j (see above), then� (S0
i [ S0

j ) � � (S0
i ) [ � (S0

j ). This means that additional s-units �re as a

result of combining the pathway modules.
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Decoupled modules: M i andM j are decoupled pathway modules if there is no partial subsump-

tion (s-unit overlap), logical obstruction, or synergy between them. This means that� (S0
i [ S0

j ) �

� (S0
i ) [ � (S0

j ) andj� (S0
i [ S0

j )j = j� (S0
i )j + j� (S0

j )j are necessary and suf�cient conditions for

pinning perturbation.

Complex modules: Pathway moduleM i is a complex module iffM i 2 � s and any submodule

M j of M i is synergistic with the submoduleM k whose seed set isS0
k = S0

i � S0
j . For seed set

sizes = 1, note that all pathway modulesM i 2 � 1 are complex. Further,I s � Ps is the set of all

complex modules with seed set sizes.

In order to be a complex module then, the pathway module must be maximal and every sub-

module (seed combination) within the pathway module must add synergy. For a givens, each

complex moduleM i 2 I s represents a unique �ring sequence that is not part of any other pathway

module with seed set sizex � s (because otherwise it would not be maximal) or the union of any

set of pathway modules with seed set sizesx � s (because every submodule is adding synergy). As

a consequence, complex modules are the building blocks of the network's dynamics. Importantly,

they allow to reduce the vast number of possible dynamical interactions to a smaller set of unique

signaling sequences that may represent (full or partial) biological functional pathways.

Given a DCM and a type of seed set perturbation, complex modules are de�ned using only one

parameters, the size of the seed set. Moreover, complex modules are hierarchical in the sense that

modules with larger seed set sizes are composed of (partially or fully subsumed) modules with

smaller seed set sizes. Higher-level complex modules thus capture the emergent behavior (e.g.,

synergy) that results from combining lower-level modules. For seed set sizes = 1, the set of

complex modulesI 1 = � 1 is the minimal set of pathway modules that covers the DCM (de�ned

below). However, synergy allows for the DCM to be covered using fewer pathway modules (with

larger seed set sizes).
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3.2.3 Dynamical Modularity

The characterization of pathway module interaction and the introduction of complex modules al-

low to describe the macro-scale properties of the network, such as its organization and modularity.

Analogous to structural methods, dynamical modularity relies on strong interaction within modules

(as occurs with complex modules), but weak interactions between modules (meaning that modules

are easy to decouple dynamically). Dynamical modularity then allows comparison between net-

works to determine which are easier to decouple into independently-functioning parts, which has

implications for measuring and understanding both network complexity and control.

A coverof the DCM is a set of pathway modules� = f M i ; M j ; :::g such that the union of

the corresponding pathway modules sets is equivalent to the set of all s-units in the DCM; that

is, S� =
S

i Si = S for setSi with corresponding pathway moduleM i 2 � . Because pathway

module sets may overlap, this results in a fuzzy partition of s-units.j� j is the size of the cover

in terms of the number of pathway modules that comprise it. Practically, it is of interest to �nd

a cover� s that is composed of modules with no more thans seeds; additionally, here I focus on

smalls as modules with smaller seed sets are generally easier to control (and computationally more

tractable).

Theindependenceof a pathway moduleM i from a set of pathway modules� is de�ned as the

fraction of unique s-units that �re within the pathway module:

ind(M i ; �) = jSi � S� j=jSi j (3.1)

whereS� =
S

j Sj for setSj with corresponding pathway moduleM j 2 � . If f M i g [ � = � ,

thenSi [ S� = S� andind(M i ; �) gives the independence of pathway moduleM i within a cover

� .

The dynamical modularityof a cover� is the distribution of independence scores for all its

pathway modulesD(�) � f ind(M i ; � � M i )g; 8M i 2 � . This distribution can be characterized by
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its mean dynamical modularity:

D(�) = (
X

M i 2 �

ind(M i ; � � M i ))=j� j (3.2)

Note that both pathway module independence and mean dynamical modularity give values in the

range[0; 1].

As there are many possible covers of the DCM, it is useful to �nd one that is optimal for

measuring modularity. One can de�ne optimality of a cover in different ways, for example, the

cover with the minimal size,� min . However, as the goal is to �nd modules that are decouplable

from one another, here I de�ne optimality by maximizing the mean dynamical modularityD(�) .

The optimal cover� �
s of the DCM thus has the maximum mean dynamical modularity among

covers that satisfy the property thatM i 2 I for all pathway modulesM i 2 � s (i.e., the cover is

composed only of complex modules with seed set sizejS0j � s). The requirement that the cover

is composed of complex modules ensures that there is dynamical interaction between the seeds

within a module, while optimizing for mean dynamical modularity minimizes overlap between

modules. The corresponding mean dynamical modularity of the optimal coverD(� �
s) indicates

how decouplable a network is into its constituent dynamical building blocks.

It's important to note that the optimal cover may be dif�cult to calculate exactly due to the

exponential nature of the possible module combinations. For networks and seed set sizes that are

too large to �nd an exact solution, I utilize a greedy selection to estimate� �
s. The algorithm starts

with an empty set� = fg and then iteratively adds the complex moduleM i 2 I x� s that has the

highest independence score from� , max(ind(M i ; �)) , until a cover is reached, such thatS� = S.

The cover� is used to estimate the optimal cover and its mean dynamical modularityD(�) to

estimate the maximum mean dynamical modularity of the networkD(� �
s). This quasi-optimal

solution provides a lower-bound onD(� �
s). In practice, multiple covers may have the same mean

dynamical modularity, meaning that there may be multiple optimal solutions.

The modules that compose a cover� s have a distribution of seed set sizes that are bounded
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by s. By de�nition, the mean dynamical modularity of� �
s should increase or remain the same as

s increases, as each increase in maximum seed set size allows for more modules to choose from

when �nding an optimal cover. Thecharacteristic seed numbers� occurs when increasings no

longer increases the mean dynamical modularity of� �
s. This represents the minimal seed set size

that allows for a network to optimally be dynamically decoupled.

Dynamical modularity allows for the comparison of dynamical organization between networks.

Dynamically simple networks will be easier to decouple and will tend to have higher mean dynam-

ical modularity and lower characteristic seed number. More complex networks will have more

overlap dynamically and will tend to have lower mean dynamical modularity and higher character-

istic seed number. While a rigorous characterization of dynamical complexity is outside the scope

of this chapter, future work may incorporate such measures to help de�ne dynamical complexity

in networks.

It's important to note that, because this dynamical cover partitionss-unitsin the DCM, the same

node (automaton) will belong to different modules depending on what state it is in (as automata

act differently in their ON and OFF states). This is a more granular but lengthier description of the

dynamics of the system than considering the nodes themselves.

Computationally, this optimal measure of dynamical modularity is NP-hard as it entails the set

cover optimization problem [248, 395] (by comparing all possible sets of complex modules that

cover the setS). However, the number of modules to consider is greatly reduced by considering

only complex modules rather than all pathway modules. For all real-world networks observed,

I s << P s because many pathway modules are either subsumed into longer modules or they have

non-synergistic submodules. Thus, by only considering complex modules, it is possible to greatly

reduce the computational complexity of the dynamical modularity optimization problem (see Fig.

3.4). Furthermore, for seed set sizes = 1, the solution can be computed exactly as the set of

complex modules� �
1 � I 1 � � 1; this cover is also minimal in size because every module in� 1 is

by de�nition maximal.

Possible interactions between pathway modules are demonstrated in Fig. 3.3. In this example
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Figure 3.3: Example pathway module interactions. The DCM shown here is the same from
Figure 3.2. Individual modules are differentiated by color, with the seed s-unit given a double
edge. (a) ModuleMP 1� 0 is subsumed by moduleM i 1� 0. (b) ModulesMP 1� 1 and M i 1� 1 are
decoupled. (c) There is logical obstruction between modulesMP 1� 1 andMP 2� 1. (d) There is
synergy between modulesMP 1� 1 andM i 2� 1. (e) A limit cycle of the network due to modules
MP 1� 1, M i 1� 1, andM i 2� 1. (f) All six complex modules with seed set sizes = 1. The nodes shown
in yellow are subsumed by multiple other modules. Additional details are given in the text.
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Figure 3.4: Computational expense of the T-LGL leukemia network. The number of path-
way modules is compared to the number of core complex modules found using the maximal seed
heuristic (described in section 3.3.1) for the T-LGL leukemia network (N = 60). Determining
modularity using all pathway modules (every combination of s-units) is a combinatoric problem
and grows exponentially with the seed set sizes, whereas the number of complex modules is much
lower, allowing for easier evaluation. Note that the y-axis is logarithmic.

network, moduleMP 1� 0 is subsumed by moduleM i 1� 0 with either pinning or pulse perturbation

(panel a). Thus,M i 1� 0 2 � 1 is a maximal module, whereasMP 1� 0 is not. ModulesMP 1� 1 and

M i 1� 1 are decoupled (dynamically independent) as they share no overlap or synergy, regardless

of perturbation type (panel b). ModuleMP 1� 1 logically obstructs moduleMP 2� 1 with pinning

perturbation as the pinning of P1 prevents the �ring of P1-0 and the subsequent unfolding ofMP 2� 1

(panel c). By contrast, there is synergy between the modulesMP 1� 1 andM i 2� 1 that results in the

�ring of P2-1 (panel d). If the input i2 is held constant, but the node P1 is not (pulse perturbation),

several additional downstream s-units will be reached. Panel e shows a limit cycle of the network

reached by the combination of modulesMP 1� 1, M i 1� 1, andM i 2� 1. In this case, the inputs i1 and

i2 are held constant but the node P1 is not (pulse perturbation).

Finally, all six complex modules of seed set sizes = 1 are shown, assuming pinning perturba-

tion (comprising� 1 and the associated optimal cover� �
1); these areM i 1� 1, MP 1� 1, M i 2� 1, MP 2� 1,

M i 1� 0, andM i 2� 0 (panel f). The mean dynamical modularity of this cover isD(� �
1) = 0 :71. Addi-
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tionally, there are two complex modules (assuming pinning perturbation) withs = 2 (MP 1� 1;i 2� 1

andM i 1� 1;i 2� 0). With pinning perturbation, this network can be covered by three modules� 2 =

f M i 1� 1;i 2� 0, MP 1� 1;i 2� 1, M i 1� 0g, with mean dynamical modularityD(� 2) = 0 :6. Note that this

minimal cover is not optimal becauseD(� �
1) has a higher mean dynamical modularity. Rather, the

optimal cover ats = 2 is � �
2 = f M i 1� 1; M i 2� 0, MP 1� 1;i 2� 1, M i 1� 0g; D(� �

2) = 0 :83. The mean

dynamical modularity does not increase with greaters; hence the characteristic seed number of

this network iss� = 2.

3.3 Experimental Results

I analyze the dynamics of thedrosophilasegment polarity network (SPN) [20] (see section 2.4.2)

using complex modules. I discover all complex modules present in the single-cell and parasegment

SPN models for seed set sizes � 6. This analysis allows for the dynamical characterization

of network components and the calculation of dynamical modularity in the SPN models. For

simplicity, I only consider modules that result from pinning perturbation of the seed set.

3.3.1 Analysis of theDrosophilaSingle-Cell SPN

Analysis of thedrosophilasingle-cell SPN highlights many useful features of the dynamical mod-

ularity methodology. It allows to reduce the enormous complexity of the dynamical state space

to only a few building blocks, it allows to characterize which dynamics are involved in transient

con�gurations and attractors, it allows to understand the dynamical overlap between similar mod-

ules, and it allows to study the speci�c effects of individual nodes or sets of nodes (for example,

comparing network inputs to internal nodes).

To understand the effect of perturbing a speci�c node in the single-cell SPN with a brute-force

approach would require analysis of2N con�gurations; additionally, there are2s
� N

s

�
possible seed

sets of sizes, where each seedi may be in the statei -0 or i -1. However, this dynamical modularity

methodology offers a much more direct approach without enumerating all network con�gurations

and by reducing the total possible number of seed sets to only those that initiate complex modules.
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For seed sets of sizes = 1, there are 34 possible pathway modules to consider as there are

34 possible seeds (each nodei of the N = 17 nodes may be in the statei -0 or i -1), but only 14

complex modules. This indicates that the other 20 pathway modules do not reveal any dynamical

information that is not contained in the 14 complex modules. These 14 modules cover the DCM,

meaning that they include all 34 node states. For seed sets of sizes = 2, there are 9 complex

modules out of 544 pathway modules; for sizes = 3, there are 19 complex modules out of 5440

pathway modules; for sizes = 4, there are 14 complex modules out of 38080 pathway modules.

For seed set sizess > 4, there are no more complex modules; this means that any higher-order

interaction between variables (i.e., modules with larger seed sets) can be understood as a combina-

tion of lower-order interactions that may include overlap or contradictions between the respective

modules but no synergy. In other words, no novel synergy emerges in the network by pinning

more than 4 seeds and thus all of the macro-scale computation that the dynamical system is doing

involves building blocks that are controllable by a small number of nodes.

In total there are 56 complex modules in the single-cell SPN. However, this number can be

further reduced using themaximal seed heuristicwhere modules are discarded if they contain

seeds that do not initiate maximal pathway modules. That is, I de�ne `core' complex modules as

those where each seed's pathway module is itself maximal,M x 2 � 1 ; 8x 2 S0. This reduction

removes modules that would have been subsumed if not for contradiction; consider that a module

M i containing seedx, x =2 � 1 would be subsumed by the corresponding moduleM j which contains

seedy in place ofx, y 2 � 1; x 2 Sy unless there is a contradiction to a node state inM j upstream

of x at some point duringM i 's unfolding. For example, bothMptc� 1;nHH � 0 andMP T C� 1;nHH � 0

(which includes stateptc-0) are complex modules in the single-cell SPN (see Fig. A.5d); however

MP T C� 1;nHH � 0 is not a core complex module becauseMP T C� 1 is subsumed byMptc� 1. Using the

maximal seed heuristic, there are 28 core complex modules for the single-cell SPN with maximal

seed set sizes = 3. These 28 are suf�cient to describe all attractors in the network (with a slight

caveat mentioned below) and are listed in Table A.1.

Only one complex module directly results in an attractor itself, meaning that the state of all
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N = 17 variables are resolved:jS(nW G � 1;SLP � 0;nHH � 1) j = 17, as shown in Fig. 3.5d. The other 9

attractors of the single-cell SPN can be recovered by combining two or three complex modules (see

Table A.3 for a full description of each attractor). Certain modules appear in multiple attractors.

For example,jS(SLP � 1;nHH � 1) j = 16 (shown in Fig. 3.5c) resolves every node except the input

nWG and therefore is involved in two attractors which are differentiated by the state of nWG. The

modulejS(nW G � 0;nHH � 1) j = 14 is identical in its unfolding except that it does not resolvewg or

WG; therefore, this module must be combined withMwg� 0 or Mwg� 1 and the inputMSLP � 0 or

MSLP � 1 to reach an attractor.jS(nW G � 1;SLP � 0) j = 13 (shown in Fig. 3.5c) resolves most nodes

and is in the basin of two attractors when nHH is OFF (when nHH is ON, it is subsumed by

M (nW G � 1;SLP � 0;nHH � 1) mentioned above). Finally,jS(ptc� 1;SLP � 1;nHH � 0) j = 16 (shown in Fig.

3.5d) and the similar modulejS(ptc� 1;nW G � 0;nHH � 0) j = 16 reach one of three attractors, depending

on the state of the input nodes SLP and nWG5.

Even modules that don't result in a steady-state of the network give important information

about partial control of the network state. The size of the module indicates how many other nodes

can be controlled. For example, if a researcher can only perturb one node in the single-cell SPN,

then turningen ON has the most effect becausejSen� 1j = 9 is the largest module with seed set size

s = 1 (note that this one seed alone controls half of the other network nodes). If perturbing two

nodes, thenjS(SLP � 1;nHH � 1) j = 16 gives the most control. Aside from quantifying how in�uential

a nodei is, this methodology also tells which other node states are reached if perturbingi ; this is

useful if one is wanting to reach certain states in the network. For example, for the T-LGL leukemia

network, modules of interest may include those that result in Apoptosis-1, as perturbation of the

respective seed set guarantees that the cell death state is reached.

Pathway modules also show between what seeds synergies occur and at what time stept they

occur. For example,jSSLP � 1j = 7 andjSP T C� 0j = 4; however,jS(SLP � 1;P T C � 0) j = 15 (and thus

5Here we see the caveat mentioned above: these three attractors are not quite reached ifptc is left pinned. The
complex modulesM (ptc � 1;SLP � 1;nHH � 0) andM (ptc � 1;nW G � 0;nHH � 0) pin ptc in the ON state; however, ifptc is
unpinned, these modules will turnptc OFF (as seen in the respective attractors). This behavior is captured by the
complex modulesM (P T C � 1;SLP � 1;nHH � 0) and M (P T C � 1;nW G � 0;nHH � 0) which do result inptc � 0; however,
these are not core complex modules becauseMptc � 1 subsumesMP T C � 1.
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resolves every node in the network except the two additional inputs nWG and nHH), with synergy

between the two modules occurring at time stepst = 5 and t = 6. Knowing what nodes are

in what state allows for additional inferences when making further perturbations. For example,

M (SLP � 1;nHH � 1) results inptc-1; thus, if the state of nHH is �ipped,M (ptc� 1;SLP � 1;nHH � 0) will

unfold, resulting in a different attractor (see Fig. 3.5c-d and Fig. A.7).

This analysis also shows how dynamics overlap between different modules. In some cases,

this offers alternative control strategies. For example, the unfolding ofMen� 1 is identical to

M (SLP � 0;nW G � 1), with the exception that the states ofwg and WG remain unknown. Perhaps

less obvious is that PTC-0 behaves similarly to nHH-1 (they both �re SMO-1 and CIR-0 and con-

tribute to �ring CIA-1; this shared behavior means thatS(SLP � 1;nHH � 1) andS(SLP � 1;P T C � 0) are

identical except for the seed nodes and the state of the PH node). In other cases, the lack of overlap

tells that two modules are independent. For example,Men� 1 andMSLP � 1 have no overlap and

in fact all of their downstream products are in opposing states to one another; this indicates that

only one of these modules will ever be active at a time in the dynamical system. Because of this

independence these complex modules, and modules of greater seed set size that subsume them,

appear in the optimal covers of the DCM that are found for seed set sizess = [1; 4].

To aid in the analysis of the parasegment SPN, I group modules that have nearly identi-

cal (they may only differ in the inclusion ofwg/WG) downstream products together: let� 1 =

f MnW G � 0; MSLP � 1g, � 2 = f Men-1; MnW G � 1;SLP � 0g, � 3 = f MnW G � 0;nHH � 1; MSLP � 1;nHH � 1g,

� 4 = f Men-1;nHH � 1; MnW G � 1;SLP � 0;nHH � 1g, and� 5 = f MnW G � 0;P T C � 0, MSLP � 1;P T C � 0g. As

discussed below, these groups are seen often in the parasegment's dynamics.

Finally, these complex modules help to elucidate the role of speci�c nodes, such as the inputs,

in the single-cell SPN dynamics. It is already known that the input nodes control much of the

network dynamics [19, 239]; however, this analysis shows when the inputs themselves may result

in an attractor and when an additional node such aswg or PTC is needed6. Additionally, this

6This analysis matches the results in [354]; I similarly overestimate the size of driver sets for three attractors
because additional dynamics of non-seed nodes are not accounted for. In other words, while this module methodology
has perfect precision in predicting node states, it does not always have perfect recall.
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analysis elucidates the effects that internal nodes, such as PTC or CIR, have by themselves. This

will be especially useful in analyzing the parasegment SPN (N = 60), as all nodes in this network

are internal nodes except for the four SLP inputs.

Even though these modules are based on pinning perturbation, many of the results are gener-

alizable to any type of perturbation as the input node states are self-sustaining and therefore all

of their downstream products are guaranteed to �re at some future point. Other modules can be

self-sustaining as well; for example,jS(P T C� 1;nHH � 0) j = 6 maintains the state of its inputs (and

therefore its downstream products) due to a positive feedback loop between PTC-1 and nHH-0.

3.3.2 Analysis of theDrosophilaParasegment SPN

Here I use the dynamical modularity methodology to aid the analysis of thedrosophilaparaseg-

ment SPN. As in the single-cell case, this allows for a great reduction in the complexity of the

dynamical system, and it allows to characterize dynamical trajectories within the system; further-

more, the knowledge of complex modules in the single-cell SPN is used to understand the modules

present in the parasegment SPN. The use of complex modules allows to �nd a minimal seed set

that reaches the wildtype attractor of drosophila that is lower than previous estimates seen in the

literature, and allows a characterization of the transient dynamics towards this attractor in terms of

the intracellular modules found in the single-cell SPN.

It is computationally restrictive to discover all complex modules for thedrosophilaparaseg-

ment model, but as in the single-cell case, the number of complex modules found for low seed

set sizes are substantially less than the number of possible pinned perturbations. I again use the

maximal seed heuristic to speed up computational time. Fors = 1, there are 40 complex modules

out of 120 possible pathway modules; fors = 2, there are 40 core complex modules out of 7080

pathway modules; fors = 3, there are 152 core complex modules out of 273760; fors = 6, there

are 1475 out of more than 3.2 billion (comparable with T-LGL leukemia, Fig. 3.4). Despite this

great reduction, there are still enough core complex modules to make analysis dif�cult; however, I

focus only on those modules with the greatest size for eachs value. Furthermore, analysis is aided
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Figure 3.5:Complex modules in thedrosophilasingle-cell SPN.(a) The DCM of thedrosophila
single-cell SPN (input node states are given a double edge). Black represents variables in their
active (ON) state, white represents variables in their inactive (OFF) state, and grey diamonds rep-
resent t-units. The DCM consists of 34 s-units. Note that several t-units have been removed or
modi�ed in the �gure for clarity of the transition function. (b) Select complex modules (indicated
by color) are shown for seed set sizejS0

i j = 1; seeds are indicated by a double edge. Modules
Men� 1 (blue),MnHH � 1 (green),MSLP � 1 (pink), andMnHH � 0 (gold) are shown. The s-unit CIR-
0 is in bothMen� 1 andMnHH � 1. Together these four modules cover 59% of the s-units in the
DCM. (c) Same as b, but forjS0

i j = 2. ModulesMnW G � 1;SLP � 0 (blue) andMnHH � 1;SLP � 1 (red)
are shown. The s-unit CIR-0 is in both modules. Together both modules cover 82% of the s-
units in the DCM. (d) Same as b, but forjS0

i j = 3. ModulesMnHH � 1;nW G � 1;SLP � 0 (violet) and
MnHH � 0;ptc� 1;SLP � 1 (brown) are shown. The s-units CIA-0, PH-0,wg-0 and WG-0 are in both
modules. Together both modules cover 85% of the s-units in the DCM. Additional modules are
shown in Fig. A.4-A.6. 81



by the symmetry in the model (the index of each of the four cells does not matter; each one is iden-

tical to the next) and by the fact that the intracellular dynamics of each cell in the parasegment are

the exact same as the single-cell case, except that they are in�uenced by inputs from neighboring

cells (namely WG and HH) as well as the external input SLP.

As in the single-cell case, the size of complex modules gives information about partial con-

trol in the network. Fors = 1, the largest module is similarlyjSen� 1j = 13 in any of the four

cells; for s = 2, there is novel behavior not seen in the single-cell case: the largest modules are

jS(en� 1i ;en� 1i � 1 ) j = 28 andjS(CIR � 1i ;CIR � 1i � 2 ) j = 28, wherei denotes the index of the cell. For

s = 3, the largest modules arejS(SLP � 1i ;SLP � 1i � 2 ;wg� 1i � 1 ) j = 52. Already it can be seen that three

seeds alone can resolve87%of the states of theN = 60 nodes in the network. Fors = 4, the

largest complex modules resolve 56 node states; fors = 5, the largest complex modules resolve

59 node states; fors = 6, the largest complex modules resolve all 60 node states, thus indicating

a network attractor (see Table A.2 and Fig. A.9-A.10)7. By sampling larger pathway modules, I

�nd that 9 nodes are suf�cient to reach the wildtype attractor of the parasegment SPN, which is

lower than previous estimates seen in the literature [19, 245, 354] (see Fig. 3.6).

Additionally, identifying complex modules allows to describe the transient dynamics that oc-

cur in the parasegment model towards the wildtype attractor (see Fig. 3.6 and A.11) and other

attractors in the network (see Table A.4). I �nd that inter-cellular interactions can be described

by the intracellular complex modules found for the single-cell SPN, where the unfolding of one

intracellular moduleM i may initiate another moduleM j by causing the seed of that module to �re

(S0
j � Si ). These transient dynamics move back and forth across cell boundaries as the unfolding

of one intracellular module affects its neighboring cells (see the example of the wildtype attractor

in Fig. 3.6 and further examples in Fig. A.8). For example, a� 2 module will initiateMnHH � 1 in

both adjacent cells (which will interact synergistically with any� 1 or � 2 modules already active in

those cells) and� 2 modules in non-adjacent cells will initiate� 3 modules in their neighboring cells

(via neighboring WG-0 and HH-1). Interestingly, some intracellular modules which were dynami-

7If pinning control is then relaxed, such a module leads to the broad stripes attractor de�ned in [20].
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cally independent in the single-cell SPN work together across cell boundaries in the parasegment.

For example,M (SLP � 1;nHH � 1) (a � 3 module) will also activate WG-1, which can interact with

SLP-0 in an adjacent cell to initiateMnW G � 1;SLP � 0 (a � 2 module) in that cell, even though� 2 and

� 3 modules are dynamically independent (with the exception of CIR-0) within the same cell.

By analyzing the largest complex modules, I �nd that internal nodes play a large role in control

of the dynamics, particularlyen, wg, PTC, and CIR. For example, the expression ofMCIR � 1

in non-adjacent cells activatesMnW G � 0 and MnHH � 0 in the other two cells. As in the single-

cell case, one can also �nd alternative control strategies. For example, eitherMP T C� 0;SLP � 1 or

MnHH � 1;SLP � 1 activatesMnW G � 1 in the two neighboring cells.

It's important to note that the unfolding of pathway modules indicates a temporal order of

events, such that (as in the examples above) one intracellular module may need to completely un-

fold to initiate another module in the same cell or an adjacent cell. Of course, during the natural

dynamics of the network, multiple modules will be initiated simultaneously based on initial con-

ditions and these `natural' activations may speed up convergence to a �nal state. However, the

unfolding of a pathway moduleM i guarantees that any downstream node statesx 2 Si will occur

(and gives an upper bound on the number of iterations it will take to do so via the module length),

as long as the seed nodes are pinned for a long enough period. As an example, pinning the 9 seeds

indicated in Fig. 3.6 (4 of which are the SLP inputs) is guaranteed to drive the network to the

wildtype attractor in no more than 16 iterations. Given that this is a steady state, 16 iterations is

also an upper bound on how long the seed nodes must be controlled, as the network will remain in

the wildtype con�guration once it reaches it.

As seen above, using the easily discoverable intracellular complex modules allows for a concise

description and qualitative understanding of what is happening in the parasegment network, even

though the network is too large for an exhaustive description. Because thedrosophilaparasegment

is divided into four identical and modular cells, one can understand the dynamics of the larger

network by understanding the complex modules within the individual cells and how those mod-

ules interact across cell boundaries. This gives a clearer picture of the multivariate dynamics in
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Figure 3.6: Dynamical unfolding of the wildtype attractor in the drosophila parasegment.
The minimal pinning perturbation that was found suf�cient to fully resolve the wildtype attractor
is shown. Cell boundaries are separated by a blue line; white indicates that a node is OFF in that
time step, black indicates that a node is ON, and grey indicates that the node state is unknown.
The color of the node label indicates an associated complex module. Select modules are also
highlighted in the dynamical unfolding process by colored borders. Arrows indicate the initiation
of a new module; arrows pointing to the side or upwards indicate that the respective s-unit is
initiating a module in a neighboring cell. For example,MSLP � 0 is present in cell 1 based on initial
conditions (blue arrow). The in�uence of WG-1 in cell 4 (blue arrow) initiatesMSLP � 0;nW G � 1 in
cell 1 (shown by blue borders). This module turns onhh and HH which initiatesMnHH � 1 in cell
2 (shown in green) and then turns off WG in cell 1 which, together with WG-0 in cell 3 (indicated
by red arrows), initiatesMnW G � 0 in cell 2; the synergy betweenMnHH � 1 andMnW G � 0 results in
MnHH;nW G � 0 in cell 2 (which subsumes both individual modules and is shown by red borders).
Refer to Fig. A.11 for a full description. 84



the network than one could get via simple attractor analysis, while at the same time (due to its

Boolean nature) being easier to analyze than a more detailed model (e.g., parameter estimation

of differential equations). Rather the macro-level dynamics of the system have been simpli�ed to

better understand how signals propagate between dynamically dependent modules and thus how

the network computes.

3.3.3 Dynamical Modularity of the DrosophilaSPN

I further use the complex modules found in thedrosophilaSPN to estimate dynamical modularity

of the single-cell and parasegment models by �nding an optimal cover of the DCM, as described in

section 3.2.3. For seed set sizes = 1, the optimal cover is de�ned by the set of complex modules

� 1; in general, however, �nding an optimal cover composed of modules with larger seed set sizes

is a NP-hard problem. Due to such computational constraints, one can instead restrict the problem

to �nding a cover composed of at mostq modules. ForI complex modules, there are therefore
� I

q

�
options to consider for the optimal cover. Dynamical modularity scores generally increase asq

is increased, as there are a greater number of module combinations to choose from. However, for

larger networks like the parasegment SPN, it is computationally prohibitive to estimate covers with

even moderately highq. In this case, I use a greedy algorithm to estimate the cover (see section

3.2.3 for details). At each step of the algorithm, the module with the highest independence score is

added to the cover until all s-units are included in the cover. In both models, I only consider core

complex modules (using the maximal seed heuristic) for inclusion in the cover.

For the single-cell SPN, the optimal cover ats = 1 is composed of 14 complex modules and

has mean dynamical modularityD(� �
1) = 0 :69. For s = 2, I calculate the optimal cover� �

2 for

q � 11; for s = 3, I calculate the optimal cover� �
3 for q � 8; for s � 4 there are no more core

complex modules and so the solution doesn't change. I �nd that the optimal covers have more than

the minimal number of modules necessary to cover the DCM fors > 1(see Fig. 3.7a-b). Fors = 2,

the DCM can be covered with 5 modules, but the optimal cover isj� �
2j = 10, D(� �

2) = 0 :73. For

s = 3, the minimal cover is only three modules, but the optimal cover isj� �
3j = 8, D(� �

3) = 0 :81
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(s� = 3 is also the characteristic seed number of the single-cell SPN). I also �nd that the DCM

cannot be covered by only pinning the s-units representing the input nodes (SLP, nWG, nHH), as

none of these modules include the s-units SMO-0 or CIR-1.

Comparingdrosophilato other small genetic regulatory networks (GRNs), the yeast cell-cycle

network [155] (j� �
3j = 7, D(� �

3) = 1 :0) and thethaliana cell-fate speci�cation network [396]

(j� �
3j = 11, D(� �

3) = 0 :98) have higher modularity scores and characteristic seed numberss� = 4

ands� = 2 respectively. Interestingly, in both these networks, I �nd covers composed of complex

modules that are (nearly) completely independent.

For the parasegment SPN, the optimal cover for seed set sizes = 1 is j� �
1j = 40, D(� �

1) = 0 :83.

Using the greedy optimization algorithm, I �nd similar or increased scores for highers values:

j� �
2j = 35, D(� �

2) = 0 :83, j� �
3j = 36, D(� �

3) = 0 :83, andj� �
4j = 32, D(� �

4) = 0 :87. Due to the

sub-optimality of the algorithm, the estimated score decreases somewhat at highers values, with

j� �
6j = 24, D(� �

6) = 0 :84. These results suggest that thedrosophilaparasegment SPN is more

modular than the single-cell SPN and the similarly-sized leukemia T-LGL network [21] (estimated

j� �
4j = 36, D(� �

4) = 0 :61, see Figure 3.7c-d).

It's also interesting to identify the modules that are included in the optimal cover. For the

single-cell SPN, ats = 2, this includesjS(nHH � 1;CIR � 1) j = 10 andjS(nHH � 0;ptc� 1) j = 6, as well

as single seed modules such asjSen� 1j = 9. Fors = 3, this includesjS(SLP � 1;nHH � 0;ptc� 1) j = 16

(shown in Fig. 3.5d),jS(nHH � 1;en� 1) j = 13, and additional single seed modules. In both cases,

larger complex modules that are mostly independent cover much of the DCM and then single seed

modules �ll in the missing node states. For the parasegment SPN, the majority of modules in

the estimated covers are also of seed set sizes = 1 with only a few larger complex modules;

additionally, observe from Fig. 3.7d that the estimated mean dynamical modularity is roughly

constant ass is increased for both the parasegment SPN and the T-LGL leukemia network. This

suggests that, even though the optimal cover is impossible to calculate at highers values, the mean

dynamical modularity ats = 1 is a useful lower bound that may estimate well the true value for

higher seed set sizes and may be used for comparison to other networks; at the same time, however,
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this may miss larger complex modules that include useful synergies.

Figure 3.7:Comparison of dynamical modularity across GRNs. (a) I display results for the
drosophilasingle-cell SPN, the yeast cell cycle network, andThaliana arabadopsis. The relative
cover sizej� sj=2N is shown for each network's optimal cover� � (based on maximizingD(� s),
shown as full lines) and minimally-sized cover� min (shown as dashed lines) per maximum seed
set sizes. Note that values ofj� sj=2N can be at most1 because there are2N s-units which to-
gether create a trivial cover (every s-unit acts as a module's seed); the intermediate linej� sj = N
is indicated by grey dashes. Note that the optimal cover has more than the minimal number of
modules fors > 1. (b) Same as panel a, but the dynamical modularity scored = D(� s) is
shown for each network's optimal cover� � (full lines) and minimally-sized cover� min (dashed
lines). (c) I display results for thedrosophilaparasegment SPN and the T-LGL leukemia net-
work. I estimate the optimal cover� �

s by greedy selection of the maximum module independence,
max(ind(M i ; � s � M i )) , as described in section 3.2.3. The relative cover sizej� �

sj=2N is shown
for each network. Grey dashes indicate the linej� sj = N . (d) Same as panel c, but the dynamical
modularity scored = D(� �

s) is shown for each network. Due to the suboptimal nature of the
greedy selection,d sometimes decreases for larger maximum seed set sizes.
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3.4 Discussion

In this chapter, I have formally de�ned the pathway modules �rst discovered in [19] and have

offered an algorithm to discover them via a modi�ed breadth-�rst search on a network's DCM. I

have also formally analyzed interactions between pathway modules and de�ned complex modules,

which are maximal pathway modules with synergy (dynamic dependence) between seed s-units.

This allows to de�ne the optimal cover of a DCM (a partition of s-units based on complex modules)

and the associated mean dynamical modularity.

This modularity methodology is advantageous in that it allows to greatly reduce the combina-

toric number of pathway modules in Boolean genetic regulatory networks for a given seed set size,

2s
� N

s

�
, to only consider those which are complex modules. It also allows a bottom-up approach to

de�ning modularity based on a single parameter, the maximum seed set sizes. I was thus able to

analyze all complex modules that occur in thedrosophilasingle-cell SPN, and sampled many that

occur in the parasegment. This analysis of dynamical modularity allows an in-depth understand-

ing of how dynamic signals propagate between cells in the parasegment, and how the dynamics

unfolds towards biologically-relevant attractors. It also allows the comparison of different GRNs

based on the size and dynamical modularity of the optimal cover of their DCM for a given seed set

size. This method can be applied to any automata network DCM, including those outside of the

biological domain.

Importantly, this analysis describes the emergent computation that takes place in the exam-

ple models as single seeds synergistically interact, causing their combined dynamical in�uence to

logically propagate downstream, resulting in either an attractor or a partial con�guration represent-

ing the (much reduced) possible network con�gurations remaining. These partial con�gurations

are useful for control problems, as the description of pathway modules elucidates exactly which

downstream nodes are guaranteed to be affected and which state they will be changed to. This

can be especially helpful for target control [241, 242], where a certain variable state is desired to

be reached (such as an apoptotic state in a cancer growth model) or avoided (such as a prolifera-
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tive state). Pathway modules, and complex modules in particular, can also be used to �nd seeds

that have a similar effect on downstream targets. Alternative control strategies such as these have

potential uses in biological networks, such as designing optimal therapeutic targets.

Pathway modules describe the network dynamics in a mechanistic, causal way. All s-units in

a pathway module set are guaranteed to be reached given perturbation of the seed set, as long as

there are no other interfering signals. This suggests that modules should be somewhat robust to the

updating scheme chosen, although future work is needed to explore module robustness in depth.

Pathway module sets furthermore provide a way to estimate which other variables are stabilized

(guaranteed to be in a certain state) based on a seed set, regardless of the state of the other variables

in the network, the so-called logical domain of in�uence of the seed set [242].

One drawback to this dynamical modularity methodology is that it is still NP-hard in general,

and analysis of moderately-sized networks (such as thedrosophilaparasegment or the T-LGL

leukemia network) becomes dif�cult. However, it is possible to sample dynamics of even very

large networks with low seed set size and greedy selection criteria to estimate optimal covers. I

leave additional analysis of ef�cient heuristics for estimating dynamical modularity for future work

as this is outside the scope of this dissertation.

Despite the computational dif�culty of the problem, this work is a step towards understand-

ing how network components interact based on the micro-dynamics of node state updates, and

how these dynamical building blocks give rise to the macro-dynamics of network behavior. The

methodology here can be extended beyond biological networks and may help to provide insight on

theoretical concepts as well, including robustness, redundancy, multifunctionality, and evolvability.
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CHAPTER 4

INFLUENCE MAXIMIZATION IN BOOLEAN NETWORKS

The method presented in Chapter 3 for �nding pathway modules allows for logical inference of

the causal dynamics of perturbing a seed set. However, it has a few drawbacks. For one, it cannot

tell how to ef�ciently control to an arbitrary trajectory or steady state with minimal perturbation,

as this requires a combinatorial search over possible candidates. A second drawback is that it only

considers direct in�uence when determining the downstream effects of a node. However, a node

also has indirect in�uence on a network state by increasing the likelihood of certain state transitions

downstream that it cannot control directly. The �rst issue can be approached with heuristics, while

the second can be approached with conditional estimates of the network con�guration.

Here I consider the generalization of the in�uence maximization problem (see Section 1.3.1)

to Boolean networks. In a Boolean dynamical system, one is not necessarily interested in maxi-

mizing the number of nodes that are activated during the dynamics; rather, the goal is identifying

sets ofdriver nodesthat are suf�cient to control the dynamical system towards some desired �nal

con�guration [397, 398, 235]. Note that some of the spreading models considered in the standard

formulation of the in�uence maximization problem (e.g., the linear threshold model [83]) can be

seen as a special formulation of the more general family of problems that are considered here. The

problem of identifying a driver set in Boolean networks is known to be polynomial for tree-like

structures, but NP-hard for general networks [235]. One way in which I simplify the problem is by

focusing on identifying the smallest driver set for a speci�c attractor [19, 250, 239]. This minimiza-

tion problem is analogous to the one generally considered in control theory for networks [237], but

with the non-trivial goal of accounting for the nonlinearity characterizing Boolean dynamics.

Boolean networks can be mapped to discrete-time linear dynamical systems [266]; however,

the exact optimization problem is computationally intractable due to the fact that the size of the

resulting system is2N , with N equal to the number of nodes in the original Boolean network.
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One way to obtain approximate solutions in reasonable time relies on utilizing only the structure

of the underlying Boolean network, by linearizing the nonlinear dynamical rules that regulate the

evolution of the system [236]. Whereas linear structure-based control methods may be effective

in some types of Boolean dynamics, they do not provide any guarantee of �nding the best set of

nodes to control a network [239].

An alternative approach to approximate suf�cient driver node sets is by using feedback vertex

set theory [246, 247, 245]. This method does not linearize dynamics and �nds a driver set that

can control the network to any attractor; however, it only provides the driver set that controls the

ensemble of all dynamical systems that �t the same network structure and has non-polynomial

complexity which hinders applicability to large networks (see Section 1.3.2). Other methods exist

to �nd optimal driver sets toward speci�c attractors for a given Boolean network. For example,

Zañudo and Albertsuccessively �nd partial �xed points of the network dynamics (called stable

motifs) that guide the dynamics toward an attractor of interest [250];Kim et al. use genetic algo-

rithms and a network's attractor landscape to �nd the minimal driver set (called the control kernel)

to guide the dynamics to a speci�ed attractor [399];Borriello and Danielssimilarly �nd control

kernels by pinning nodes to their speci�ed state in the desired attractor that distinguish that par-

ticular attractor from other attractors [355]. Unfortunately, all of these methods have exponential

complexity in the general case.

Toward a feasible method for identifying the nodes that control dynamics to a desired attractor,

I �rst deploy an individual-based mean-�eld approximation (IBMFA) for Boolean network dynam-

ics. As in the IBMFA used in the study of spreading processes on networks [7], this IBMFA also

consists in neglecting dynamical correlations among variables so that every node integrates the

average (over an in�nite number of independent realizations of the dynamical process) behavior

of its neighbors. Mean-�eld approaches to Boolean network dynamics exist, including the classic

approach byDerrida and Pomeau[109] and other recent attempts [223, 306, 56, 307]. However,

those attempts are developed for annealed networks; thus they are devised to deal with ensembles

of networks, where the network structure and/or the rules of the Boolean dynamics are stochastic.
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The resulting approximations allow to describe the behavior of the dynamical system averaged

over the given ensemble of networks. I differentiate from these previous attempts by developing

an approach that is valid for quenched networks. This approach takes as input a given network

structure and prescribed Boolean rules, and generates as output the average trajectory of the dy-

namical system started from stochastic initial con�gurations. I show that this IBMFA accurately

reproduces the average dynamical behavior of the system estimated from numerical simulations of

individual node states in both random Boolean networks (RBNs) and genetic regulatory networks

(GRNs).

Second, I introduce a statistical notion of control or in�uence for Boolean dynamics. Accord-

ingly, the in�uence of a set of nodes is quanti�ed in terms of the entropy associated to long-term

con�gurations reachable by the system when controlled by that speci�c set of nodes but otherwise

started from a maximally uncertain initial condition. I construct optimal sets of in�uential nodes

by means of greedy optimization [400]. The algorithm scales cubically with the network size, thus

allowing the analysis of systems that cannot be studied with brute-force approaches. The algorithm

is used to approximate the minimum-size driver set required to reach a known attractor by simply

constraining the search over con�gurations compatible with the attractor. Also, the algorithm is

used in unconstrained searches for optimal sets of nodes able to drive the system towards an attrac-

tor with a large basin. I validate this method on known attractors of theDrosophila melanogaster

single-cell and parasegment segment polarity networks [20]. Also, I recover known effects of anti-

cancer drugs on the estrogen receptor breast cancer network [98], and �nd minimal driver sets in

the Saccharomyces cerevisiaecell-cycle network [155] and the T cell large granular lymphocyte

leukemia network [21]. I then systematically apply this method to large collections of synthetic

and real networks. I �nd that the relative size of the optimal driver set in RBNs toward unspec-

i�ed attractors increases as the degree of the network increases, but is invariant with the system

size. GRNs within the Cell Collective repository [22] are also characterized by optimal driver sets

whose relative size is independent of the system size. The predictions for networks within the

Cell Collective repository [22] are in very good agreement with those obtained by the method of
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Borriello and Daniels[355].

This chapter is organized as follows: in section 4.1 I present a summary of this work, which

is based on the paperIn�uence maximization in Boolean networkspublished in Nature Commu-

nications, in collaboration with Luis Rocha and Filippo Radicchi [354]. In section 4.2, I provide

details on the methodology used in this chapter: an individual-based mean-�eld approximation

(IBMFA) developed to estimate the con�guration of a Boolean network at timet, simple calcu-

lations to measure entropy of such a con�guration, and a greedy optimization algorithm able to

predict driver sets of nodes (and node states) able to drive the dynamics towards null entropy (i.e.,

a certain con�guration). In section 4.3, I apply this methodology in order to test the accuracy of

the IBMFA, determine the dynamical in�uence of nodes in RBNs and GRNs, and �nd driver sets

in these networks able to reach an attractor. In section 4.4, I offer some conclusions and note some

limitations to the methodology.

4.1 Overview

The optimization problem of identifying minimal sets of nodes able to drive the dynamics of

Boolean networks toward desired long-term behaviors is central for some applications, as for

example the detection of key therapeutic targets to control pathways in biological signaling and

regulatory networks. Unfortunately, the complexity of the optimization problem is exponential,

making it exactly solvable for very small systems only. Some scalable approaches exist but they

rely on linear approximations; other approaches estimate nonlinear effects but they are generally

not scalable. Here, I develop an alternative method inspired by those used in the solution of the

well-studied problem of in�uence maximization for spreading processes in social networks. The

computational time of the proposed method scales cubically with the network size. This is achieved

thanks to some strong approximations, as for example neglecting dynamical correlations among

Boolean variables. However, the method has the desirable feature of fully accounting for the non-

linear nature of Boolean dynamics. I validate the method on small genetic regulatory networks

whose dynamical landscapes are known by means of brute-force analysis. I then systematically
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study a large collection of genetic regulatory networks. I �nd that control of a few nodes is gen-

erally suf�cient to dramatically reduce the number of possible long-term con�gurations reachable

by those systems. In particular, I �nd that for about65%of the analyzed networks, the minimal

driver sets contain less than20%of the nodes.

4.2 Methods

Here I consider both random Boolean networks (RBNs) and genetic regulatory networks (GRNs).

The RBNs are de�ned as in section 2.4.1, while the GRNs include theDrosophila melanogaster

segment polarity network (single-cell and full parasegment), the yeast cell-cycle network, the T-

LGL leukemia network, and the ER+ breast cancer network described in section 2.4.2, as well as

networks from the Cell Collective repository.

As described in section 1.2.3, each nodei in a Boolean networkB has an associated binary state

variable� i (t) = 0 ; 1 that is fully determined by the values of the state variables of the neighbors

of i at timet � 1. To reiterate,

� i (t) = Fi (~� N i (t � 1)) ; (4.1)

where~� N i (t � 1) = [ � j ( i )
1

(t � 1); : : : ; � j ( i )
k i

(t � 1)] is the vector representing the con�guration of

the network restricted to the neighborhoodN i = f j (i )
1 ; : : : ; j (i )

k i
g = f j 2 B jA ji = 1g of nodei

with degreeki . Given an initial condition~� (t = 0) = [ � 1(t = 0) ; � 2(t = 0) ; : : : ; � N (t = 0)] , the

dynamics of the system are determined by iterating the rules of Eq. 4.1.

All results reported here are obtained under the synchronous updating scheme where all vari-

ables are updated in a simultaneous manner, as in traditional RBN literature [50, 51, 96]. The above

formalization, however, applies also to other updating schemes, e.g., deterministic asynchronous,

stochastic asynchronous, and block deterministic updating schemes [353, 401, 402]; some results

pertaining to these other updating schemes are mentioned in Appendix B. Note that although �xed

points of the network are insensitive to the speci�c updating scheme considered, the size of their
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basin of attraction is affected by it.

4.2.1 Individual-Based Mean-Field Approximation

Given a network and a set of Boolean functions describing the dynamics of the individual nodes,

a brute-force analysis of the system would require considering all possible con�gurations and the

effect of the functionsFi (�)s on those con�gurations. This would allow to build a deterministic

transition matrix between the2N possible con�gurations, thus providing a way to describe all

possible trajectories of the system in terms of a state-transition graph.

Clearly, such a brute-force approach does not scale properly with the system size, and thus it is

not very useful for systematic analyses. I propose here a way to approximate system dynamics by

assuming that expectation values of the various dynamical variables are uncoupled. Speci�cally, I

consider the probabilitysi (t) = P(� i (t) = 1) and use Eq. 4.1 to write

si (t) =
X

f n j :j 2N i g

� 1;F i (~nN i )

Y

j 2N i

[sj (t � 1)]n j [1 � sj (t � 1)]1� n j : (4.2)

Essentially, the probabilitysi (t) = P(� i (t) = 1) that nodei is found in the state� i (t) =

1 at time t is given by a sum over all possible2k i input con�gurations for the functionFi (�).

Con�gurations are enumerated usingki binary variablesnj . Among those con�gurations, non-null

contributions to the sum arise only whenFi (~nN i ) = 1 . This fact is encoded by the term� 1;F i (~nN i ) ,

which makes use of the Kronecker function de�ned as� x;y = 1 if x = y and� x;y = 0 otherwise.

Note that each con�guration in the sum has a weight equal to a product of marginal probabilities;

thus, it is based on the approximation that the states of all nodes involved in the input con�guration

of the functionFi (�) are independent of each other. For example, if nodei has only three neighbors

j , k, andi itself, the hypothetical con�guration(ni = 1; nj = 0; nk = 1) such thatFi (1; 0; 1) = 1

would correspond to a contribution equal tosi (t � 1) [1� sj (t � 1)]sk(t � 1) in the sum. Under the

individual-based mean-�eld approximation (IBMFA), the probability of observing a con�guration
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~� (t) given the values of the probabilities~s(t) is

P (~� (t)j~s(t)) =
NY

i =1

[si (t)]� i (t ) [1 � si (t)]1� � i (t ) : (4.3)

Note that ifsi (t) = � i (t) = 0 ; 1 for all nodesi in the network, then that is the only con�guration

with non-null probability in Eq. 4.3, and Eq. 4.2 reduces to Eq. 4.1.

4.2.2 Error Metric for the Individual-Based Mean-Field Approximation

Error of the IBMFA is determined by comparing the approximation toR simulations of network

dynamics, each started from a random initial con�guration obeying the probability distribution of

Eq. 4.3. Speci�cally, I �rst estimate the average value

� i (t) =
1
R

RX

r =1

� (r )
i (t) ; (4.4)

where� (r )
i (t) indicates the state of nodei at timet in ther -th simulation. I then evaluate the mean

squared error of the prediction as

e(t) =
1
N

NX

i =1

[si (t) � � i (t)]2 ; (4.5)

with si (t) the solution of Eq. 4.2. The baseline value for the mean squared error of the IBMFA

prediction is given by

b(t) =
1

R N

NX

i =1

RX

r =1

"

� (r )
i (t) �

R � i (t) � � (r )
i (t)

R � 1

#2

: (4.6)

Eq. 4.6 quanti�es the variance of the sampled trajectories that are used to estimate the ground-truth

average trajectory with Eq. 4.4.
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4.2.3 Entropy of Network Con�gurations

The uncertainty of a Boolean network is then measured as the normalized entropy of the probability

distribution associated to its possible con�gurations, namely

H (~s) =
1
N

NX

i =1

h2(si ) (4.7)

with h2(s) the binary entropy function,h2(s) = � s log2(s) � (1� s) log2(1� s). Note that Eq. 4.7

approximates the true entropy of the system as it assumes independence among the dynamical vari-

ables of the individual nodes. The entropy is bounded such thatH (~s) 2 [0; 1]. Maximum entropy

is reached forsi = 0:5 for all i , while null entropy is measured for deterministic con�gurations,

si = 0; 1 for all i .

4.2.4 Seed Set Perturbation

The set of seed nodesX = f (x1; �̂ x1 ); (x2; �̂ x2 ); : : : ; (x jX j ; �̂ x jX j
)g is the set of pinned nodes and

their known, invariant states, i.e.,� i (t) = si (t) = �̂ i = 0; 1 for all (i; �̂ i ) 2 X and for allt � 0.

Note that there is a tacit assumption that nodei may contribute at max one element to the setX , as

either(i; �̂ i = 0) or (i; �̂ i = 1) .

The state of all nodes not belonging to the setX is uncertain, i.e.,0 � si (t) � 1 for all i =2 X .

Here I consider only the case of maximal uncertainty for the initial state of the non-pinned nodes,

i.e., si (0) = 0 :5 for all i =2 X . The probability of starting from the con�guration~� (0) given~s(0)

still obeys Eq. 4.3, with the additional constraint thatsi (0) = �̂ i for i 2 X .

4.2.5 In�uence Maximization

I propose a greedy algorithm for the quasi-optimal selection of the smallest set of nodes that should

be pinned in order to control the dynamics of a Boolean network toward zero entropy. As in

standard greedy optimization techniques, this strategy consists in pinning one node at each stage

of the algorithm such that the selected seed is the best choice that can be made at that particular
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stage of the optimization algorithm.

Let Xv = f (b1; �̂ b1 ); (b2; �̂ b2 ); : : : ; (bv; �̂ bv )g be the set of pinned nodes at thev-th stage of the

algorithm. The algorithm is initialized at stagev = 0 with X0 = ; . Then, setv = 1 and follow the

procedure:

1. Select the best seed(bv; �̂ bv ) of stagev of the algorithm according to

(bv; �̂ bv ) = arg min
(i; �̂ i ) =2X v � 1

H (~s(T)jX v� 1 [ (i; �̂ i )) : (4.8)

2. Add(bv; �̂ bv ) to the set of pinned nodesXv� 1, i.e.,Xv = Xv� 1 [ (bv; �̂ bv ).

3. Increasev ! v + 1, and go back to point 1.

The above algorithm is iterated until there is a certainv� such thatH (~s(T)jX v� ) = 0 . In this case,

the set of pinned nodesXv� is able to fully control the dynamics of the network toward a particular

attractor. The setXv� is the optimal driver set according to such a recipe. Note that the criterion

of Eq. 4.8 prescribes the selection of the best seed as the one that, if added to the existing seed

set, leads to the minimum resulting conditional entropy of the network. Conditional entropy is

measured afterT iterations of the dynamics. In particular, I approximate it via the solution of the

IBMFA equations (Eq. 4.2) by imposingsi (t = 0) = 0 :5 for all non-pinned nodes.

The resulting driver set is post-processed to reduce its size. One node at a time is removed from

the set as long as the resulting entropy is still equal to zero, i.e., the element(i; �̂ i ) 2 X can be

removed from the set of driversX only if H (~s(T)jX n (i; �̂ i )) = 0 . This post-processing technique

serves to improve sub-optimal choices potentially made by the greedy optimization algorithm.

In order to select nodes to reach the attractor� = f (1; ~� 1); (2; ~� 2); : : : ; (N; ~� N )g, the same

greedy selection procedure as above is used except that the set of candidate elements are only

those compatible with� , i.e., Eq. 4.8 is replaced by

(bv; �̂ bv ) = arg min
(i; �̂ i ) =2X v � 1 ;( i; �̂ i )2 �

H (~s(T)jX v� 1 [ (i; �̂ i )) : (4.9)
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A post-processing technique to reduce the size of the driver set is used in a similar manner as

described for the unconstrained greedy optimization algorithm.

The computational time of the algorithm scales cubically with the system size, i.e.,O(N 3) (see

Fig. B.18). This fact is understood as follows: at stagev of the algorithm, one needs to evaluate the

entropyH (~s(T)jX v� 1 [ (i; �̂ i )) appearing on the right-hand side of Eq. 4.8 for each of theN � v

nodesi in the network that are not yet part of the seed setXv. EvaluatingH (~s(T)jX v� 1 [ (i; �̂ i ))

requires a time that grows asN as one needs to iterate theN IBMFA equations (Eq. 4.2). To �nd

a driver set, the algorithm is iteratedv� times, wherev� grows asN given that the size of a driver

set is generally proportional to the system size.

All code developed for this chapter, and the paper it is based on, is publicly available at

https://doi.org/10.5281/zenodo.6581810 [403].

4.3 Results

4.3.1 Accuracy of the Individual-Based Mean-Field Approximation

I consider arbitrary Boolean networks under synchronous update, as discussed in Section 4.2. A

full description of the system's dynamics can be given in terms of its associated state transition

graph (STG), where each node corresponds to one of the2N possible con�gurations and a single

directed edge indicates the transition from one con�guration to another. Understanding dynamical

trajectories of a Boolean network from its STG is straightforward; however, the fact that the size

of the STG grows exponentially with the system size limits its practical relevance to very small

systems only.

To overcome this limitation, I deploy an individual-based mean-�eld approximation (IBMFA)

to describe the average behavior of nodes in a Boolean network (see Section 4.2.1 for details).

In the IBMFA, the dynamical state of nodei is represented by the real-valued variablesi (t) =

P(� i (t) = 1) (i.e., the node's activation probability). In this model of the dynamics, each node

is in�uenced only by the average behavior of its neighbors, i.e., dynamical correlations among

variables are neglected (see Eq. 4.2). The IBMFA requires to sum over all the entries of the look-
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up tables. Thus, unlike STG-based methods but similar to causal inference methods such as those

presented in Chapter 3, the approximation grows linearly withN and exponentially with the degree

of the nodes. As a result, the IBMFA is feasible to compute in large networks as long as the degree

of the nodes is not too large, making it applicable to many real-world sparse networks.

The average trajectory quanti�ed by the IBMFA is taken over realizations of the dynamical

system and is conditioned by the distribution of the initial con�gurationP(~� (t = 0) j~s(t = 0)) (see

Eq. 4.3). As a result, if the initial condition is certain, i.e.,si (0) = 0 ; 1 for all i , then the IBMFA

reproduces the ground-truth trajectory on the STG started from the given initial con�guration.

Also, no average is taken on either the network structure or the Boolean look-up tables; this is the

main point of differentiation between this IBMFA and existing mean-�eld approaches for Boolean

networks [109, 307, 223, 56, 306]. In order to test the accuracy of the approximation, I compare

IBMFA predictions with results from numerical simulations. Some results of these tests are shown

in Fig. 4.1.

First, I test the accuracy of the IBMFA in random Boolean networks (RBNs), see Fig. 4.1a.

RBNs are generated withN = 100 nodes; each node has degree equal tok. The output of each of

the2k rows of the look-up tableFi of nodei is set equal to either0 or 1 with identical probability.

The results of Fig. 4.1a correspond to averages taken over100independent RBNs for eachk value.

Initial con�gurations of the dynamics are randomly generated according to the probability of Eq.

4.3, wheresi (t = 0) = 0 :5 for all nodesi . I sampleR = 100 random initial con�gurations per

network instance. I then measure the mean squared error of the IBMFA prediction with respect to

the ground-truth average trajectory estimated from numerical simulations, see Eq. 4.5.

For k > 1, the error begins to plateau to a non-null value att ' 10; furthermore, the error

decreases by increasing the degree fromk = 2 to k = 3. For k = 1, the error quickly goes to

zero due to the peculiar ring structure of the graph. Because the goal is to determine in�uence

to long-term con�gurations independent of the starting conditions, it is important that the IBMFA

accurately reproduces the behavior of the system averaged over all possible con�gurations. Empir-

ically, an observer may only measure one instance of a network's dynamics which may not be very
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Figure 4.1: Accuracy of the individual-based mean-�eld approximation. (a) I evaluate the
mean squared errore(t), as de�ned in Eq. 4.5, of the prediction made under the individual-based
mean-�eld approximation (IBMFA) with respect to the ground-truth con�guration of the system
at staget of the dynamics. The systems under observation are random Boolean networks (RBNs)
with N = 100 nodes and �xed degreek. Initial con�gurations are sampled from Eq. 4.3, where
the probability of nodei to be active equalssi (t = 0) = 0 :5 for all i = 1; : : : ; N . I consider100
RBNs for each value ofk. For each of them, ground-truth trajectories used in the computation
of the IBMFA error are estimated by relying onR = 100 independent simulations. The average
error over the100RBNs is then displayed using full curves of different colors depending on the
degreek of the underlying RBN. IBMFA errors are compared to their corresponding baseline
valuesb(t), i.e., the variance of the sampled trajectories used to estimate the average trajectory of
the network (see Eq. 4.6), that are shown as dashed curves in the plot. (b) Same as in panel a, but
for selected biological signaling networks: theDrosophila melanogastersegment polarity network
(drosophila), the T cell large granular lymphocyte leukemia network (leukemia), and the estrogen
receptor breast cancer network (breast cancer). Initial con�gurations are sampled from Eq. 4.3,
where the probability of nodei to be active equals tosi (t = 0) = 0 :5 for all i = 1; : : : ; N .

indicative of the average dynamical behavior. The comparison with the variance of the sample of

con�gurations used to estimate the ground-truth average trajectory (Eq. 4.6) shows that the IBMFA

is more informative than observing the outcome of a single instance of the network dynamics if

the goal is to predict the average behavior of the system.

Second, I test the IBMFA on genetic regulatory networks (GRNs) and other biological signal-

ing networks including the single-cellDrosophila melanogastersegment polarity network (SPN),

see Fig. 4.1b. The network is composed ofN = 17 nodes only, and thus still approachable by

means of brute-force STG analysis. Initial con�gurations of the dynamics are randomly generated

according to the probability of Eq. 4.3, wheresi (t = 0) = 0 :5 for all nodesi . Results are ob-
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tained overR = 100 independent initial con�gurations of the dynamics. Again, the error reaches

a non-zero plateau value fort ' 10. The plateau value of the baseline error is much larger than the

one observed for the IBMFA. Similar �ndings are also obtained for networks representing T cell

large granular lymphocyte (T-LGL) leukemia (N = 60) and estrogen receptor (ER+) breast cancer

(N = 80).

Finally, I repeat the analysis for different updating schemes, including deterministic asyn-

chronous, stochastic asynchronous, and block deterministic updating schemes [353, 401, 402] (see

Appendix B). I �nd that the evolution of the mean squared error associated with the IBMFA is in-

�uenced by the speci�c updating scheme considered (see Fig. B.1). For thedrosophilasingle-cell

SPN, the long-term value of the IBMFA error is almost insensitive to the updating scheme used;

however, for the yeast cell-cycle network, there are more apparent differences between IBMFA

errors depending on the updating scheme at hand.

4.3.2 Dynamical In�uence of Nodes

Next I study how some externally controlled nodes affect the dynamical behavior of a Boolean

network. Based on the analogy with problems considered in the context of spreading processes

on social networks [159, 84], and to be consistent with Chapter 3, I use the termseedfor a node

that is externally controlled, and the termin�uence to indicate the effect of one or more seeds on

the dynamics of the network. When the former have maximum in�uence, they are also known as

driver nodes in the context of controllability.

Let X denote a generic set of seed nodes (see Sec. 4.2.4). Strictly speaking,X is a set of

tuples of the type(i; �̂ i ), each specifying the label of the nodes belonging to the set as well as

their imposed state value (thus,X has a direct correspondence to the concept of seed set seen in

Chapter 3). As shorthand, I say that nodei belongs toX , i 2 X , if the label of nodei appears in

one of the tuples of the set. Note that nodei may appear at maximum in one tuple ofX , as either

(i; �̂ i = 0) or (i; �̂ i = 1) . Nodes in the setX can in�uence the dynamics of other nodes that do not

belong toX ; here I assume, however, that seeds do not change their state during the dynamics of
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the system, i.e.,� i (t) = �̂ i for all i 2 X and for allt � 0. This is known in the literature as pinning

control [246, 245], and is identical to the pinning control seen in Chapter 3. This assumption is

also identical to the one underlying the study of in�uence in irreversible spreading processes on

social networks [84]; a similar notion has also been applied to observability problems in networks

with stochastic rules [404]. Here, the invariance of the dynamical state of the nodes inX serves to

model systems whose typical time scale is much shorter than the one used to perturb the state of

the seed nodes. This is a good assumption for some applications, as for example the study of the

effect of drugs in GRN dynamics.

I assess the in�uence of the set of seedsX in a Boolean network in terms of the residual

uncertainty about the states of other nodes that do not belong toX . Speci�cally, I assume that the

initial con�guration is randomly sampled from the distribution of Eq. 4.3. In doing so, the state of

the nodes inX is set deterministically,si (t = 0) = �̂ i for all i 2 X . By contrast, all other nodes

have maximal uncertainty,si (t = 0) = 0 :5 for i =2 X . I measure the residual uncertainty of the

system at timet as the entropy of the probability distribution of the con�gurations reachable by the

system at timet (see Eq. 4.7), conditioned to the known state of the nodes inX . The dynamical

in�uence of the setX is inversely proportional to the long-term residual uncertainty of the system.

I use the IBMFA to speed up computation of the entropy; the approximation provides a state

probability valuesi (t) for each nodei in the network which can readily be plugged into Eq. 4.7.

The use of the IBMFA is justi�ed by a good level of agreement, both at the level of individual nodes

and con�gurations, with ground-truth entropy estimates from numerical simulations (see Fig. B.2

and B.3 for details). I monitor the entropy of various Boolean networks conditioned by different

seed setsX , and �nd that different sets of nodes can have very different dynamical in�uence on

the network. The effect strongly depends not just on what nodes are in the set but also on the state

imposed on these nodes.

In Fig. 4.2a for example, I show how the entropy of theDrosophila melanogasterSPN evolves

in time, considering different choices for the setX . Clearly, maximal initial uncertainty is present

for X = ; . Such uncertainty typically decreases as the system dynamics evolve. Note that some
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Figure 4.2: Dynamical in�uence in Boolean networks. (a) The residual entropy of the
Drosophila melanogastersegment polarity network is seen as a function of time. Entropy is
measured in bits and is normalized by the size of the network. Different curves correspond
to different choices for the set of seed nodesX . Speci�cally, I show results forX = ; ,
X = f (en; �̂ en = 1) g, X = f (CIR; �̂ CIR = 1) g, and X = f (CIR; �̂ CIR = 0) g. (b)
Same as in panel a, but for the estrogen receptor breast cancer network. The baseline is
given by a seed set where12 nodes of the network are set to biologically relevant states and
the drug Alpelisib is activated, i.e.,X = f (SGK1 T; �̂ SGK1 T = 0) ; (IGF1R T; �̂ IGF1R T =
1); (PIM; �̂ PIM = 0) ; (ER; �̂ ER = 1) ; (PBX1; �̂ PBX1 = 1) ; (HER2; �̂ HER2 = 0) ; (HER3 T; �̂ HER3 T =
0); (PTEN; �̂ PTEN = 0) ; (BIM T; �̂ BIM T = 0) ; (BCL2 T; �̂ BCL2 T = 0) ; (PDK1; �̂ PDK1 =
0); (mTORC2; �̂ mTORC2 = 0) ; (Alpelisib; �̂ Alpelisib = 1) g [98]. The various curves are obtained
by activating a speci�c anti-cancer drug (other thanAlpelisib) and adding it to the baseline.

nodes have more in�uence than others in reducing the residual entropy of the system. For example

the setX = f (en; �̂ en = 1) g has more dynamical in�uence on the network than the setX =

f (CIR; �̂ CIR = 1) g. Also, it is important to stress that dynamical in�uence is due not just to the

identity of the nodes, but also to their imposed state. For example,X = f (CIR; �̂ CIR = 1) g has

dynamical in�uence much larger thanX = f (CIR; �̂ CIR = 0) g. Note that in all cases, entropy

values plateau aftert ' 10 stages of the dynamics. I �nd that entropy values similarly plateau

aftert ' 10 in other biological networks and, importantly, that there is little or no change in rank

order of seed sets after this value. I therefore treat this value as representative of the long-term

behavior of the system and use this value in all further analysis of biological networks unless

stated otherwise.

The above considerations are con�rmed if network dynamics evolve according to different
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updating schemes (see Fig. B.4 and B.5). System entropy follows a trajectory that depends on the

speci�c updating scheme considered; however, its long-term value is almost the same irrespective

of the updating scheme at hand for thedrosophilasingle-cell SPN. Some differences appear for

the yeast cell-cycle network.

I further study systematically the in�uence of all possible2jX j
� N

jX j

�
seed sets of sizejX j � 3 for

thedrosophilasingle-cell SPN and the T-LGL leukemia network (see Fig. B.6 and B.7). For the

drosophilaSPN, there are three sets of sizejX j = 3 that are able to reduce the long-term residual

entropy to zero, while none of the sets of sizejX j < 3 results in a null residual entropy. These

results are consistent with the known control portrait of this network [239]. As a comparison, for

the larger T-LGL leukemia network, no single seed set of sizejX j � 3 leads to residual entropy

equal to zero.

For the ER+ breast cancer network, I focus the analysis on the dynamical in�uence of the

input nodes representing anti-cancer drugs (Fig. 4.2b); this is consistent with the original goals

of the model to study multi-drug therapy on PIK3CA-mutant breast cancer cells [98]. Previous

literature has shown that some drugs affect cell apoptosis or proliferation more than others in this

model [98, 300]. With this approach, I am able to reproduce those results. Speci�cally, I consider

only biologically relevant con�gurations of the ER+ breast cancer cell baseline where12 nodes

representing biochemical components involved in signaling pathways are set to a particular state

and the drugAlpelisib (a PI3K inhibitor) is active [98]. I then study the effect that the activation

of an additional drug has on the long-term behavior of the dynamical system in order to determine

which drugs best synergize withAlpelisib. Consistent with previous �ndings [300], I �nd that only

two drugs have a signi�cant impact on system dynamics in this context: namely,Palbocicliband

Fulvestrant. With this method, the impact of the two drugs appears as a reduction in the value of

the long-term entropy of the network; all other drugs do not reduce entropy beyond the baseline,

as shown in Fig 4.2b. Thus, only these two drugs have a synergistic effect withAlpelisibon cell

apoptosis and proliferation, given the baseline cell con�guration.
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Figure 4.3: Driving Boolean networks to the desired attractor. (a) Graph of theDrosophila
melanogastersegment polarity network. In the visualization, a directed connection from nodei to
nodej indicates that the state of nodei is one argument of the Boolean functionFj that regulates
the dynamical evolution of nodej . One of the attractors of the network is shown: active nodes
are depicted in black; inactive nodes are depicted in white. The attractor may be reached by
controlling the state of the three nodes highlighted in orange. The seed set,X = f (SLP; �̂ SLP =
0); (nWG; �̂ nWG = 1) ; (nHH; �̂ nHH = 1) g, is identi�ed using the greedy optimization algorithm.
(b) The10 attractors of the network, and their corresponding minimal driver sets as identi�ed by
the greedy optimization algorithm (highlighted in orange). Attractor4 is the same as in panel
a. These predictions recover exactly the minimal driver sets for7 of the 10 �xed points, while
overestimating the size of the driver sets required to reach attractors 5, 9 and 10 by one node only
(the PTC node). (c) Residual entropy as a function of the size of the seed set for three selected
seed sets found by the greedy optimization algorithm leading to speci�c attractors. The labels of
the attractors are the same as in panel b. The unconstrained greedy selection process �nds attractor
4. All entropy values are estimated overR = 100 simulations of the dynamical process. As a
term of comparison, the curve corresponding to seed sets composed of randomly selected nodes'
indices/states is also shown. The curve displays the value of the entropy averaged overR = 100
simulations of100random seed sets.
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4.3.3 In�uence Maximization

The results of the above sections demonstrate that the IBMFA is effective in approximating the

entropy of Boolean networks. Also, the entropy of the system conditioned by a seed setX is a

meaningful quantity to assess the in�uence of the setX on the long-term dynamical behavior of

the network. These results are thus leveraged to develop an ef�cient algorithm (see Section 4.2.5)

for the identi�cation of optimal sets of in�uential nodes in Boolean networks.

The algorithm constructs quasi-optimal sets of seeds with a greedy strategy (see Eq. 4.8). At

each stage of the algorithm, the node whose control leads to the largest drop in the entropy function

is added to the set. The algorithm has a known performance bound [400], and typically provides

the best solution to several discrete optimization problems, as for example in�uence maximization

in social networks [84, 229].

A driver set is identi�ed when the entropy reaches a null value, re�ecting the fact that the long-

term con�guration of the system is fully determined by imposing the speci�ed state of the nodes

in the driver set (i.e., pinning the seed nodes). It's important to note that the set obtained at the end

of the algorithm is not necessarily the optimal one. I therefore re�ne the identi�ed driver set with

a post-processing technique consisting in removing from the set all nodes whose absence does not

lead to an increase of the entropy of the system. Similar post-processing techniques are used to

re�ne solutions to other discrete optimization problems [405, 406].

Greedy selection can be used to �nd the minimal driver set to reach a given attractor or, if

no constraints are speci�ed, the minimal set to reach an unspeci�ed attractor in the network (see

Sec. 4.2.5). This attractor is in a sense the easiest one to �nd via greedy selection and likely

corresponds to an attractor with a large basin.

I apply the algorithm to thedrosophilasingle-cell SPN (see Fig. 4.3). The network is known

to have10 different attractors. By constraining greedy selection to target each of these attractors,

I am able to �nd their corresponding optimal driver sets (Fig. 4.3b). Note that post-processing

the driver sets is required to signi�cantly reduce their size without compromising the quality of

the solution obtained (Fig. 4.3c). The minimal driver sets identi�ed by the algorithm approximate
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well the ground-truth driver sets of the network obtainable by a brute-force exploration of the

STG. Speci�cally, the predictions recover exactly the minimal driver sets for7 of the 10 �xed

points, while overestimating the size of the driver sets required to reach attractors 5, 9 and 10

by one node only (the PTC node). However, overestimating the size of the ground-truth driver

set by a small margin is reasonable given the level of approximation used by the approach (i.e.,

the IBMFA neglects dynamical correlations and the greedy optimization strategy is sub-optimal).

Note that by de�nition the constrained versions of the algorithm display higher levels of uncertainty

compared to the unconstrained version at timet = 1; however, due to the sub-optimality of the

greedy algorithm, a smaller constrained driver set is found (attractor 1) than the one chosen by

the unconstrained algorithm (attractor 4) prior to post-processing. Appropriately selecting seeds

dramatically reduces the uncertainty of the system. The control by the best seed leads to a60%

reduction of the system entropy. By contrast, selecting random seeds has a mild effect on the

long-term behavior of the dynamics, and entropy does not vanish even if10nodes are controlled.

Similar �ndings are valid for other Boolean network models of biochemical regulation and

signaling (see Fig. B.8). For the yeast cell-cycle network, I identify all optimal sets of seeds that

control the system toward its11 attractors [155], and �nd that the size of the optimal seed sets

is at least4, consistent with what is known about the system [239]. When compared with the

ground truth (see Fig. B.9 and Table B.1), the method correctly retrieves the minimal driver sets

for 4 out the11 attractors of the yeast cell-cycle network, overestimates the driver sets by one

or two nodes for5 �xed points, and it underestimates the driver set by one node for2 attractors.

Of course, underestimating the size of the driver sets is not a desirable outcome. However, these

underestimations are still good approximations of the ground truth, in the sense that the solutions

found by the approach lead to the right attractors in 93% and 97% of the initial con�gurations,

respectively. In other words, the additional node that is indeed required to always reach the desired

�xed points is used only in respectively 7% and 3% of the total possible initial con�gurations.

I also �nd that 6 biologically meaningful attractors of thedrosophilaparasegment SPN [20]

can be reached by controlling no more than11nodes of the network, corresponding to18%of the

108



system size. For example, the wildtype attractor can be reached by pinning only 10 nodes, which

is a lower estimate than found by previous methods [19, 245], and is only one node more than the

minimal set found through causal analysis in Chapter 3. In particular, the entropy of the system

displays an eight-fold reduction after the top4 seeds are selected by the greedy algorithm for each

of the6 attractors. Additionally, the T-LGL leukemia network [21] also quickly reduces in entropy

after the selection of the top3 nodes via the greedy algorithm, and the network can be controlled

with only 9 nodes (15%of the network size).

Next, I systematically apply the greedy optimization algorithm to RBNs. Results are shown in

Fig. 4.4a. Here, no constraints are imposed in the search for the top in�uential nodes. I �nd that

the size of the optimal driver set relative to the system size is a constant that depends on the degree

of the graph only. Note that unbiased RBNs with homogenous degreek � 2 are in the chaotic

regime and thus among the most dif�cult types of Boolean networks to control. In this respect, the

results of Fig. 4.4a provide an upper bound of the size of the minimal driver set required to control

networks with the given size and average degree. Introducing a bias in the output of the Boolean

functions makes the network more controllable than an unbiased RBN, thus leading to a reduction

in the size of the minimal driver set (see Fig. B.10). This is due to the fact that biased networks are

easy to control toward their biased attractors. However, controlling them towards other attractors

may be more dif�cult.

I also systematically apply the unconstrained optimization algorithm to the74networks of the

Cell Collective repository [22] (see Section 2.4.2). I measure node in�uence aftert = 10 iterations

of the IBMFA on some networks and veri�ed that the value well represents the entropy values of

the long-term dynamics of the system (see Fig. B.11). The results of Fig. 4.4b indicate that there

is no apparent correlation (Pearson's R=-0.22, p=0.06) between the relative size of the optimal

driver set and the size of the network. I also veri�ed that the relative size of the driver set does

not correlate well with other topological and dynamical features of the networks, such as average

degree, average bias, and mean effective connectivity (see Fig. B.12 and B.13). Based on analysis

of the entire Cell Collective corpus, I compute the probability of a node to belong to the minimal
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driver set conditioned on its in-/out-degree (see Fig. B.14). As expected, nodes with no inputs (i.e.,

in-degree equal to zero) are always part of the set of drivers as these nodes cannot be controlled if

not via external input. For non-null in-degree values, nodes with suf�ciently large in-/out-degree

are signi�cantly more likely to be in the minimal driver set than nodes with small in-/ out-degree

centrality. This fact indicates that topologically central nodes are likely to be part of the minimal

driver set.

Overall, I �nd that optimal sets of driver nodes contain less than30%of the nodes for more

than80%of the networks in the repository (Fig. 4.4c). I then compare these predictions with those

by Borriello and Danielsof the average size of the minimal driver sets to �xed point attractors

of a network [355]. Due to the high computational complexity of having prior knowledge of the

�xed points of a network, comparisons are possible only on networks of relatively small size. As

the results of Fig. 4.4d show, there is excellent agreement between the average size of driver sets

predicted by this method and the predictions byBorriello and Daniels. As additional validation, I

verify that the minimum-size driver set obtained with this method via unconstrained optimization

is consistently smaller than the average value of the minimal driver sets.

Finally, I apply the unconstrained optimization algorithm in search of the minimal driver set

under the assumption that the system's dynamics is regulated by updating schemes other than syn-

chronous deterministic update (see Fig. B.15). For thedrosophilasingle-cell SPN, outcomes of the

analysis are almost identical to those valid for synchronous update. However, results obtained for

the yeast cell-cycle network indicate that the long-term behavior of the network is quite sensitive to

the speci�c updating scheme at hand. This latter observation is in line with previous �ndings that

the size of the basin of attraction of the �xed points varies signi�cantly depending on the updating

scheme [353]. I also apply constrained optimization toward given �xed points under the various

updating schemes (see Figs. B.16 and B.17), and �nd that the same nodes that drive the network to

speci�c attractors under synchronous update are able to do so under asynchronous update as well.
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Figure 4.4:In�uence maximization in synthetic and real Boolean networks. (a) I identify the
optimal sets of driver nodes by implementing the unconstrained optimization algorithm on random
Boolean networks (RBNs) with variable network sizeN and �xed degreek. The relative size of
the optimal driver set is plotted as a function of the network size. Different curves correspond to
differentk values. Results refer to average values over10 RBNs. (b) Relative size of the optimal
driver sets identi�ed by the unconstrained optimization algorithm in the74 networks that are part
of the Cell Collective repository. The relative size of the identi�ed driver set is plotted against the
network size of the corresponding network. (c) Cumulative distribution function of the relative size
of the optimal driver sets of the Cell Collective networks shown in panel b. (d) I compare these
predictions with those obtained byBorriello and Daniels[355]. I consider networks from the
Cell Collective repository that were analyzed in [355] and have �xed point attractors, and plot the
average size of the optimal driver sets predicted by the greedy (constrained) optimization algorithm
vs. the average size of the control kernels (blue circles). A control kernel is an approximation of the
minimal driver set towards a desired attractor [355]. Each point in the plot is a network. Average
values are computed over all the possible �xed points of a network. The dashed grey line indicates
an exact match between the two predictions. For the same set of networks, I also show the size of
the minimal optimal driver set (computed using the unconstrained optimization algorithm) vs. the
average size of the control kernels (orange squares).
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4.4 Discussion

In this chapter, I generalize approaches typically considered in the study of spreading processes

to Boolean dynamics. First, I develop an individual-based mean-�eld approximation (IBMFA) for

Boolean network dynamics. The approximation neglects dynamical correlation between Boolean

variables, but fully accounts for the topology and the dynamical rules of the network at hand. On

sparse networks, the approximation allows to compute average trajectories in a time that grows

linearly with the system size.

Second, I leverage the IBMFA to measure dynamical in�uence of nodes in Boolean networks.

I measure in�uence of a set of seed nodes in terms of the entropy associated with long-term con-

�gurations that result from perturbing that set of seed nodes. Perturbations consist in pinning the

Boolean state of the seed nodes to a given value during the dynamics of the system. By contrast,

all other nodes have an initial state that is maximally uncertain. High entropy values indicate that

many con�gurations are possible; low entropy values indicate that only a few con�gurations are

reachable; null entropy indicates that the seed set drives the dynamics toward one con�guration

only. I validate the use of this metric of in�uence on thedrosophilasingle-cell segment polarity

network (SPN), and use it to reproduce known anti-cancer effects of various drugs in combination

with Alpelisibon the estrogen receptor breast cancer network.

Third, I deploy a greedy selection process to �nd minimal driver sets to reach speci�c at-

tractors in Boolean networks. This method is validated by retrieving true driver sets of known

attractors of thedrosophilasingle-cell SPN and the yeast cell-cycle network, as veri�ed by brute-

force computation. I then use the method to �nd minimal driver sets to control a network toward

an unconstrained attractor in random Boolean networks (RBNs) and biochemical regulation and

signaling networks from the Cell Collective repository. Although there are no guarantees of �nd-

ing the largest attractor basin, the attractor found by the unconstrained greedy selection process is

likely to have a large basin of attraction as it requires a minimal number of nodes to be perturbed

and thus can be considered the easiest attractor to reach by random initial conditions and pertur-
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bations. Interestingly, there is no relation between the relative driver set size and the system size,

indicating that control to an unspeci�ed attractor (i.e., maximum in�uence) depends on the speci�c

nature of the network dynamics.

In the Cell Collective repository, I �nd that 65% of the networks can be controlled by less than

20% of their nodes, and that 80% can be controlled by less than 30% of their nodes. This is similar

to previous estimates of driver set sizes in the more general problem of full attractor controllability

[245]. However, the full implication of these results requires further analysis. Via unconstrained

optimization, it is likely to �nd driver sets toward attractors with a large basin of attraction. There

are networks where attractors with a large basin are regarded as biologically meaningful [155, 399].

However, there might be networks where these special attractors do not necessarily correspond to

the most relevant forms of biological control.

The greedy selection algorithm scales cubically with the system size and exponentially with

the maximum degree of the network, making it applicable to medium-sized networks as long as

they are suf�ciently sparse (see Fig. B.18). Other scalable methods exist to identify the nodes that

most in�uence nonlinear dynamics [19, 242, 300], but these methods do not tell, in general, how

to control the dynamics toward a speci�c attractor. Unlike these logical inference methods, the

IBMFA does not guarantee to �nd speci�c causal pathways that determine dynamical behavior,

but it does allow to estimate the state of every node in the network by averaging over all possible

con�gurations allowed by pinning the seeds. This allows for a detailed description of the network's

state from maximally uncertain initial conditions. This is also an advantage over structure-only

methods which are scalable but may not predict well the dynamics of the network [239].

All methods developed in this chapter can be immediately extended to deal with arbitrary

updating schemes, such as deterministic asynchronous, stochastic asynchronous, and block deter-

ministic updating schemes [353, 401, 402]. While �xed points are invariant to the choice of the

updating scheme, the size of the basin of attraction of a �xed point is generally affected by the spe-

ci�c update order [402, 353]. This fact is apparent from the application of these methods as well.

For example, I �nd that unconstrained optimization leads to the identi�cation of different �xed
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points for different updating schemes in the yeast cell-cycle network. On the other hand, results

of the methods applied to thedrosophilasingle-cell SPN are almost identical for all the updating

schemes considered. A better understanding of the robustness of minimal driver sets against the

change of updating scheme requires further investigation.

The methods developed in this chapter do suffer from some limitations. The computational

time of the unconstrained optimization algorithm grows cubically with the system size. This is

certainly an improvement over several existing methods, yet it allows for the analysis of relatively

small systems only. Further, constrained optimization requires prior knowledge of the targeted

�xed points. Acquiring information on all attractors generally requires a time that grows expo-

nentially with the system size, generating a clear limitation to the applicability of the constrained

optimization method. However, it's useful to note that many biological networks have known at-

tractors related to speci�c phenotypes and this method can be applied to these attractors without

having to formulate the entire attractor landscape, which is an advantage over methods that require

this calculation (for examples, see [399, 355]); as with these methods, also, attractors can be found

via sampling for networks that are too large for exhaustive computation. Finally, as it is currently

formulated, the greedy optimization method is useful for the study of �xed points only but not for

limit cycles. The method can be generalized to the study of these more complicated attractors,

but only via a non-trivial generalization of the proposed metric of dynamical in�uence (which is

maximized by unchanging node states).

In spite of the above limitations, there are some immediate extensions to this work that deserve

future attention. For example, these methods can be easily adapted to networks with more than

two states per node. Also, the de�nition of dynamical in�uence used here and the algorithm for

the selection of optimal driver sets can be extended to study the effect of short-term perturbations,

e.g., the state of the seeds is only initially set to a given value but can be altered by the dynamics of

the network (equivalent to the pulse perturbation mentioned in Chapter 3). Finally, these methods

may be used in a variety of applications beyond what is seen here to approximate node in�uence

in general Boolean networks that are too large to calculate exact solutions.
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CHAPTER 5

COMPARISON OF DYNAMICAL METHODS IN DETERMINING NODE INFLUENCE

The methods presented in Chapters 3 and 4 both estimate the in�uence of a node or a set of nodes,

although the approach differs in each case. In Chapter 3, pathway module sets are discovered and

condensed to complex module sets so that the dynamical modularity of the network can be uncov-

ered. In Chapter 4, the individual-based mean-�eld approximation (IBMFA) is used to predict node

activation probabilities so that the resulting entropy of the probable network con�guration can be

measured; based on this entropy metric, driver node sets are uncovered that can drive the system

to an attractor and thus have maximal in�uence on the network. Both approaches are similar in

that they determine the downstream effects of pinning a set of nodes; the former predicts a causal

propagation of the logical effects of the seed set on the network dynamics, while the latter offers

an estimate of in�uence assuming that dynamical correlations between variables are neglected.

Due to this similarity, both methods are applicable to the problem of target control. Target control

is the process whereby partial knowledge of a system's state can be used to infer the state of an

uncontrolled, target set of variables, e.g., driving a cancer cell towards an apoptotic state [241,

242].

Several methods analyze the effects that pinning speci�c variables to invariant values has on the

rest of the system without having knowledge of the exact con�guration that the system is in [216,

245, 242], as was seen in Chapters 3 and 4. The result of this pinning perturbation restricts the area

of the dynamical state space that the network con�guration may be in and thus allows inference on

the probable state of the system. The result of pinning a seed setX will affect the state values of

other variables in the system. Depending on the perturbation ofX , the probability of a downstream

nodei being in state� 0 may become �xed:P(� i = � 0jX ) = 1 ; that is, perturbation of the seed

set implies a set of affected nodes which are guaranteed to be in a particular state after a long

enough period of time has passed since the perturbation is applied. This set of controlled nodes
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is called thedomain of in�uenceof the seed set [242]. Understanding such a domain of in�uence

is thus useful in target control, as the perturbed seed nodes are guaranteed to control their domain

of in�uence. Unfortunately, the exact determination of the domain of in�uence of a seed set is a

computationally infeasible task because of the exponentially large number of con�gurations that a

Boolean network can assume.

Some graph-theoretic approaches are able to estimate a seed set's domain of in�uence via log-

ical (i.e., causal) inference, including the logical interaction hypergraph (LIH) [17], the expanded

network [18], and the dynamics canalization map (DCM) [19] (see Section 2.3). These methods

provide static graphs that represent the dynamics of a Boolean network (Fig. 2.2a). To reiterate,

the logical interaction hypergraph represents a Boolean network as a signed directed hypergraph by

adding signs to each interaction and hyperedges to represent AND relationships (Fig. 2.2b). The

expanded network uses composite nodes to represent AND relationships and complementary nodes

to represent variable negation (Fig. 2.2c). Finally, the DCM uses s-units to represent all possible

node states in a Boolean network and thresholds (t-units) to represent AND and OR relationships

present in a node's redescribed look-up-table (Fig. 2.2d).

Logical inferences are made by evaluating the transfer functions that determine a node's state

update, which may be written as a logical mapping between possible input vectors to the node's

output (a look-up table or LUT) or as Boolean expressions (see Fig. 2.1 and 5.1). Any LUT can

be converted to a Boolean expression, and any Boolean expression can be converted to disjunctive

normal form (DNF). In this way, the Boolean expression can be described only by AND, OR, and

NOT operators, and the logical satisfaction of any clause guarantees the entire expression to be true.

Klamt et al.used DNF of Boolean functions to infer propagation of downstream signals based on

the perturbation of certain input nodes [17]. Similarly,Wang et al.used DNF of Boolean functions

to infer cascading failures by removing certain nodes in the network [18]. Alternatively, the Quine-

McCluskey Boolean minimization algorithm [215] can be used to reduce a Boolean expression to

its prime implicants [152], which was applied to the process of schemata redescription to remove

redundancy from node transfer functions and infer downstream in�uence of controlled nodes [19]
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(see also Chapter 3). This algorithm was also used to reduce transfer functions to DNF in the

expanded network [250, 242].

It is also possible to estimate the domain of in�uence without using causal inference methods;

in Chapter 4, I used an individual-based mean-�eld approximation (henceforth referred to as the

IBMFA) to estimate node activation probabilities (probability that a node's state is equal to 1) given

pinning perturbation of a seed set. A node's in�uence was then calculated as the reduction in en-

tropy of the estimated network con�guration based on the node activation probabilities. Although

this is a different de�nition of in�uence than what is considered here, this method immediately

adapts to the estimation of domains of in�uence as well.

Despite the availability of these different methods, it is unclear which is best to calculate in�u-

ence in general, or determine domains of in�uence in particular. At the same time, there is a large

amount of overlap between methods. All of the graph-theoretic approaches mentioned above, for

example, are exact in their description of the network dynamics; the difference lies only in how

transfer functions are represented. However, the speci�c representations of the transfer functions

are important as they determine how much inference can be made in estimating a node's domain

of in�uence.

The goal of this chapter is to �ll these gaps of knowledge. I �rst introduce a new type of

graph, called the generalized threshold network (GTN), that can represent the exact dynamics of

a network but is ambivalent towards the representation of the transfer function used; thus, it can

represent a LIH, an expanded network, or a DCM. I show that a simple search algorithm on the

GTN can be used to estimate the domain of in�uence of a node; this is similar to the calculation

of the logical domain of in�uence on the expanded network [242] and the calculation of pathway

modules on the DCM (see Chapter 3). I then estimate the domain in�uence of nodes using the

IBMFA and three different types of GTNs which represent the node transfer functions differently

by using either DNF of node logical expressions, schematic redescription of node LUTs, or node

LUTs without further logical reduction. Finally, I test the performance of the various methods

on the corpus of biological signaling and regulatory networks obtained from the Cell Collective
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repository [22].

I �nd that graph representations based on DNF or schematic redescription of transfer functions

perform very similarly to one another and very similarly to the IBMFA method. All three methods

underestimate the true domain of in�uence, but still accurately rank seeds in terms of in�uence,

outperforming naive methods based on the LUT representation or degree centrality. The IBMFA

performs somewhat better at recall of node states found within the domain of in�uence as compared

to the other methods, but performs worse in terms of precision. The computational cost of each

method also varies; the IBMFA takes longer than the other methods to run in low-degree networks

but it runs quicker than the other methods in denser networks. Overall, the preference of which

method to use depends on the connectivity of the network as well as the recall and precision of

results desired.

This chapter is organized as follows: in section 5.1 I present a summary of this work, which is

based on the paperComparison of Dynamical Methods in Determining Node In�uence, in collab-

oration with Filippo Radicchi. In section 5.2, I formally de�ne the generalized threshold network

(GTN) as a dynamical graph representation with ambivalent representation of the node transfer

functions, and I provide details on the metrics that I use to compare different methods in estimat-

ing node in�uence. In section 5.3, I apply this methodology to compare the IBMFA with three

different GTN representations: one based on node look-up tables without reduction, one based on

disjunctive normal form of node logical expressions, and one based on schematic redescription

of node look-up tables. In section 5.4, I offer some conclusions and note some limitations to the

methodology.

5.1 Overview

Understanding the in�uence that individual elements have on one another in a complex dynamical

system is essential for the prediction and control of the system's behavior. In particular, some

applications (e.g., target control of variable states) require �nding a node's domain of in�uence

within a network; that is, the set of variables whose state becomes certain if the node is pinned. As
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determining the exact domain of in�uence is generally infeasible, some methods offer approxima-

tions by relying on graphical representations that incorporate the network dynamics. However, it is

unclear which dynamical graph representation is best to make ef�cient inferences on the network

dynamics, or how these methods compare to approaches that don't rely on such representations.

Here, I introduce the generalized threshold network (GTN) to generalize dynamical graph repre-

sentations seen in the literature. The GTN is de�ned such that dynamics on it are exact; however,

it is ambivalent towards the representation of the transfer functions that update each node's state.

I consider three different representations of transfer functions: those based on disjunctive normal

form of node logical expressions (DNF), those based on schematic redescription of node look-up

tables (SR), and those based naively on node look-up tables without further logical inference being

made (LUT). Furthermore, I consider an individual-based mean-�eld approximation on the origi-

nal graph (IBMFA). I compare each method based on its ability to predict the domain of in�uence

of node sets on a large collection of real-world biological networks. I �nd that the performance

of the DNF, SR, and IBMFA methods is very similar; the IBMFA performs somewhat better at

recall of nodes in the domain of in�uence but worse at precision. All three methods underestimate

the true domain of in�uence, but all perform better than the naive LUT method. Computation-

ally speaking, the DNF and SR methods are faster than the IBMFA in low-degree networks, but

are slower in denser networks. The preference of which method to use, therefore, depends on a

network's connectivity and the relative importance of the recall or precision of node states.

5.2 Methods

Here I consider biological signaling and regulatory networks from the Cell Collective repository

[22]. Biological networks are a useful case study to understand node in�uence and target control

in general, nonlinear systems as nodes generally have reversible states and transfer functions are

heterogeneous, making analytical approaches dif�cult. Each network considered is a Boolean net-

work, as described in section 1.2.3. As a reminder, each node transfer function can be described

either as a deterministic map between2k possible combinations ofk inputs and a single output
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state, or as a logical expression; for example,� i = � j _ � k to specify a logical OR dependency of

nodei on inputsj andk. Here I again consider synchronous update, where all nodes simultane-

ously update their state at each time stept.

As seen in Chapter 4, a Boolean network may be perturbed by pinning the nodes in a seed

set to a speci�c state,X = f (i 1; �̂ i 1 ); (i 2; �̂ i 2 ); : : : ; (i jX j ; �̂ i jX j
)g such that� i (t) = �̂ i = 0; 1 for all

(i; �̂ i ) 2 X and for allt � 0. Again, to avoid contradiction,(i; �̂ i ) 2 X implies that(i; 1� �̂ i ) =2 X .

By contrast, the unperturbed nodes are allowed to change state over time.

5.2.1 Domain of In�uence

If a con�guration is sampled at random from the dynamical state space of a Boolean networkB

at timet given an initial condition~� (t = 0) , each nodei has probabilityP(� i (t) = 1) of being

in state� i = 1 at timet; this is called its activation probability (see Chapter 4). As an unbiased

estimate, and assuming no knowledge of the network con�guration, here I assume each node is

initialized with maximally uncertain probabilityP(� i (t = 0) = 1) = 0 :5 if i =2 X . For seeds

i 2 X , instead,P(� i (t) = 1) = �̂ i for t � 0. This assumption leaves a total of2N �jX j possible

initial con�gurations, each having the same probability to occur due to the imposed condition on

the initial state of theN � jX j nodes that are outside the seed set. After a transient time period, the

dynamics started from each of these con�gurations settles down into an attractor (a �xed point or

limit cycle). As a result, the long-term activation probability of nodei , i.e., lim t !1 P(� i (t) = 1) ,

converges to a �xed value or oscillates, depending on the nature of the attractors being averaged

over.

For small enough networks (sizeN � 10), I calculate the true activation probabilities by brute-

force evaluation of allR = 2N �jX j possible initial con�gurations; otherwise, I sampleR = 100

randomly chosen initial con�gurations to obtain an estimate of the ground-truth activation proba-

bilities. The average state value of a nodei at timet based on theR sampled initial con�gurations

is

� i (t) =
1
R

RX

r =1

� (r )
i (t) ; (5.1)
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where� (r )
i (t) is the state of nodei in ther -th sampled con�guration at timet.

Given perturbation of the seed setX , the states of other variables in the network may eventually

become certain, i.e.,P(� i (t) = 1) = 0 ; 1 for all t � T, meaning that the target variable is in the

same state in every possible network con�guration. These nodes with deterministic long-term

behavior compose the domain of in�uence ofX , i.e.,

D(X ) = f (i; � i (T)) ji 2 B ^ � i (T) = 0 ; 1g ; (5.2)

whereT is a prede�ned number of iterations after which the network dynamics is not expected to

change, and that can therefore be considered as representative of the long-term dynamics of the

network. As in Chapter 4, I useT = 10 to estimate the long-term states of the nodes. Note that the

setD automatically includes all elements of the seed setX 1.

Determining the true domain of in�uence of a seed setX is generally infeasible, as the task re-

quires to test if nodes reach long-term invariant states for all possible2N �jX j initial con�gurations.

There are, however, several approaches that can be used to approximate the ground-truth solution

in a computationally feasible manner. For example, the domain of in�uence can be estimated by

calculating the logical steady states of a network [17, 216], calculating the logical domain of in�u-

ence ofX [242], or by calculating the pathway module setSX (see Chapter 3). All three of these

approaches can be generalized as speci�c cases of �nding in�uence sets on generalized threshold

networks (discussed in Section 5.2.3). Additionally, the mean-�eld approximation from Chapter 4

can be used to estimate the domain of in�uence as well (discussed below).

5.2.2 The Individual-Based Mean-Field Approximation

Although calculating the true node activation probabilities requires enumerating over all network

con�gurations, they can be estimated using the individual-based mean-�eld approximation (IBMFA)

1This de�nition of the domain of in�uence differs slightly from [242] in two respects; �rst, I includeX as a subset
of D, whereas they do not (unless the seed nodes can be sustained without pinned intervention); second, they de�ne
D as those nodes whose long-term state value is stabilized under any updating scheme, whereas here I consider only
synchronous update.
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from Chapter 4, wheresi (t) is the activation probability of nodei at time t under the IBMFA.

Again, I assume each node is initialized with probabilitysi (t = 0) = 0 :5 if i =2 X andsi (t � 0) =

�̂ i if i 2 X . Then, the activation probability of nodei =2 X is computed at subsequent time steps

t > 0 based on the activation probabilities ofi 's neighbors according to Eq. 4.2.

I use the IBMFA to estimate the domain of in�uence of the seed setX by extracting those

nodes with certain probabilities at timeT, similarly to Eq. 5.2:

DIBMFA (X ) = f (i; s i (T)) ji 2 B ^ si (T) = 0 ; 1g : (5.3)

To be consistent with the calculation of the ground-truth domain of in�uence, I useT = 10.

5.2.3 Generalized Threshold Networks

I introduce the generalized threshold network (GTN) as a generalization of the LIH, the expanded

network, and the DCM. The GTN is a thresholded network that represents the entire dynamics of

a discrete dynamical systemD that takes place on a graphG (e.g., a Boolean network or other

discrete dynamic network model). As with the aforementioned graphs, the GTN is also dynami-

cally and logically complete in that every possible dynamical interaction is represented and state

transitions are unambiguous.

The GTN of a networkB with N nodes is de�ned as the tuple(S; E; T ), whereS is a set of

state nodes,E a set of directed edges, andT a set of threshold nodes. A state node represents a

speci�c state of a variable; the state node with labeli -� i indicates the state� i of nodei 2 B (e.g.,

i -1 andi -0). All possible states of all nodes inB are included in its GTN; in the Boolean case,

jSj = 2N . The set of state nodes is thus functionally equivalent to the set of original and comple-

mentary nodes in the expanded network or to the set of s-units in the DCM. State nodes interact

via threshold nodes; these threshold nodes determine the logic that allows for state transitions. For

example, a composite node in the expanded network representing an AND relationship between

k inputs is equivalent to a threshold node with threshold� = k. Threshold nodes are similar to
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t-units in the DCM. Unlike the DCM, however, the GTN does not have hyperedges; instead per-

mutation redundancy is represented by an additional threshold node (similar to the intermediate

representation of canalyzing maps in [19] before the inclusion of hyperedges). Furthermore, mul-

tiple threshold nodes can be connected to one another, offering full �exibility in the representation

of the transfer function (see Fig. 5.1f for an example).

One major limitation with using the LIH or the expanded network is that these network con-

structions rely on a simpli�ed representation of the transfer functions, such as DNF of the logical

expression dictating a node's update. However, for large Boolean expressions, determining DNF of

the expression is infeasible and does not lead to a concise description; additionally, not all networks

have their update functions in logical rule format, requiring the logical rules to �rst be determined

from the node LUTs. The DCM, by contrast, is constructed from the node LUTs via redescribed

transfer functions that are in general more concise; however, the process of redescription is also

NP-hard and impossible to do for expressions with a large number of inputs. Thus it's unclear how

to best represent transfer functions in the optimal way that is both concise and computationally

ef�cient.

The GTN has several advantages compared to these individual methods. First, it offers a gener-

alization of the expanded network and the DCM where transfer functions are not restricted in their

construction. Second, it allows a shared description for different types of dynamical networks, so

that expanded networks and DCMs can be compared directly. Third, it can naturally accommodate

variables with any discrete number of values, not just two as in the case of Boolean networks; fur-

ther, not all variables need to have the same number of states. Finally, it allows for the exploration

of studies on which transfer function representations are most useful in different types of networks.

Transfer Function Representations

The exact structure of the GTN depends on how transfer functions are represented. More precisely,

the set of state nodes is always the same; however, the set of edges and the set of threshold nodes

may change depending on the speci�c choice for the representation of the transfer functions. There
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Figure 5.1:Different representations of a transfer function on the generalized threshold net-
work. The same transfer function is shown in panels a, c and e, along with a different generalized
threshold network (GTN) representation in panels b, d, and f. Here I display only theN nodes
andE edges of the GTN that concern the activation of noded; for compactness, nodes and edges
concerning stated-0 are ignored. (a) A Boolean network composed of four nodes. The noded has
three inputs,a, bandc; the transfer function governing its update is shown as a logical expression
and converted to disjunctive normal form. (b) The corresponding GTN representation of panel a
denotes this relationship usingN = 6 total nodes andE = 6 total edges. (c) The transfer function
of d is shown as a look-up table. (d) The corresponding GTN representation denotes this relation-
ship usingN = 9 total nodes andE = 12 total edges. (e) The transfer function ofd is shown as
the two-symbol schemata redescription of the look-up table in panel c. The wildcard symbol (#)
indicates a node that can have either state value, while the position-free symbol (o) denotes that
the two indicated state values can switch; that is eithera or b may be active to ensure that node
d is in the active state, while the state of the other input does not matter. (f) The corresponding
GTN representation denotes this relationship usingN = 6 total nodes andE = 5 total edges.
The GTN based on schematic redescription is the most concise representation shown. In the GTN
representations, state nodes representing the active state (� i = 1) of variablei are shown in black,
state nodes representing the inactive state (� i = 0) of variablei are shown in white, and threshold
nodes are shown in grey.
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are many such possible representations, and I do not attempt to enumerate them all here. However,

I consider a representation based on disjunctive normal form (DNF) of node update expressions as

this is used in studies of the LIH and the expanded network [17, 216, 250, 242]. I also consider a

representation based on schematic redescription (SR) of the node LUTs as this is used in studies

of the DCM [19] (see Chapter 3). Finally, I consider a naive representation that relies only on the

LUT of each node without any additional logical reduction.

To construct a GTN from DNF, I �rst �nd the DNF of the logical update expression of each

nodei in the networkB , and also the DNF of the negation of the logical update expression ofi .

Each network in the Cell Collective already has these update expressions available. For a given

DNF expression of variablei , each disjunctive clause is separated; the state node for every literal

(input) k in that clause (k-0 if : � k andk-1 otherwise) is connected to a threshold nodej whose

threshold is equal to the number of literals in the clause. The threshold nodej is then connected to

state nodei -1 if the logical expression implies� i = 1 and to state nodei -0 if the logical expression

implies � i = 0. For example, in Fig. 5.1a, the logical expression dictating the state of noded is,

in disjunctive normal form,� d = ( � a ^ � c) _ (� b ^ � c). There are two separate clauses in this

expression, and each one is represented in the GTN using a threshold node. Each clause has two

literals and thus each associated threshold node has threshold equal to2 (Fig. 5.1b).

To construct a GTN from SR form, I �rst �nd the two-symbol schematic redescription of each

node's LUT and construct the DCM [19, 299]. All s-units are kept as state nodes, and all t-units

are kept as threshold nodes. Then I add additional threshold nodes wherever multiple edges are

fused together to remove all hyperedges in the network. Thus, the GTN transfer functions become

equivalent to the intermediate threshold network representation of the canalyzing maps mentioned

in [19] 2. Note that some transfer functions will be represented by multiple threshold nodes; how-

ever, as all threshold nodes are immediately evaluated by the BFS algorithm (see below), the

number of threshold nodes between any two state nodesi andj does not impede inference of the

latter's state. In Fig. 5.1e, the redescribed LUT shows that eithera or b can be active (� a = 1 or

2This means that the set of threshold nodes in a GTN constructed from a SR representation of the transfer functions
is at least as large as the set of t-units in the corresponding DCM ofB , i.e., jT j � j � j.
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� b = 1) while the state of the other does not matter; in addition,c must also be active (� c = 1)

in order ford to be active (� d = 1). The corresponding GTN representation in Fig. 5.1f has two

threshold nodes: the �rst indicates that eithera-1 or b-1 must be present, and the second indicates

that the �rst threshold must be met andc-1 must be present to reachd-1.

Finally, to construct a GTN from LUT form, I �rst �nd the LUT mapping of each node's

transfer function. Then I split the LUT of nodei into all rows with output� i = 1 and all rows

with output� i = 0. Next, I create a single Boolean expression for the rows with output� i = 1,

using OR operators between each row:� i = f 1 _ f 2 _ : : : _ f y for y rows with output� i = 1,

and AND operators between each inputx in each row,f � = x1 ^ x2 ^ : : : ^ xk . I do the same

for the 2k � y rows with output� i = 0 to create an expression for: � i . Thus, both expressions

are automatically in DNF and can be converted into the GTN representation in the same way as

the DNF method mentioned above. In Fig. 5.1c, the LUT of noded has three rows that result

in state� d = 1, and each row has three inputs. This can be converted to the logical expression

� d = ( : � a ^ � b ^ � c) _ (� a ^ : � b ^ � c) _ (� a ^ � b ^ � c), which is automatically in DNF. As there

are three separate clauses, the corresponding GTN representation has three threshold nodes; each

clause has three literals and so each threshold node has threshold equal to3 (Fig. 5.1d).

This naive LUT representation provides upper bounds on the number of nodes and edges

needed in a GTN to represent the dynamical system of a Boolean networkB with N nodes. The

number of state nodes for a Boolean network is always2N , while the number of threshold nodes

M and edgesE depends on the number of LUT entries as

M =
NX

i =1

2k i (5.4)

E =
NX

i =1

(ki + 1) 2k i ; (5.5)

whereki is the degree of nodei 2 B . Eq. 5.5 can be understood by noting that there are2k i

rows in the LUT for each nodei ; each row requireski edges from the inputs of nodei to a threshold
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nodej , plus an additional edge fromj to i . Note that there is an exponential dependence on the

node degree for the size of the GTN; however, the GTN representation can be much more concise

by using the DNF or SR forms (see Fig. C.1).

A primary advantage of the GTN is its �exibility in representing node transfer functions. Other

possibilities than the forms mentioned above are possible. For example, consider a linear threshold

model with threshold0 � � � 1; for nodes with large degreek, it will quickly become impossible

to calculate the DNF of the node update expressions or the schematic redescription based on the

node LUTs. However, the transfer function for each nodei can be represented simply by creating

ki edges fromi 's inputs to a threshold nodej with � = k� and then one additional edge fromj

to i (the complementary state will have a threshold node with� = k(1 � � )). Thus, the easiest

solution is to create the GTN directly from the mathematical expression (note that the function
� k

k�

�

cannot even be ef�ciently described by DNF). As any deterministic discrete dynamical system can

be represented by LUT maps describing each variable's update, the GTN provides a consistent

way to represent dynamics across any graph dynamical system, regardless of the form of the node

transfer functions. Such systems include Boolean biological networks, epidemic spreading and

information diffusion processes in social contact graphs, and game-theoretic strategy adoption in

networks of interconnected agents, among others.

In�uence Sets

A path on a GTN represents the (partial) dynamics of the system; for example, the dynamical

trajectory of a logical signal, perturbation effects, or a spreading process. The path is initiated from

the state nodes representing the seed setX (i.e., i -�̂ i for all (i; �̂ i ) 2 X ). The path then follows the

directed edges out from the seed nodes. If enough variable states are known to trigger a threshold

(and thus determine a transfer function's output), then the path will include that threshold node

and any neighboring state nodes. The state nodes along the path represent variables whose state

has been determined by the seed set; the path continues until no more such determinations can

be made. This path is called thein�uence pathof X and it depends on how the GTN's structure
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encodes the system's dynamics, as well as the type of perturbation applied and the update schedule.

Here I assume pinning perturbation and synchronous update. The associatedin�uence setis the

set of all state nodes along the in�uence path ofX ; furthermore, it is an estimate of the domain of

in�uence of X .

Note that pathway modules on the DCM (see Chapter 3) are a special case of in�uence paths

on a GTN, while pathway module sets on the DCM and the logical domain of in�uence on the

expanded network are both special cases of in�uence sets on a GTN. An in�uence path on a GTN

can be discovered via a breadth-�rst search (BFS), similarly to how the logical domain of in�uence

is determined [242] or how pathway modules are calculated in Chapter 3. As in these cases,

contradictions are simply ignored by the search algorithm. Also, as in Chapter 3 (but different

from the previous approach ofYang et al.[242]) I include the state nodes representing the seed set

X in the in�uence path and the resulting in�uence set.

Speci�cally, I use the same search algorithm from Chapter 3; in summary, I indicate witht the

stage of the algorithm (representing one time step of the network dynamics), withQt the queue

of staget, and withS the set of already visited nodes in the GTN. Then I follow these steps, for

pinning perturbation:

1. Sett = 0, Qt=0 = f i -�̂ i j(i; �̂ i ) 2 X g, andS = ;

2. Create an empty queue for the next stage of the algorithm,Qt+1 = ;

3. WhileQt is not empty, pop one nodei from the queueQt and add it toS. For each neighbor

j of i , if j =2 S:

� Add j to Qt if j is a threshold node and its threshold is met by state nodes currently in

S

� Add j to Qt+1 if j is a state node that does not contradict any state nodes already inS

4. If Qt+1 is not empty increaset ! t + 1, and go back to point 2. Otherwise, halt and returnS
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The necessity of having two queuesQt andQt+1 is so that state nodes are updated in discrete

iterations (i.e., BFS levels), just as they are with synchronous update. Threshold nodes, by contrast,

are dealt with immediately so that transfer functions can be evaluated properly before the next

iteration. The in�uence set ofX is easily derived by simply removing all threshold nodes fromS.

Note that although different GTN representations all give a complete mapping of the network's

dynamics, they give different estimates in general for the in�uence set of a seed setX . For example,

in Fig. 5.1, the in�uence set of the seed setX = f (a; � a = 1) ; (c; � c = 1) g is f a-1, c-1, d-1g for

the DNF or SR representations but onlyf a-1, c-1g for the LUT representation. This is because no

logical reduction is done on the node LUTs in this representation, and so inference on the state of

d requires knowledge of all three inputs, rather than only two. As such, performance of the LUT

method should be a lower-bound for the performance of other representations, such as DNF or

SR. Furthermore, although the DNF and SR representations predict the same in�uence sets in this

example, note that the SR representation is slightly more concise.

Given a GTN representation Z of a Boolean network, with Z = SR, DNF or LUT, I estimate

the domain of in�uenceDZ(X ) of an arbitrary seed setX from the in�uence setS obtained by the

BFS algorithm starting from the state nodes representingX . The domain of in�uence is simply the

nodes, and their corresponding states, represented by the state nodes inS, i.e.,

DZ(X ) = f (i; � i )ji 2 B ^ i -� i 2 Sg : (5.6)

5.2.4 Metrics of Performance

Given a Boolean network and a seed setX , I obtain various approximations of the domain of

in�uence, namelyDIBMFA (X ), DDNF(X ), DLUT(X ), andDSR(X ) using Eqs. 5.3 and 5.6. Also,

I estimate the ground-truth domain of in�uenceD(X ) via Eqs. 5.1 and 5.2. For compactness of

notation, I remove the explicit dependence onX to writeDZ to denote the generic approximate set

DZ(X ) andD to denote the ground-truth setD(X ).

For each method, I compare the approximate solutionDZ against the ground-truthD in terms
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of four metrics: size, similarity, recall, and precision. Size refers simply to the size of the set,

jDZj or jDj . Similarity is measured as the Jaccard index of the approximation Z with the ground

truth, JD;DZ = ( D \ D Z)=(D [ D Z). This same metric of similarity is also used in comparisons

between pairs of approximations, i.e.,JDY ;DZ = ( DY \D Z)=(DY [D Z) to compare approximations

Y andZ . Recall and precision are calculated by comparingDZ to the ground-truth labelD as in

a supervised learning problem. As such, I de�ne the number of true positives as TP= jf (i; � i ) 2

DZ^ (i; � i ) 2 Dgj , the number of false positives as FP= jf (i; � i ) 2 D Z^ (i; � i ) =2 Dgj , the number

of true negatives as TN= jf (i; � i ) =2 D Z ^ (i; � i ) =2 Dgj , and the number of false negatives as

FN = jf (i; � i ) =2 D Z ^ (i; � i ) 2 Dgj . Then recall is simply the ratio TP=(TP+ FN), and precision

is the ratio TP=(TP+ FP).

I also evaluate a method Z by calculating the rank-order of seed sets of a given sizejX j based

on the size of their domain of in�uence as estimated by Z,jDZ(X )j, and comparing this to the

rank-order of seed sets based on the ground-truth size of their domain of in�uence,jD (X )j, using

Spearman's rank correlation coef�cient. Finally, as a naive comparison, I also evaluate the rank-

order of seed sets based on the degree centrality of the original structural graph of the Boolean

network. Degree centrality is calculated based on the out-degree of nodes, such that seed sets are

ranked in descending order of out-degree. The out-degree of a seed set with sizejX j = 1 is simply

the out-degree of the node in the seed set; for seed sets of sizejX j > 1, out-degree is calculated as

the sum of the out-degrees of each individual seed.

All code developed for this chapter, and the paper it is based on, is publicly available at

https://github.com/tjparmer/node_influence .

5.3 Results

In order to test which methods best elucidate in�uence in biological signaling and regulatory net-

works, I create generalized threshold network (GTN) representations of networks from the Cell

Collective repository [22]. These GTNs are thresholded graphs that capture the entire dynamical

landscape of a Boolean network by utilizing separate nodes for each state (1 or 0) of a variable
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(called state nodes) and encoding each node's transfer function into a structural representation, so

that a state node is connected to its inputs via edges that run through threshold nodes; these thresh-

old nodes dictate the logic of node update such that a path on the network can only pass through

one of these nodes if its threshold is met (see Section 5.2.3). These graphs are used to compare

different structural representations of the node transfer functions for the purpose of estimating a

seed set's domain of in�uence.

Three different types of GTNs are created for each Boolean network, where transfer functions

are represented structurally by using either existing logical expressions converted to disjunctive

normal form (DNF), schematic redescription (SR), or logical expressions created directly from the

node look-up tables (LUT). Although the set of state nodes is the same in each GTN representation,

the number of edges and threshold nodes differs. The LUT representations are the most complex,

while the SR representations are the simplest in terms of total number of edges and nodes; for

networks in the Cell Collective, these differences in complexity may vary by orders of magnitude

(see Fig. C.1).

I then determine approximate and ground-truth domains of in�uence for seed sets in the Cell

Collective. For each network I consider seed sets of sizejX j � 3; I include all possible seed

sets of sizejX j = 1 (in a Boolean network withN nodes, there are2N such sets), whereas I

randomly sample1; 000seeds sets of sizejX j = 2 andjX j = 3 (if there are fewer than1; 000

possibilities, then I choose every possible seed set). Here, as in Chapters 3 and 4, I only consider

pinning perturbation of the seed sets.

I generate in�uence sets for every seed set for each GTN representation (DNF, SR, and LUT);

these in�uence sets include all state nodes that are reached by the BFS algorithm starting from

the state nodes representing the given seed set. I estimate the domain of in�uence on GTNs from

these in�uence sets via Eq. 5.6 to obtainDLUT(X ), DDNF(X ), andDSR(X ) for each seed setX .

Similarly, I estimate the domain of in�uence for each seed set on each network via the individual-

based mean-�eld approximation (IBMFA) by using Eq. 5.3 to obtainDIBMFA (X ); in this case, the

estimated domain of in�uence includes all nodes which have activation probabilitysi (T) = 0 or
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si (T) = 1 (representing a known node state) afterT = 10 iterations of the dynamics.

I also calculate the ground-truth domain of in�uence by using Eq. 5.2 to obtainD(X ) for

each seed set. This ground-truth is exact (via brute-force computation) for networks withN = 10

variables or fewer; otherwise, I estimate the domain of in�uence by randomly samplingR = 100

initial con�gurations in which each variablei is set to its pinned statê� i for each tuple(i; �̂ i ) 2 X

and each variable that is not a seed is set to state� i = 0 or � i = 1 with equal probability. The

ground-truth domain of in�uence then includes all nodes which have average state value� i (T) = 0

or � i (T) = 1 (representing a known node state) afterT = 10 iterations of the dynamics.

Finally, I compare the approximate and ground-truth domains of in�uence of each seed set

X (see Fig. 5.2). All methods underestimate the true size of the domain of in�uence (Fig. 5.2a).

The LUT method performs the worst, while the DNF and SR methods are nearly identical. The

IBMFA performs slightly better than the other approximate methods. These results hold for Jaccard

similarity and recall as well (Fig. 5.2b-c): the IBMFA performs the best, while DNF and SR are

nearly identical, and LUT is much worse than the others. For precision, by contrast, all GTN-based

methods perform very well and only the IBMFA method makes some small mistakes (Fig. 5.2d).

The poor performance of the LUT method is expected, as this method naively creates a GTN

representation from the node look-up tables without any logical reduction taking place (as hap-

pens instead with the DNF or SR methods). The similarity between the DNF and SR methods is

interesting; the two-symbol redescription of the SR method generally reduces transfer functions

further than the DNF method is able to. However, it appears that this does not have a large impact

on the results. Thus, for many networks, it appears that the DNF description is suf�cient for good

inference of in�uence sets. Furthermore, it is noteworthy that the IBMFA performs better than the

GTN methods on all measures other than precision, even though it approximates node activation

probabilities and does not make exact, causal inferences, as the GTN methods do. However, the

IBMFA does not have perfect precision, unlike the GTN methods, meaning that sometimes bad

inferences are made (i.e., a node is assumed to always be in state� i (T) across con�gurations when

sometimes it is in a different state). There is therefore a tradeoff between recall and precision when
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Figure 5.2:Ground-truth vs. approximate domains of in�uence in real-world networks. (a)
Average size of the domain of in�uence for networks in the Cell Collective. Results are shown
for the ground-truth domain of in�uence (GT) as well as approximate domains of in�uence as
estimated by the individual-based mean-�eld approximation (IBMFA) and three different GTN
representations whose transfer functions are de�ned by the node look-up tables (LUT), by disjunc-
tive normal form (DNF) of logical expressions, and by schematic redescription (SR). Results are
averaged over all seed sets of a given size and across all networks. (b) Same as panel a, but for the
average value of the similarity (i.e., Jaccard index) between approximations of the domain of in-
�uence and the ground-truth domain of in�uence. (c) Same as in panel a, but for the average recall
of approximate domains of in�uence as compared to the ground-truth. (d) Same as in panel a, but
for the average precision of approximate domains of in�uence as compared to the ground-truth.
Across measures, DNF, SR, and IBMFA perform similarly. IBMFA does somewhat better at size,
similarity, and recall but somewhat worse at precision.

choosing methods: DNF and SR methods have better precision but worse recall, on average, than

the IBMFA.

To further elucidate the differences between methods, I measure the similarity between the

domains of in�uence predicted by the various approximations and the ground-truth. As Fig. 5.3

shows, the predictions of the DNF and SR methods are indeed nearly identical. By contrast,
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Figure 5.3:Comparison between approximate domains of in�uence in real-world networks.
(a) Average similarity between domains of in�uence for networks in the Cell Collective. Results
are shown for the ground-truth domain of in�uence (GT) as well as approximate domains of in-
�uence as estimated by the individual-based mean-�eld approximation (IBMFA) and three differ-
ent GTN representations whose transfer functions are de�ned by the node look-up tables (LUT),
by disjunctive normal form (DNF) of logical expressions, and by schematic redescription (SR).
Similarity is calculated as the average Jaccard index between approximate domains of in�uence
obtained by the various methods. Results are averaged over all seed sets and across all networks.
(b) Same as panel a, but results are calculated only for seed sets of size1. (c) Same as panel a, but
results are calculated only for seed sets of size2. (d) Same as panel a, but results are calculated
only for seed sets of size3.

there are some small differences with the IBMFA; the DNF and SR methods are 91% similar

to the IBMFA overall, with this similarity increasing with the seed set size (see also Fig. C.2).

By contrast, the LUT method makes predictions that are quite different from those of the other

methods. The DNF and SR methods are 68% similar and the IBMFA is 71% similar to the ground-

truth estimate overall, with this similarity also increasing with the seed set size. As a comparison,

the LUT method is only 41% similar to the ground-truth estimate overall.

I also compare methods to the ground-truth by ranking seed sets by the size of their domain of

in�uence. A good approximation of the domain of in�uence should give a reliable ranking of which

seed sets are the most in�uential within the network dynamics; furthermore, this has immediate
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applications to maximizing in�uence and control in a network, a problem that was discussed in

Chapter 4. As such, I compare rank-order of all seed sets of a given size, based on the size of their

predicted domain of in�uencejDZ(X )j, to the ground-truth ranking. I �nd the average Spearman's

rank correlation coef�cient� across networks for each method, where� = 1 equates to a perfect

ranking of the seed sets as compared to the ground-truth. As a baseline measure, I further compare

rank-order of seed sets based on their degree centrality to the ground-truth; this is calculated by

simply summing over the out-degree of each seed node in the original Boolean network. Note that,

by this de�nition, different seeds representing the same variable (i.e.,(i; �̂ i = 0) and(i; �̂ i = 1) )

will have the same out-degree, and thus this ranking of seed sets cannot differentiate between these

different states.

Results con�rm what was previously seen (Fig. 5.4). The DNF, SR, and IBMFA methods are

nearly identical, and they all perform well in ranking the seed sets. The LUT method performs

worse, but is still better than the seed ranking based only on degree centrality. It is interesting to

note that, although the DNF, SR, and IBMFA methods made mistakes in terms of size, similarity,

and recall, they have nearly 70% correlation with the correct ranking of seed sets for seed set

size1 and nearly 80% for seed set size3. This suggests than any of these methods can perform

quite well if the goal is to determine the seed sets that have the greatest in�uence on the network.

Even the naive LUT method still has over 30% correlation with the correct ranking of seed sets

and performs better than the seed ranking based only on degree centrality, suggesting that it is a

preferable alternative to consider for networks where calculating the DNF or SR representations is

too expensive.

I further analyze the dependence of these results on the network size in Fig. C.3. Interestingly,

the size of the ground-truth domain of in�uence of a seed set increases with the network size

N , regardless of the size of the seed set (Pearson's correlation coef�cientr = 0:46 for seed set

sizes equal to3). This is predicted by the DNF, SR, and IBMFA methods, but not by the LUT

method which shows no positive correlation with network size. This suggests that the LUT method

performs worse asN increases, which is shown also by decreased similarity and recall scores in
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Figure 5.4:Seed set rankings based on the domain of in�uence in real-world networks.I mea-
sure the Spearman's correlation coef�cient between the size of the domains of in�uence predicted
by the various approximate methods and the size of the ground-truth domains of in�uence for net-
works in the Cell Collective. Results are shown for the ground-truth domain of in�uence (GT) as
well as approximate domains of in�uence as estimated by the individual-based mean-�eld approx-
imation (IBMFA) and three different GTN representations whose transfer functions are de�ned by
the node look-up tables (LUT), by disjunctive normal form (DNF) of logical expressions, and by
schematic redescription (SR). Results are calculated per network for a given seed set size and then
averaged across all networks. As a term of comparison, rankings based on degree centrality (by
summing the out-degree of seed nodes in the original structural graph) are also considered (SG);
note that in this case, seed nodes of different states will have the same rank-order. Dynamical
methods except for LUT perform similarly; however, LUT still performs better than predicting
seed set rankings based on degree centrality.

larger networks. However, the performance of the DNF, SR, and IBMFA methods, as measured by

similarity and recall, also decreases as network size increases.

Note that there is an important limitation to the ground-truth estimate of the domain of in�uence

in that the percentage of the dynamical state space sampled byR = 100 random con�gurations

becomes vanishingly small as the sizeN of the network increases (see Fig. C.4). Under-sampling

of the state space can cause the ground-truth predictions to overestimate the size of the domain

of in�uence by predicting false positives, and this could be an alternate explanation as to why the

performance of the DNF, SR, and IBMFA methods appears to decrease as network size increases.
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It is important, therefore, to verify that the estimated domain of in�uence accurately re�ects the

true dynamics of the various networks under study. Toward this end, I select six networks from the

Cell Collective that have size10 � N � 14. I calculate the true domain of in�uence for seed sets

on these networks via brute-force enumeration of all possible con�gurations. I then compare the

estimated ground-truth domain of in�uenceDp based on sampling a fractionp of the state space to

the true domain of in�uenceD. This is done by randomly samplingR = p2N initial con�gurations.

I test �ve values:p = 0:01; 0:10; 0:25; 0:50; and0:75.

As the results of Fig. C.5 show, the accuracy of the estimateDp depends on the metric being

used and thep value. In this problem, there are no false negatives; therefore, similarity is equal to

precision and recall is always 100%. As such, I show only size and similarity in the �gure. For size

and similarity/precision, allp values perform very similarly except forp = 0:01 which performs

worse than the other values. The valuep = 0:1 also deviates from the true value, although this

deviation is small and decreases as seed set size is increased. By contrast, the deviation ofp = 0:01

increases as the seed set size increases. However, even in this case, the similarity/precision is high

at about 90% for seed sets of size3. Nevertheless, I �nd that small samples do indeed overestimate

the size of the domain of in�uence and have lower precision (i.e., they have more false positives).

This suggests that the results for the ground-truth estimates in Fig. 5.2 may similarly overestimate

the size ofD and the number of true positives, and this may contribute to the decreased scores of

the DNF, SR, and IBMFA methods in terms of size, similarity, and recall.

Lastly, I compare the computational time required by the various methods to generate approx-

imations of the domain of in�uence (see Fig. 5.5). Times are calculated per network over all seed

sets of a given size3. For the GTN-based methods, the time necessary to create the GTN is added

into the calculation and similarly averaged over the number of seed sets. Depending on the density

of the original network, and the representation of the transfer functions, it may take a long time

to create a GTN; however, the advantage to using such a graph dynamical approach is that this

operation only has to be performed once. Afterwards, any domain of in�uence can be approxi-

3Computations were performed using an Intel Core i5 3.2 GHz processor.
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mated via the BFS algorithm in a time that grows linearly with the number of edges of the GTN.

I further note that the number of edges of the GTN may be exponential in the node degree; thus,

GTN creation has a much better runtime in sparse graphs than in dense ones. This variable runtime

was especially noticeable for SR graph representations (see Fig. 5.5a-b). In networks with low de-

gree, like thedrosophilasingle-cell segment polarity network [20], the average time per seed set to

approximate the domain of in�uence is lower than other methods considered; however in networks

with high degree, like the EGFR & ErbB signaling network [407], the average runtime is much

higher for the SR method than for the other methods.

When considering all networks in the Cell Collective, the time to calculate domains of in�uence

is comparable for the IBMFA and for the ground-truth; moreover, there is a clear dependence

on the size of the networkN (see Fig. 5.5c). This time is on average greater than the time

to �nd domains of in�uence using the DNF or LUT methods on a GTN, while the time to �nd

domains of in�uence using the SR method is more variable and is sometimes much greater than

the IBMFA or the ground-truth. None of the GTN-based methods are characterized by a clear

relationship between computational time and network size. If considering the total LUT size for

each node in the network, however, a clearer relationship is seen, as running times of GTN-based

approximations tend to increase exponentially based on total LUT size (Fig. 5.5d).

5.4 Discussion

In this chapter, I present results of a systematic analysis that compares the performance of different

types of approximate methods in estimating the in�uence of seed nodes in Boolean networks.

I focus speci�cally on a corpus of 74 real-world biological networks from the Cell Collective

repository [22]. As in Chapters 3 and 4, seeds are nodes in the network whose dynamical state is

pinned. Here, however, I focus on the problem of determining the domain of in�uence of a seed

set; that is, the set of nodes whose long-term dynamical state becomes deterministic following a

perturbation that pins the state of the seed nodes.

Calculating the domain of in�uenceD(X ) is useful for target control problems where the goal
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Figure 5.5: Computational time for the estimation of the domain of in�uence in real net-
works. (a) Average time required to estimate domains of in�uence in theDrosophilasingle-cell
segment polarity network (sizeN = 17) [20]. Results are shown for the ground-truth domain of
in�uence (GT) as well as approximate domains of in�uence as estimated by the individual-based
mean-�eld approximation (IBMFA) and three different GTN representations whose transfer func-
tions are de�ned by the node look-up tables (LUT), by disjunctive normal form (DNF) of logical
expressions, and by schematic redescription (SR). Results are averaged over all seed sets of a given
size. The maximum degree of this network iskmax = 4. In this network, GTN methods perform
much quicker than the IBMFA or the ground-truth. (b) Same as panel a, but for the EGFR & ErbB
Signaling network (N = 104) [407]. The maximum degree of this network iskmax = 14. In this
network runtimes are similar except for the SR method, which takes much longer than the others.
(c) Average time required to estimate domains of in�uence for networks in the Cell Collective.
Results are averaged over all seed sets of size1. Each point in the plot is a network; time is plotted
as a function of the network sizeN . (d) Same as in panel c, but time is plotted as a function of the
total size of all node look-up tables in the network, i.e.,

P N
i =1 2k i .
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is to �nd driver nodes to force the expression of a speci�c subset of variables in the network to

desired states (for example, ensuring that the node Apoptosis is active,� Apoptosis = 1, in a cancer

cell model). The domain of in�uence is also useful for other control problems; for example, if

jD (X )j = N , then it is clear that the seed setX is capable of driving the network to a �xed

point attractor (see Chapter 3). Similarly, knowledge ofD(X ) is useful in observability problems

where, for example, the network attractor can be inferred from knowing only a small set of sensor

nodes,X . I utilize two types of methods to estimate the domain of in�uence: the individual-based

mean-�eld approximation (IBMFA) from Chapter 4, and a novel graph-theoretic approach that

generalizes previous attempts at �ndingD(X ) using causal inference [216, 242] (for an example

of a causal inference approach, see Chapter 3).

Speci�cally, I introduce the generalized threshold network (GTN) as a graphical representa-

tion of the state space of a discrete dynamical system taking place on a network structure (i.e., a

graph dynamical system). The GTN is useful in that its construction is ambivalent towards the

structural representation of the transfer function. As such it can recreate the expanded network or

the dynamics canalization map, both of which rely on speci�c representations of the node transfer

functions. By contrast, the GTN transfer functions can be created from disjunctive normal form

(DNF) of the node update expressions, schematic redescription (SR) of the node look-up tables,

directly from the node look-up tables (LUT) without further simpli�cation, or from any other pos-

sible form available (e.g., directly from a mathematical expression). This �exibility allows to study

which representations are ef�cacious in uncovering dynamical information about a network as, for

example, the domain of in�uence of seed sets. As such, the GTN offers a uni�ed framework for

�nding node in�uence in various dynamical graph representations of discrete systems.

In order to elucidate which methods are best able to estimate the domain of in�uence, I compare

both running times and performance metrics such as size, similarity, recall, precision, and rank-

order of seed set in�uence across networks. In terms of computational complexity, the time to

create a GTN from DNF, SR, or LUT form is much slower than the time to �nd an in�uence setSX

on the same network, which is a direct estimate of the domain of in�uenceD(X ). The complexity
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of all three representations - DNF, SR, and LUT - depends on the sparsity of the network. SR

in particular is fast in low-degree networks but quickly becomes computationally intractable as

the node degree is increased. By contrast, the running time of the IBMFA depends on the size of

the network and, although it runs slower in low-degree networks compared to the other methods, it

takes much less time in networks with many high degree nodes. In terms of performance, the DNF,

SR, and IBMFA methods perform similarly across all metrics; all three underestimate the true size

of the domain of in�uence, but perform much better than the naive LUT method.

In particular, the DNF and SR methods provide nearly identical approximations. I note that

I relied on pre-existing logical expressions in the Cell Collective for the DNF method, and that

such expressions are not in general available for all networks. However, it is also possible to create

DNF expressions from the prime implicants of a node's look-up table. This was used to �nd DNF

expressions on the expanded network [250, 242]; �nding prime implicants is also the �rst step of

the two-symbol schematic redescription used to create the DCM [19]. As an alternative to the DNF

method, therefore, I �nd the disjunctive normal form expression of the prime implicants (PI) of a

node's LUT rather than using the node logical expressions, and use this method to approximate

domains of in�uence for networks in the Cell Collective. The results of the DNF and PI methods

are nearly identical in terms of size of the domain of in�uence and similarity to one another,

although the PI method generally has a longer running time (see Fig. C.6). If logical expressions

are lacking for a given network, therefore, a researcher may use the Quine-McCluskey algorithm

[215] to �nd prime implicants and put these into disjunctive normal form. If the network is sparse

enough to allow for ef�cient computation, the researcher may further use two-symbol schematic

redescription to slightly improve performance.

As an alternative, the IBMFA may be used. This method performs better than DNF or SR

in terms of size, similarity, and recall, and similar in terms of rank-order of seed set in�uence,

as compared to the ground-truth. The disadvantage to the IBMFA is that it occasionally predicts

false positives, leading to lower precision than the GTN methods which do not predict any false

positives (as they rely on causal inference of variable states). Thus, there is a tradeoff between
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recall and precision when choosing methods. The IBMFA is best when recall is favored, whereas

the GTN methods are useful in situations where precision is most important.

In certain situations, the LUT method may be useful as well. Even though it performs the worst

in terms of size, similarity, and recall, it has perfect precision and the Spearman rank correlation

coef�cient of the seed set in�uence compared to the ground-truth is better than using degree cen-

trality (� > 30%across the Cell Collective). The runtime of the LUT method may also be better

than DNF or SR for denser networks.

I stress that the results of this chapter are affected by some limitations. For example, the

estimates of the ground-truth domain of in�uence depend on sampled con�gurations that constitute

only a small fraction of the actual state space for most of the networks I tested and, as such,

are prone to predict false positives. Some of the gaps in size, similarity, and recall seen by the

methods tested here may be due to these errors; however, these gaps were also con�rmed in small

networks with exact calculations of the ground-truth (see Fig. C.5). Another major limitation

is that these methods were tested only on biological networks of moderate size from the Cell

Collective repository. It is unclear how different methods would perform in larger networks or in

non-biological networks. Further research is needed, therefore, to draw strong conclusions about

the ef�cacy of each approach.

Despite such limitations, this work is a step towards understanding how the behavior of discrete

networks can be effectively and ef�ciently predicted, and furthermore, how a dynamical system can

best be represented structurally so that useful inferences can be made on the system's state, despite

only having partial knowledge of the starting conditions. This work further describes when it may

be useful to use such a graph dynamical representation (i.e., on sparse networks, to avoid false

positives) and when it may be better to use an approximation such as the IBMFA (i.e., on denser

networks, when recall is favored over precision).
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CHAPTER 6

CONCLUSION

Understanding the in�uence of individual variables on multivariate nonlinear dynamics is a crucial

part of trying to characterize, predict, and control complex systems. Such in�uence has been stud-

ied broadly in order to understand many different phenomena in network science, from the spread

of perturbations [51, 210, 211, 213] to causal inference [17, 298, 216, 18, 19, 250] to control [294,

246, 247, 245]. However, exact calculation of in�uence in general complex networks is a NP-hard

problem and, therefore, such methods offer approximate solutions. As such, the understanding

of how to de�ne in�uence and how to measure it is still an active area of research. Furthermore,

some methods require iterating network con�gurations which assumes a complete knowledge of

the state of the network. Given that the state of the network may, in practice, be unknown or dif-

�cult to calculate, it is helpful to understand in�uence without relying on this information. The

contribution of this dissertation is to offer computationally feasible methods that allow to measure

in�uence with incomplete, partial knowledge of the network state.

Toward this end, several different problems are addressed and novel methods are introduced to

help solve them; Chapter 3 addresses the problem of dynamical modularity, Chapter 4 addresses

the dual problems of in�uence maximization and attractor control, and Chapter 5 addresses the

problem of target control. For simplicity, I focus only on the simple case of deterministic, network-

based discrete dynamical systems. This includes cases where there is a dynamical process con-

strained by an existing network structure (e.g., an infection spreading through a contact network)

or cases where the network structure itself is de�ned by the dynamical interactions (e.g., a network

composed from protein and gene interactions).

The problem of dynamical modularity seeks to partition a complex system into separable func-

tional components. The goal here is to �nd such components that have high dynamical intra-

dependency (the state of individual nodes within the component affect the state of other nodes
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in that component) and low dynamical inter-dependency (the state of individual nodes within a

component do not affect much the state of nodes in other components). An ideal case study for

understanding dynamical modularity is biological networks, as these networks are known to be

modular; this modularity is proposed to affect not only the network organization and its adaptabil-

ity, but evolvability of the organism as well.

To address this problem, I utilize the concept of pathway modules (sequences of node state

updates which are guaranteed to occur following a perturbation) which were previously introduced

but not formalized [19]. I formally de�ne what a pathway module is and give an algorithm for

how to discover it on a dynamics canalization map. I then introduce a novel conception of how

different pathway modules may interact, recognizing that multiple pathways may be active simul-

taneously as transient dynamics unfold towards a network attractor. Speci�cally, I de�ne synergy

between pathway modules, and use this de�nition of synergy to de�ne complex modules. Complex

modules are pathway modules that are maximal in length and whose seeds have synergy between

them. Importantly, all other pathway modules are either subsumed by a complex module or can be

described as the composition of multiple complex modules; this means that complex modules are

the `building blocks' of the network dynamics. This helps to greatly reduce the space of possible

pathway modules representing the entire dynamical state space of the network to those that best

characterize the dynamics of the system. I then de�ne a measure of dynamical modularity that

utilizes these dynamical components and �nds the complex modules that are most separable from

one another. I apply this methodology to characterize dynamics in theDrosophila melanogaster

single-cell and parasegment segment polarity networks (SPN), and I measure the dynamical mod-

ularity of these networks. Furthermore, by utilizing the measure of mean dynamical modularity,

I am able to compare thedrosophilaSPN to other genetic regulatory networks (GRNs) of similar

size.

The problem of in�uence maximization seeks to �nd the seed set that has maximal effect on

a network. This is traditionally de�ned for problems of social contagion, where an `infection'

(representing an idea or innovation) is introduced into a population of susceptible individuals; the
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seed set with maximal effect, therefore, is that which can spread the infection the furthest in the

network. However, this problem can be generalized to other types of networks, such as biological

networks where node states are reversible. In this case, maximal effect can be measured instead by

the resulting entropy of the network con�guration, assuming a seed set is perturbed while the rest of

the network state is maximally uncertain (that is, for a Boolean network, each node has probability

s = 0:5 of being active and in state 1 and therefore has an equal probability of being inactive and

in state 0). This problem is then a dual problem to that of attractor controllability, where the goal

is to �nd a set of driver nodes that are guaranteed to drive the network dynamics to an attractor of

interest. Obviously, the maximal in�uence that a seed set can have is when the resulting entropy of

the network con�guration is zero; this is equivalent to knowing the con�guration of the network,

which means that the network is in a �xed point attractor or in a transient con�guration that is in

an attractor basin. Maximal in�uence, therefore, is equivalent to attractor control.

To address this problem, I utilize the literature on mean-�eld approximations to develop an

individual-based mean-�eld approximation (IBMFA); unlike traditional mean-�eld approaches

which average over the dynamical rules or the connectivity of the network, thus representing an

ensemble of networks with the same rule set or degree distribution, the IBMFA takes no such av-

erages and is speci�c to the network under study. It is able to calculate individual node activation

probabilities ef�ciently, by neglecting dynamical correlations between variables and assuming that

each possible entry in the node's look-up table (LUT) is equally likely. Although this is a strong

assumption, I �nd that the IBMFA predicts well the actual dynamics of the network as measured

by simulations, for both random Boolean networks (RBNs) and biological networks from the Cell

Collective repository. I then use the IBMFA to measure node in�uence in speci�c networks, such as

thedrosophilaSPN and the ER+ breast cancer network, and �nd that the IBMFA is able to predict

results that were seen previously in the literature. Furthermore, I develop a greedy optimization al-

gorithm that is able to �nd a minimal driver set that results in zero entropy of the predicted network

con�guration; that is, a driver set towards an attractor of the network. This greedy optimization

algorithm can further be constrained to �nd a driver set towards a known attractor by restricting
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its selections to be in line with node states that are found in the desired attractor; as such, it can

estimate the minimal driver set to �nd that attractor. I use the unconstrained greedy optimization

algorithm to �nd minimal driver sets towards attractors in RBNs and biological networks and �nd

that the relative size of the minimal driver set does not depend on the network size, but rather only

on the degree for RBNs. Further, biological networks are characterized by small minimal driver

sets, such that for about 65% of the networks analyzed, the minimal driver sets contain less than

20% of the nodes, and for more than 80% of the networks analyzed, the minimal driver sets con-

tain less than 30% of the nodes. I also apply the constrained greedy optimization algorithm to �nd

minimal driver sets to known attractors of biological networks and �nd that the results are in good

alignment with previous literature.

Finally, the problem of target control seeks to �nd a seed set whose perturbation is guaranteed

to result in speci�c states for a set of target variables. This is particularly helpful in determining

minimal interventions to reach desired states or avoid unwanted states (e.g., an apoptotic state

or proliferative state, respectively, in a cancer-cell growth model). The problem of target controls

requires knowledge of the in�uence of a seed set in terms of which other node states are guaranteed

to be reached if that seed set is perturbed; this set of guaranteed node states is called the domain of

in�uence of the seed set. The problem then becomes how to best estimate this domain of in�uence

for a given seed set.

To address this problem, I utilize the methods already seen here (pathway modules and the

IBMFA) along with other graph dynamical methods in the literature (speci�cally, the logical inter-

action hypergraph, the expanded network, and the dynamics canalization map). Given the amount

of overlap between different graph dynamical methods, I introduce the generalized threshold net-

work (GTN) to generalize these approaches. Like these methods, the GTN logically captures all

dynamics in the network; however, unlike any speci�c method, the GTN is ambivalent to the struc-

tural representation of the transfer function. It can be constructed from disjunctive normal form of

node logical expressions (DNF) as is used for the logical interaction hypergraph or the expanded

network, from schematic redescription of node look-up tables (SR) as is used for the dynamics
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canalization map, naively from look-up tables without any further logical reduction (LUT), or in

other ways (such as directly from mathematical expressions). The GTN is thus useful to study how

the structural representation of the transfer function affects the accuracy of dynamical inferences

made, such as when estimating the domain of in�uence of a seed set via a breadth-�rst search on

the GTN. The IBMFA can also estimate the domain of in�uence of a seed set by predicting which

node states become certain (i.e., activation probabilitys = 0 or s = 1). I compare three different

GTN representations (LUT, DNF, and SR) and the IBMFA to a ground-truth estimate of the do-

main of in�uence based on sampled network con�gurations. I �nd that the DNF, SR, and IBMFA

methods actually predict very similar domains of in�uence of seed sets for biological networks

from the Cell Collective. The IBMFA does somewhat better at recall of node states in the domain

of in�uence, but worse at precision. All three methods underestimate the true domain of in�uence,

but all perform better than the naive LUT method. In terms of runtime, the IBMFA is slower in

low-degree networks, but is quicker as the average degree of the network increases.

Each of these problems - dynamical modularity, in�uence maximization, and target control -

is related to node in�uence, but treats it somewhat differently. Dynamical modularity, as de�ned

in Chapter 3, requires to calculate the pathway module set for each possible seed set, which is

an estimate of that seed set's domain of in�uence. The goal, however, is to �nd seed sets that

have synergy between the seeds; this synergy is used to reduce the exponential complexity of the

dynamical state space to a much more concise description (a network cover) that best characterizes

the network's dynamical and functional organization. In Chapter 5, by contrast, calculating the

domain of in�uence of each seed set is the end goal, as this elucidates which targets are controlled

by perturbing which seeds. Both cases, however, consider the direct in�uence of seed sets, which

describes the causal, mechanistic operations of the network dynamics (e.g., the ability to say that

nodei in state� i (t) directly causesj to be in state� j (t0) for some future timet0 > t ). This does

not therefore deal with indirect effects of in�uence (e.g., the ability to say that nodei in state� i (t)

increases the probability thatj is in state� j (t0) for some future timet0 > t ).

The GTN is well-poised to address these problems by allowing for the calculation of in�uence
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sets resulting from the perturbation of a seed set. This calculation is not unique to the GTN.

The determination of an in�uence set on a GTN based on a DNF representation is equivalent to

calculating the logical steady states of a network [17, 216] or calculating the logical domain of

in�uence on the expanded network [242], while determining an in�uence set on a GTN based on a

SR representation is equivalent to calculating the pathway module set on the dynamics canalization

map (see Chapter 3). However, as the GTN generalizes these approaches, I will simplify the

discussion by referring only to GTNs with DNF or SR representations. Furthermore, because the

GTN generalizes these other approaches, it inherits the methods that work on these individual

graphs. For example, stable motifs (partial �xed points of the network dynamics) are de�ned on

a GTN the same as they are de�ned on an expanded network [97, 250], the only difference being

that the set of original and complementary nodes in the expanded network is replaced with the set

of state nodes in the GTN and the set of composite nodes in the expanded network is replaced

with the set of threshold nodes in the GTN. Similarly, pathway modules, complex modules, and all

types of module interaction are de�ned on a GTN equivalently to how they are de�ned on a DCM,

the only difference being that the set of s-units in the DCM is replaced with the set of state nodes

in the GTN and the set of t-units in the DCM is replaced with the set of threshold nodes in the

GTN. As such, the GTN can be used to �nd dynamical modularity of a network (i.e., decouplable,

maximal in�uence paths with synergy between seeds).

A search on a GTN is the same as the calculation of direct, causal in�uence; by contrast, the

GTN does not estimate indirect effects. As such, in any network without logical contradictions,

any GTN representation will have perfect precision when estimating the domain of in�uence of a

seed set; because all dynamical interactions are captured, it is impossible to predict false positives

as a path on a GTN cannot be followed to a state node unless the logic of the node's inputs are

satis�ed such that the inputs cause the transition of the node to that state1. As seen in the results of

Chapter 5, however, a search on a GTN does not have perfect recall. Recall depends on the logical

1This assumes pinning perturbation and synchronous update. Pinning the seed set provides a constant signal that
overrides any other dynamics present in the network. Synchronous update assumes that every node is updated once
before any other node is updated again. Other update orders could result in a node transitioning to multiple states
before its neighbors are updated; more is said on this topic below.
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inference that can be made concerning whether or not a state node is reachable by a path on the

GTN; this in turn depends on the structural representation of the transfer functions as this encodes

how much information is needed to make such inferences. As the transfer function is reduced -

and the resulting GTN representation is simpli�ed - recall improves; thus, the DNF representation

performs better than the LUT, and the SR representation performs the best overall. However, none

of these representations have perfect recall. Pinning a seed set constrains the dynamical state space

of a network, and in this constrained space a nodei may have constant state� even though the

seed set does not appear to directly cause this transition and even though there may not be a path

between the seed set and state nodei -� in any GTN. The true domain of in�uence, therefore,

captures correlations between variable states that are not captured in the causal structure of the

GTN. However, these correlations may be captured by using approximate approaches such as the

IBMFA.

The third problem, in�uence maximization, cannot be solved well by a GTN representation

because maximizing in�uence depends on the indirect effects of a seed set as well as the direct

effects; that is, a node's full in�uence depends not only on its domain of in�uence but also on how it

constrains the total dynamical state space of the system2. This can be measured instead by �nding

the entropy of the probable network con�guration. Assuming that every con�guration is equally

likely at arbitrary timet = 0, the probability of binary states for a node isP(� = 0) = P(� =

1) = 0:5. As the dynamics of the network unfold from timet, these probabilities will change until

they converge or oscillate (as individual con�gurations must end up in either �xed points or limit

cycles); the in�uence of a seed set in this case is inversely proportional to the average entropy of

the node activation probabilities following a perturbation. This con�guration in�uence tells how

the seed set constrains the dynamical state space of the network and what probable con�guration

results from its in�uence. As such, the IBMFA is ideally suited to estimate con�guration in�uence

as it predicts node activation probabilities.

It should be noted that GTN methods, in addition to the IBMFA, can be used to address the
2This is the de�nition of in�uence maximization used in Chapter 4; an alternate de�nition could be constructed

that only considers direct in�uence, but this is a more constrained de�nition than the one used here.
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dual problem of attractor control. If an in�uence set denotes the state of every variable in the

network (that is, it has size equal toN ), then the network con�guration is known and the seed

set is equivalent to a driver node set. Causal methods have therefore been applied to attractor

control [19, 250], as was seen also in Chapter 3 by �nding minimal control sets to attractors of

thedrosophilaSPN. However, control to a speci�c attractor in such cases requires an exponential

search over possible driver node sets in order to �nd one that reaches the attractor. Causal inference

methods are therefore limited in �nding attractor control ef�ciently; furthermore, the eventual set

found is not guaranteed to be minimal. The IBMFA, by contrast, can be used to predict network

con�guration entropy which can be utilized by greedy optimization algorithms to estimate this

minimal driver node set directly in polynomial time. Similar heuristics could be applied to GTNs

as well, but this is an area that so far has not been explored; it's possible GTNs will be limited in

accuracy in this case since they do not factor in indirect in�uence.

Despite the diversity of the problems addressed and the de�nitions of in�uence used, there

is much overlap between the methods presented. Each requires only a partial knowledge of the

network state: GTN methods explicitly assume the seed set is known and all other node states

are unknown until they are reached by a path on the GTN. The IBMFA similarly assumes that

the seed set is known (seed activation probabilities equal tos = 1 or s = 0), while every other

node state is unknown initially (s(t = 0) = 0 :5). The ensuing predictions thus average over the

ensemble of con�gurations compatible with this starting condition. Furthermore, each method

relies on an iterative update, where single node interactions are considered at each time step; these

node interactions are exact for GTN methods, while the IBMFA gives a statistical estimate based

on the node look-up tables. As each method starts with knowledge of (usually only a very small)

part of the state space, they are able to show how such micro-scale interactions give rise to global

properties of the network, such as its modular organization or its attractor landscape. As the results

presented herein show, very small seed sets can drive such global properties, which hints at how

complex dynamics can emerge from simple interactions, a tenant of the complex systems �eld.

While similar, each method used in this dissertation has advantages and disadvantages, de-
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pending on what problem it is being used to address and depending on the speci�cs of the network

under study (see Table 6.1). The GTN formulation offers a �exible dynamical graph representation

that provides a logically complete mapping between any network con�guration and the next deter-

ministic con�guration (the same as a state transition graph)3; at the same time, it describes local

variable interactions through a structural representation of the node transfer functions. Thus, the

GTN simultaneously encompasses both the micro-scale (variable state transitions) and the macro-

scale (network state transitions) dynamics of a network. However, the process of building the GTN

may be highly non-trivial, depending on the form of the transfer functions. The most straightfor-

ward way is to construct a LUT representation directly from node look-up tables without having

to do any further reduction of the node transfer functions. This LUT representation allows for

inference to be made on a partial network state, which is something that the state transition graph

cannot do. Furthermore, it was shown to have over 40% similarity with the ground-truth domain of

in�uence across seed set sizes and across networks in the Cell Collective. Unfortunately, all GTN

methods increase the size and complexity of the network under study as compared to the original

graph. The LUT representation has the most complexity of the GTN methods considered, with

upper bounds on the number of nodes and edges given in Chapter 5.

The DNF and the SR representations improve upon the LUT representation. Both allow for

greater inference, which increases recall of the domain of in�uence and accuracy of in�uence sets

resulting from seed set perturbation. Both also provide more compact GTN representations, at the

cost of a longer time needed to create the network as the average degree increases. Both provide an

exact, causal description of the network dynamics and as such are good methods to use to calculate

dynamical modularity; as dynamical modularity seeks to understand the dynamical organization

of a network, it is arguably preferable to consider only causal effects and not correlations between

variables as the true domain of in�uence captures. Both representations may also be used as

good estimates of the domain of in�uence, although they tend to underestimate the actual value.

3Consider that a seed set may include all nodes,jX j = N , representing a network con�guration; a breadth-�rst
search on the GTN with pulse perturbation (i.e., without pinning) then gives each resulting deterministic con�guration
of the network until a repeat con�guration is reached (representing a �xed point or limit cycle). The GTN therefore
recreates the state transition graph.
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Neither considers indirect effects, however, and thus they are not good predictors of con�guration

in�uence.

The DNF method, as presented in Chapter 5, is generally quicker than SR as it can be cre-

ated from pre-existing logical expressions for the node transfer functions. The runtime depends

on how easily each logical expression, as given, and its negation can be converted to disjunctive

normal form, and as such can be variable, even for networks with the same degree distribution.

This method obviously cannot be used if such logical expressions don't exist for a network; in

this case, the researcher must rely on the node look-up tables when creating the GTN (or a mathe-

matical expression, if one exists). The Quine-McCluskey Boolean minimization algorithm can be

used to reduce a look-up table to its prime implicants; these prime implicants can then be put in

disjunctive normal form. This generally takes longer than using pre-existing logical expressions,

but it improves recall slightly for networks in the Cell Collective. Finally, a researcher may addi-

tionally use two-symbol schematic redescription to further reduce the node look-up tables. This

SR method similarly slightly improves recall of the domain of in�uence; the biggest drawback to

using the SR method, however, is that it runs very slowly compared to the other methods as the

maximum degree of the network increases.

Each GTN method has running time exponential in the maximal degree of the network and thus

their use is limited to sparse networks. However, the advantage of using a GTN is that this work

is done upfront, when the graph is �rst created. Afterwards, an in�uence set can be calculated

in running time that is linear with the number of edges; although the number of edges is greater

than the original network, the runtime of the BFS algorithm on each GTN representation was very

quick when tested on the biological networks of the Cell Collective. The GTN thus provides a

way to deal with the exponential complexity of the problem once and then greatly reduces this

complexity afterwards4. As such, inferences on an existing GTN can be made quicker than by

using the IBMFA or by calculating simulations.

4Some of this complexity is translated from time complexity to space complexity, as the size of the GTN is larger
than the size of the original graph; however, as Fig. C.1 shows, the increase of the number of nodes and edges tends
to be polynomial, and even linear for the SR representation, for biological networks.
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Method Advantages Disadvantages Use Cases

GTN
(general)

� Flexible representation of
node transfer functions

� Increased size/complexity
compared to original graph

� Dynamical
modularity

� Logically complete mapping
of network dynamics

� Slow creation time in
high-degree networks

� Target
control

� Perfect precision in
estimating DOI

� Can't estimate
indirect in�uence

� Attractor
control (limited)

� Exact/causal representation
� Fast inference once created

GTN
with DNF

� Same as GTN (general) � Same as GTN (general)
� Same as

GTN (general)
� Better inference than

naive methods
� Created directly from

logical expressions

GTN
with SR

� Same as GTN (general) � Same as GTN (general)
� Same as

GTN (general)
� Best inference of

GTN methods
� Slowest runtime out of

methods on dense networks

IBMFA
� Estimates direct and
indirect in�uence

� Inexact approximation
of node dynamics

� In�uence
maximization

� Can estimate the
network con�guration
(all node states)

� Slower runtime than GTN
methods in low-degree

networks

� Attractor
control

� Good recall in
estimating DOI

� Imperfect precision in
estimating DOI

� Target control

� Greedy optimization
�nds driver nodes

� Dynamical
modularity

� Fastest runtime out of
methods on dense networks

Table 6.1:Comparison of methods used in this dissertation.Advantages, disadvantages, and
use cases of each method are listed here; methods include generalized threshold networks (GTN
general), GTNs speci�cally with disjunctive normal form representation (GTN with DNF), GTNs
speci�cally with schematic redescription representation (GTN with SR), and the individual-based
mean-�eld approximation (IBMFA). DOI here refers to the domain of in�uence of a seed set.

The IBMFA, by comparison, is more versatile than the GTN methods and perhaps the best

general-use method of those presented here. It runs on the original network and relies only on the

node look-up tables without any additional reduction of the node transfer functions being neces-
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sary. It considers both direct and indirect in�uence of a perturbed seed set, meaning that it can

estimate dynamical modularity, domains of in�uence, and con�guration in�uence. In Chapter 4, it

was shown to predict well the ground-truth node activation probabilities and entropy of the network

con�guration; in Chapter 5, it was shown to predict well the ground-truth domain of in�uence of

a seed set. The IBMFA has better recall than the other methods in terms of predicting the domain

of in�uence, and it predicts better the true size and membership of the set. Additionally heuris-

tics based on the IBMFA probabilities, such as the greedy optimization algorithm introduced in

Chapter 4, provide good estimates of the minimal driver node sets for attractor control. Finally,

the IBMFA is faster than the GTN methods as the maximal degree of the network increases. The

primary disadvantages to the IBMFA is that it does not have perfect precision in predicting the

domain of in�uence (as it tends to predict some false positives) and that it runs slower than the

GTN methods in low-degree networks.

In order to untangle the overlapping use cases between these methods, I further provide the

following prescription of when each one may be used. This is broken down by the type of problem

(attractor control, target control, or dynamical modularity); the �nal section considers which GTN

representation to use when a GTN method is chosen.

Attractor Control)

� If there are few, known attractors: Consider using the method ofBorriello and Daniels

[355] which �nds driver node sets that distinguish between known attractors. This method

is ef�cient when there are few attractors to differentiate or when there are many input nodes

to differentiate them. The disadvantages to this method are that the attractor landscape must

already be known and that it has exponential complexity in general. The resulting node

set may also not be minimal; consider comparing to the constrained greedy optimization

algorithm from Chapter 4 that utilizes the IBMFA to predict node activation probabilities. If

exactness is needed, verify that this solution can reach an attractor by �nding the solution's

in�uence set on a GTN. If the in�uence set is equivalent to the attractor, then the solution
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does indeed control to that attractor (note that it still may not be minimal); if it does not, then

simulations or brute-force enumeration is needed to verify the solution.

� If a speci�c attractor is wanted; the attractor landscape may be large or unknown: Use the

constrained greedy optimization algorithm from Chapter 4 that utilizes the IBMFA to predict

node activation probabilities. To verify the solution, follow the steps outlined above.

� If an unknown attractor is wanted; the attractor landscape may be large or unknown: Use

the unconstrained greedy optimization algorithm from Chapter 4 that utilizes the IBMFA to

predict node activation probabilities. To verify the solution, follow the steps outlined above.

� If the attractor landscape is unknown and discovery of this landscape is desired: Consider

using stable motifs on the expanded network or on a GTN to discover �xed points and the

�xed portions of limit cycles [97]. The disadvantage to this method is that is has exponential

complexity in general. If this is an issue, sample from the network con�gurations to discover

attractors. The driver node set predicted by successively �nding stable motifs towards a

given attractor [250] may not be minimal; consider comparing to the constrained greedy

optimization algorithm from Chapter 4 that utilizes the IBMFA to predict node activation

probabilities. To verify the solution, follow the steps outlined above.

Target Control)

� If the network is sparse: If most nodes have low degree, consider creating a GTN from either

DNF or SR representation (see bullet points on GTN Inference below) to �nd in�uence sets.

To improve recall, consider using the IBMFA. Simulations or brute-force enumeration can

be used to verify the solution.

� If the network is dense: If GTN creation takes too long or if recall is prioritized, use the

IBMFA to predict domains of in�uence. To improve precision, consider using a GTN repre-

sentation (if computationally possible). If a node state predicted by the IBMFA appears in a

GTN in�uence set, then this node state is a true positive; if it does not appear the node state
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may still be a true positive, but it could also be a false positive. Simulations or brute-force

enumeration can be used to verify the solution.

Dynamical Modularity)

� If the network is sparse: If most nodes have low degree, create a GTN from either DNF or

SR representation (see bullet points on GTN Inference below) to �nd in�uence paths and use

these to �nd complex modules and determine dynamical modularity. If the network is too

large to �nd an exact solution, use the greedy selection algorithm from Section 3.2.3.

� If the network is dense: If GTN creation takes too long, use the IBMFA to predict in�uence

paths/sets (by identifying nodes with certain probabilities for each time stept, similar to

predicting the domain of in�uence) and use these to �nd complex modules and estimate

dynamical modularity. If the network is too large to �nd an exact solution, use the greedy

selection algorithm from Section 3.2.3.

GTN Inference)

� If the network is sparse enough: Create a GTN using a SR representation. Knowing what is

`sparse enough' is dif�cult as this depends on both the degree distribution and the nature of

the transfer functions. As a rough rule of thumb, consider using the SR representation if the

maximum degree in the network iskmax < 10 and pre-existing logical expressions are not

given.

� If the network is less sparse: Create a GTN using a DNF representation if the extra compu-

tational time required to create a SR representation is not worth the slight improvement in

inference that it may provide. If pre-existing logical expressions are given, �nd the DNF rep-

resentation from these. If not, �nd prime implicants from the node look-up tables �rst, and

then �nd the DNF representation of these prime implicants. If �nding DNF is impossible,

the LUT representation may be used for basic inference.
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The methods presented in this dissertation build upon previous work done in causal inference;

these methods have traditionally been applied to intracellular biological networks to study direct

in�uence [216, 18, 19]. However, the applicability of discrete dynamical systems on graphs goes

beyond biology and such models are used in many other �elds, such as epidemiology, computa-

tional social science, game theory and economics, and ecology. There is a gap in the literature

as these causal inference methods have not, in large part, been applied to these other �elds. This

problem is compounded by the fact that labs working in the area appear to be siloed, resulting in a

duplication of effort and a duplication of terminology, with code for each method being written in

a different programming language. As such, even the general network model considered here has

many names (e.g., automata networks, logical models, discrete dynamic network models, graph

dynamical systems, etc.).

The introduction of the GTN allows for a cohesive framework that generalizes these other

approaches and which can go beyond the theory and applications already researched for these

methods. For example, the GTN can easily accommodate models that have more than two states

per node, as well as models where nodes have a heterogenous number of states (see Fig. C.7 for

an example); in such a model, a state node must be created for each node's possible states, and

threshold nodes are introduced to dictate the logic necessary to reach each speci�c state. The

IBMFA can easily be extended beyond the biological domain as well, and it can be applied to

other de�nitions of in�uence than those considered thus far. In the following sections, examples

are given of additional network models that the methods here can be applied to, as well as an

additional de�nition of in�uence.

6.1 Other Network Models

The following networks are described in terms of their GTN representation. However, the IBMFA

can easily be applied to each one as well. Each network has an associated set of transfer functions,

which can be represented as logical rules or as a look-up table, and the IBMFA can be applied to

this look-up table.
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6.1.1 Hypergraphs

Perhaps the simplest GTN model is a directed hypergraph (see Section 1.2.1); in this case, each

node has only one state and the threshold nodes are used to specify the nature of the hyperedges.

The example edgee = ( f i; j g; f kg) would be represented by three edges in the corresponding

GTN: one edge from nodei and one from nodej to a threshold node with threshold� = 2, and a

third edge from that threshold node to nodek. The associated logical rules here, e.g.,� k = � i ^ � j ,

de�ne how paths are traversed, rather than how the state of the system is updated in time. The

in�uence set of a seed is equivalent to the set of nodes reachable from that seed by a path on

the original hypergraph. This GTN representation is thus useful to clarify the connectivity of the

hypergraph and to specify node paths; note that the number of state nodes in the GTN is equal to

the size of the original graph in this case, but that threshold nodes and additional edges are added.

As this example demonstrates, an advantage of the GTN model is that it allows a description

of higher-order interactions (as captured by hypergraphs but not by regular graphs). Even though

every edge in a GTN connects only two nodes, an unbounded number of state nodes may be con-

nected within the same transfer function representation via the inclusion of intermediate threshold

nodes; this allows the GTN to represent any discrete, deterministic transfer function.

6.1.2 Epidemic Spreading and Social Contagion Models

Epidemic spreading or social contagion can be treated in a deterministic fashion using the lin-

ear threshold model (LTM) [84] (see Section 1.3.1); the LTM may be applied to many different

structural graphs (for example, a social contact graph). The Boolean transfer function of nodei is

described by:

Fi (~� N i (t � 1)) =

8
>>>><

>>>>:

1 , if � i = 1

1 , if 1
jN i j

P
j 2N i

� j � �

0 , otherwise

: (6.1)
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Essentially, nodei becomes active if a fraction� of its neighbors are active; once activated, it

cannot be inactivated. Note that here it's assumed that every inputj to nodei is weighted equally

such thatbi;j = 1=k, although this need not be the case. Here state 1 corresponds to the Infected

state and state 0 corresponds to the Susceptible state.

This model is converted to a GTN by creating state nodes for the Susceptible and Infected states

for each node,i -S andi -I (see Fig. C.8). Notice that Eq. 6.1 is of the form
� k

n

�
, wheren out of k

neighbors must be in state 1 (i.e., Infected) for the nodei to transition to state 1 (Infected). As such,

the transfer function for each nodei can be represented simply by creatingki edges fromi 's inputs

(in the Infected state) to a threshold nodej with threshold� = ki � and then one additional edge

from j to i -I (the Susceptible statei -S will have a corresponding threshold node with� = ki (1� � )

connected toki inputs in the Susceptible state). This model can easily be extended to include the

Recovered statei -R as well by including a simple recovery rule, e.g.,i -R(t)  i -I (t � 1).

The LTM with the Recovered state can be converted to different GTN representations. Fig.

C.9 shows two such representations. The �rst one is constructed causally, where each state node

i -I is connected, via a threshold node with� = 1, to state nodei -R. The second representation,

however, uses fuller inference to determine when a node is Recovered. For examplea-R andb-R

are connected, via a threshold node with� = 2, to state nodec-R. This is making the inference that

if a andbare both Recovered, then previously they were both Infected. If they were both Infected,

thenc was also Infected. Ifa andb are currently Recovered, thenc must also recover from its

infection in the next time step. However, the recovery ofa andb do not cause the recovery ofc,

per se, as each node's recovery is an independent process. This is an example, therefore, of how

a GTN can move beyond causal connections and incorporate correlations between variable states

as well. In this case, the in�uence set ofX = f (a; � a = R); (b; � b = R)g includes(c; � c = R),

whereas it would not if only considering the original representation.

Other epidemic models, such as the independent cascade model, are not deterministic and

therefore cannot be represented by a traditional GTN; rather, the model requires stochastic interac-

tions. This can be done by giving threshold nodes probabilistic, rather than exact, thresholds. For
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example, the threshold node between nodesa-I andb-I in Fig. C.8 would have threshold proba-

bility equal to the probability of infection (� = P(I )). In�uence paths on the GTN would become

probabilistic as well, similar to the IBMFA, and the resulting in�uence sets would then become

statistical estimates of the domain of in�uence (de�ned now as the expectation of node state values

resulting from an in�nite sample of con�gurations where the seed set is �xed). This Probabilistic

GTN is beyond the scope of this dissertation, and I leave it for future study.

6.1.3 Evolutionary Game Theory Models

Deterministic game theory models on networks can also be treated with the GTN in order to test

the adoption of strategies over time (see Section 1.2.4). In this case, the evolutionary process is

applied to a structural graph that describes the interactions between players. Each edge represents

one game played between neighbors5, while the Boolean transfer functions depend on the type of

game being played.

Here I consider two-player symmetric games (the available actions and payoffs are identical to

both players), including the Prisoner's Dilemma, Snowdrift (or Hawk-Dove), and Stag Hunt games.

The Stag Hunt game is a coordination game (the best strategy is to do the same as your neighbor),

while the Snowdrift game is an anti-coordination game (the best strategy is to do the opposite

of your neighbor); in Prisoner's Dilemma, meanwhile, the best strategy is always to defect. The

generic payoff matrixW of the game is

W =

0

B
@

WCC WCD

WDC WDD

1

C
A : (6.2)

WCC is the payoff from cooperating against a cooperator,WCD the payoff from cooperating against

a defector,WDC the payoff from defecting against a cooperator, andWDD the payoff from defect-

ing against a defector. For example,WCC = 1, WCD = � 0:5, WDC = 1:5 andWDD = 0 for the

5Note that the adjacency matrix is symmetrical in this case; if the edgeeij exists, then the edgeeji must exist as
well. Games with more than two players can be represented by hyperedges.
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Prisoner's Dilemma;WCC = 1, WCD = 0:5, WDC = 1:5 andWDD = 0 for the Snowdrift game;

WCC = 1, WCD = � 0:5, WDC = 0:5 andWDD = 0 for the Stag Hunt game.

The state� i (t) = 1 indicates that nodei is a cooperator at timet, while � i (t) = 0 indicates that

nodei is a defector at timet. Nodes update their state based on their strategy; I offer two strategies,

namely tit-for-tat (TFT) and deterministic best response (DBR). In TFT a node simply copies the

action of the majority of its neighbors, with a preference for cooperation. In other words, it is

similar to a LTM with linear activation threshold� = 0:5. The Boolean transfer function of nodei

playing TFT is

Fi (~� N i (t � 1)) =

8
><

>:

1 , if 1
jN i j

P
j 2N i

� j � 0:5

0 , otherwise
: (6.3)

According to DBR, a node chooses the action at timet that would have yielded the best payoff

at timet � 1. The Boolean transfer function of nodei playing DBR is

Fi (~� N i (t � 1)) =

8
>>>><

>>>>:

1 , if (WCC � WDC )
P

j 2N i
� j

+( WCD � WDD )
P

j 2N i
(1 � � j ) � 0

0 , otherwise

: (6.4)

In other words, each node calculates its strategy ahead of time based on all of the possible

actions of its neighbors6.

The resulting node look-up tables can be used to create a GTN using the DNF or SR represen-

tation. A seed set represents the adoption of a �xed strategy by one or more players (e.g., always

cooperate or always defect); an in�uence set represents the other player strategies that become

�xed based on this seed set. As such, a GTN can help to elucidate the in�uence of a strategy

within a game-theoretic population, as well as what network properties (such as connectivity, het-

erogeneity, or strategy distribution) are useful for cooperation, regardless of the initial conditions

apart from the �xed seed set. An example of how different games can be represented by a GTN is

shown in Fig. 6.1.

6If a nodei is isolated, the strategy is set constant (i.e.,� i (t) = � i (t � 1) for all t > 0 if ki = 0 ).
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Figure 6.1:GTN representations of game-theoretic models.(a) The look-up table (LUT) for
an agentd with three neighbors who is using the deterministic best response (DBR) strategy in a
stag-hunt (i.e., coordination) game. This LUT is identical to that of an agent using the generalized
tit-for-tat strategy that copies the state of the majority of its neighbors. Here the state 0 corresponds
to defection, while the state 1 corresponds to cooperation. (b) The GTN representation of the LUT
in panel a. For compactness, I display only the nodes and edges of the GTN that concern the acti-
vation of noded. (c) The LUT for an agentd with three neighbors who is using the deterministic
best response (DBR) strategy in a snowdrift (i.e., anti-coordination) game. (d) The GTN represen-
tation of the LUT in panel c. For compactness, I display only the nodes and edges of the GTN that
concern the activation of noded. (e) The LUT for an agentd with three neighbors who is using
the deterministic best response (DBR) strategy in a prisoner's dilemma game. (f) The GTN repre-
sentation of the LUT in panel e. Notice that in this case the chosen strategy ofd is unconditional
defection. As such,d's state is constant and does not depend on its neighbors; furthermore, the
stated-1 is disconnected from the rest of the graph.
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6.1.4 Quantum and Theoretical Physics Models

The GTN allows to probe the relationship between the structure and dynamics of a system. Any

GTN has an exact representation of the dynamics, in the sense that all variable transitions are

captured without ambiguity, as well as all transitions between system con�gurations. As such,

the original node look-up tables can be inferred from the GTN, and the original graphG and

the dynamical processD acting on that graph can be reconstructed from the GTN's structure7.

However, as seen in Chapter 5, the same dynamical process can be represented structurally in many

different ways. This poses questions, such as what is the structure that best captures dynamics and

what types of structures are suf�cient or insuf�cient to represent dynamics?

Although these questions are theoretical in nature, they could have practical signi�cance in

physical systems, especially if such network structures are assumed to exist, in some sense, in the

physical world. Quantum entanglement, for example, describes the binding of two particles, such

that observing the state of one particle determines the state of the other, even if the other particle is

in a superposition of possible states. This dependency suggests that there could be structural rules

that describe the dynamics of entanglement. If so, such rules could help to elucidate the physical

mechanism by which the dynamics operates.

Fig. 6.2 shows an example of a GTN structure representing a CNOT gate between a target

qubit (a quantum variation of the classical bit) and a control qubit, labeled ast andc respectively.

The CNOT gate does a controlled NOT operation on the target if the control is in state 1; thus,

CNOT((� t = 0; � c = 0) ) results in(� t = 0; � c = 0) (the same state), while CNOT((� t = 0; � c =

1)) results in(� t = 1; � c = 1) . The CNOT gate is used in many quantum algorithms because

it is possible to create entangled states from this operation [408]. Superposition is represented

in the �gure by the ambiguity of a node's state; the probability of a node being in each state

(0 or 1) is equal to the fraction of possible network con�gurations in which that state is 0 or

7This is referring to a GTN built from causal connections. If the GTN includes dynamical correlations, as in the
example in Fig. C.9, then reconstruction ofD would include spurious dynamical rules, such asc-R  a-R ^ b-R.
Furthermore, the same dynamical system can be represented by different interaction structures. For example, there
could be a self-loop frombto itself becauseb-R  b-I . However, an equivalent rule in this system isb-R  a-R; in
this case, no self-loop is necessary.
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Figure 6.2:GTN representation of the CNOT gate.(a) A GTN representation of a CNOT gate,
composed of two distinct subgraphs. One shows dependencies between the target qubitt and the
control qubitc; the other shows dependencies between the phase of the target qubit (labeled asx)
and the phase of the control qubit (labeled asy). If the initial state of the target is known to be 0
(indicated in orange and by double edges) and the state of the control is in a superposition (with
phasey-0 or y-1, indicated by yellow), then there are two possible paths that may be followed
in the graph (indicated by dashed lines), depending on what the (unknown) state of the control
is. (b) The same GTN is shown as in panel a. In this case, both the target and the control are in
superposition so the state oft andc are uncertain. However, if the initial phases are known to be
x-1 andy-0 (indicated in orange and by double edges), the resulting phases at timet + 1 arex-1
andy-1, indicating phase kickback from the target to the control variable.
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1, given perturbation of the seed set. For example, if the target state and the control state are

unknown (Fig. 6.2b), there are four possible con�gurations (ignoring the phase variablesx and

y): (� t = 0; � c = 0) , (� t = 0; � c = 1) , (� t = 1; � c = 0) , and(� t = 1; � c = 1) ; therefore the

probability of each con�guration is1=4 and the probability of each state is equal as well ((P(� t ) =

0) = ( P(� t ) = 1) = 0 :5 and likewise forc). The phase variablesx and y describe the type

of superposition thatt andc may be in, respectively. In this simple example, there are only two

possible options,x; y = 0; 1, which represent the quantum states+ and� , respectively8.

Fig. 6.2a shows entanglement between the target and the control qubits where the target is

initially in state� t = 0 and the control is in a superposition of states (with either phase� y = 0 or

� y = 1); this entanglement is shown by a resulting dependency between thet andc variables after

one iteration of the GTN. In this case there are only two possible con�gurations, ignoring the state

of the phase variables, namely(� t = 0; � c = 0) and(� t = 1; � c = 1) , the probability of each being

equal to1=2. This means that there is now a logical dependency between the two variables; either

t andc are both in state 0 ort andc are both in state 1. Finding out the state of one variable will

therefore elucidate the state of the second. Fig. 6.2b shows an example of phase kickback [409,

408, 410], where the phase associated with the target is moved to the control. Here, botht andc

are in superposition (i.e., their state is unknown) with phasesx = 1 andy = 0, resulting in the

in�uence setf x � 1; y � 1g. Here we see that the phase variabley has changed, even though it is

associated with the controlcwhich by de�nition does not change state during the CNOT operation.

It should be noted that the CNOT operation is represented in this GTN by one time iteration

and therefore all in�uence paths should be truncated and in�uence sets inferred only for timet = 1

(assuming only one CNOT gate is applied to the qubits). This is therefore a special one time-step

variation of a GTN. In some use cases, as for example creating a balanced oracle in the Deutsch-

Jozsa algorithm [411, 408], many CNOT operations are chained together which can be represented

by multiple GTNs, where the in�uence set of one GTN is used as the seed set to another, or by one

larger GTN where all CNOT gates are accounted for at once.

8For a very readable explanation of these states, see the digital textbook for Qiskit, a python package to simulate
quantum computation [408].
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The GTN representation used in Fig. 6.2 may seem cumbersome to calculate a one time-step

map; furthermore, it describes the interaction of only two qubits and it greatly simpli�es the possi-

ble phases (which do not need to be 0 or 1 but could be any intermediate value). However, I include

it here as a proof-of-concept that GTNs can be applied to quantum systems and can represent ab-

stract concepts such as superposition (where state probabilities are measured as the proportion of

con�gurations in which that state exists) and entanglement (seen as logical dependencies between

variables). Future work is required to understand the extent to which GTNs can be applied to

theoretical quantum computing [410].

If there are speci�c rules dictating the relationship between physical structure and physical

dynamics, it hints that there could be an equivalence between the two; that is, a system could be

described exactly by either dynamical rules or by a GTN structure. This implies that the dynamics

and structure of the system are uni�ed: while perceived as two different aspects, they are actually

the same thing. Some theories, such as loop quantum gravity, posit that the universe is fundamen-

tally discrete in nature and that, furthermore, the physics of interactions forms the physical space

we perceive [412, 413] (for constraints see [414]). Networks in general are particularly adaptable

to this viewpoint as they inherently study relations between variables, rather than properties of the

variables themselves (see, for example, spin networks [412] and causal sets [415, 416]). GTN

models may therefore be useful to study how physical space/structure and physics/dynamics are

related.

The GTN can be applied to any discrete, deterministic physical system9. A by-product of the

model is that it provides natural, relative de�nitions of time and space (and inherent causality);

time is measured by node transitions (in the case of synchronous update, a time step is equivalent

to N node updates), while space is measured by the distance between state nodes on the graph,

de�ned as the number of state nodes between them. Furthermore, the model incorporates the

entire dynamical state space. A given con�guration (system state) at timet containsN state nodes

9It may seem odd, therefore, to apply the GTN to quantum mechanics since this seems to be inherently prob-
abilistic. However, the interpretation in this case is that the quantum system is deterministic and the probabilistic
nature arises from uncertainty of the system state. This view is compatible with some interpretations such as quantum
information theories [417]; an alternative approach would be to consider probabilistic GTNs, mentioned above.
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and a number of threshold nodes, while the rest of the nodes exist as future (or past) dynamical

possibilities (a complementary con�guration). The GTN model can therefore be useful to study the

relationship between an existing system state and its complementary con�guration in a physical

system.

Certain assumptions can be relaxed as well to further study the GTN model. For example,

if contradiction between state nodes is ignored, then GTNs can be used to model fuzzy systems

where variables may be in multiple states simultaneously10. The assumption that all variables have

to at least be in one state (i.e., that a full network con�guration must exist at an arbitrary timet),

or that there even is an observer-independent global state, can also be relaxed. Any information

on a variable's state in the graph is not accessible to a seed node if the in�uence path resulting

from that seed node does not reach that variable; at best, the seed node can infer a probability

about that variable's state based on possible network con�gurations. Therefore, relative to the seed

node, all states of that unknown variable are in the complementary con�guration space rather than

being part of the current system state (i.e., the partial con�guration) that it can measure; in other

words, an observer can only measure its local reality, rather than a global system state11, and all

other variables do not exist in a de�nitive state, relative to the observer. The study of multiple,

simultaneous in�uence paths on a GTN shows how these local realities can interact and in�uence

one another; the beginning steps of this research were seen in Chapter 3 when discussing synergy,

logical obstruction, and independence between such pathways.

Finally, it can be noted again that the GTN model reduces the complexity of the representation

of the dynamical state space. In biological networks from the Cell Collective, as Fig. C.1 shows,

the size of the GTN scales polynomially with the system size while the full dynamical state space

is exponential. This suggests that the actual computation being done by the system is much simpler

than would be guessed via brute-force enumeration12. It's possible that this applies to physical

10Note that this is different from the de�nition of superposition above, as in that case the variable was only in one
state but the state was unknown.

11This implies one observer may measure a variable in a concrete state while another observes a superposition; this
is in line with the relational interpretation of quantum mechanics [418].

12In other words, the computation does not require exponential time or exponential space complexity. For example,
verifying that a driver set of sizejX j reaches an attractor con�gurationA would require enumerating2N �jX j possibil-
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systems as well. In this case nature may be performing a process that is relatively simple, while to

an observer the process seems exponentially complex. GTNs may therefore be useful to explain

where such processes exist and how they function and, furthermore, if certain complementary

con�guration spaces scale polynomially with the system size in nature. This would help to explain

how real-world systems reduce complexity and how they compute information.

6.2 Perturbation In�uence

The term `in�uence' is ambiguous, as demonstrated above, and therefore measuring the in�uence

of a node depends on what de�nition of in�uence is being used. So far, two different de�nitions

of in�uence have been discussed: direct in�uence, as seen in Chapters 3 and 5, which can be

measured by GTN methods or by the IBMFA, and con�guration in�uence, as seen in Chapter 4,

which can be measured by the IBMFA. Direct in�uence is particularly helpful for revealing the

causal organization and dynamical modularity of a system; con�guration in�uence, meanwhile, is

particularly useful for controlling the system towards desired long-term behavior.

However, perturbation studies typically measure in�uence in a third way; namely, by perturbing

a seed (i.e., �ipping its state) and then �nding the Hamming distance between the perturbed and

unperturbed network con�gurations over time. This has been used, for example, to study phase

transitions in random Boolean networks [109, 51, 209, 210, 213]. This Hamming distance can

easily be measured by GTN methods or by the IBMFA; however, these methods also allow for

partial con�gurations where the full network con�guration is not known. Since it is useful to

measure in�uence without knowing the exact network con�guration, I de�ne a general measure

of perturbation in�uence here as the average difference between all possible con�gurations with

the perturbation and all possible con�gurations without it. Perturbation in�uence is thus useful to

understand how perturbation of a node (or set of nodes) affects all other variables in the system

across time and across con�gurations. Moreover, it tells how to push a system away from its

natural behavior. As such, this measure can be useful for steering a system away from `bad'

ities in the state transition graph but only one possibility in the GTN, if the in�uence set of that driver set is equivalent
to A .

168



con�gurations, such as proliferating states in a cancer network or non-adoptive states in a product

diffusion network13.

More formally, let~s(t = 0) = [ s1(t = 0) ; s2(t = 0) ; : : : ; sN (t = 0)] be the expectation of

each state value in the initial network con�guration of the unperturbed network (the activation

probabilities in the Boolean case) and~s0(t = 0) = [ s0
1(t = 0) ; s0

2(t = 0) ; : : : ; s0
N (t = 0)] be the

expectation of each state value in the initial con�guration of the perturbed network, where (for

Boolean dynamics)si (t = 0) = 0 :5 for all nodesi ands0
i (t = 0) = 0 :5 for nodesi =2 X , X

being the perturbed seed set (this is the same assumption of maximum initial uncertainty used in

Chapters 4 and 5). In general, both the perturbed and the unperturbed nodes are allowed to change

state depending on the type of perturbation, but as before I will focus here only on the case of

pinning perturbation. That is,� i (t) = si (t) = �̂ i = 0; 1; : : : ; � 0
i for all (i; �̂ i ) 2 X and for all

t � 0, where the integer� 0
i > 0; � 0

i 2 Z is the maximum allowed state for nodei (� 0
i = 1 for

Boolean networks).

After some timet, the expectation of the unperturbed and perturbed network con�gurations

will be ~s(t) = [ s1(t); s2(t); : : : ; sN (t)] and ~s0(t) = [ s0
1(t); s0

2(t); : : : ; s0
N (t)], respectively. The

difference between these two is the in�uence vector of the seed setX ; this vector describes how the

system was pushed away from its natural behavior due to the perturbation. Similarly, perturbation

in�uence is de�ned as

infX (t) =
1
N

NX

i =1

[s0
i (t) � si (t)]2 : (6.5)

Measuring the true perturbation in�uence requires brute-force enumeration of all possible net-

work con�gurations; however, as in Chapters 4 or 5, it can be estimated overR simulations as the

difference between the average node state values of the perturbed network� 0
i (t) and the unper-

13Note that this is distinct from target control. Target control tells how to reach or avoid speci�c node states, while
this measure tells how to avoid default system states.
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turbed network� i (t),

inf �
X (t) =

1
N

NX

i =1

[� 0
i (t) � � i (t)]2 ; (6.6)

where� i (t) and� 0
i (t) are de�ned as in Chapter 4,

� i (t) =
1
R

RX

r =1

� (r )
i (t) ; � 0

i (t) =
1
R

RX

r =1

� (r 0)
i (t) ; (6.7)

and are both averaged overR simulations of the network dynamics. Each simulationr is

started from a random initial con�guration sampled from a uniform probability distribution over

the possible node states; the corresponding simulationr 0 is identical except for those nodes inX ,

which are set to their prede�ned state for timet � 0.

This measure of in�uence can naturally be estimated by any method that provides the state

estimatessi (t). Thus, there is a straightforward application of the IBMFA to measure perturbation

in�uence in Boolean networks (see Fig. C.10); for multi-state networks, the IBMFA can estimate

each state probability separately by evaluating only the rows of the look-up table that result in that

state. However, GTN methods can also estimate perturbation in�uence; in this case, any node not

in the seed setX is initially unknown and can be assumed to have uniform probability of each

node state (e.g.,si (t = 0) = 0 :5 for Boolean networks). During the dynamical unfolding process,

a node that is resolved to state� i at timet hassi (t) = � i , whereas all nodes whose state is not

resolved stay in the maximally uncertain state with expectationsi (t) = si (t = 0) . However,

these methods are limited in that they only calculate direct effects and perturbation in�uence, like

con�guration in�uence, considers both direct and indirect effects of the seed set's perturbation.

The error of an approximation can be calculated analogous to the IBMFA error in Chapter 4 (see

Eq. 4.5); approximate methods can also be compared to the ground-truth by comparing seed set

rank of estimated in�uence, as was done in Chapter 5.

It should be noted that this measure of in�uence is similar to con�guration in�uence; indeed,

there is a strong correlation between the two in some networks, although not for all networks in
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the Cell Collective (see Fig. C.10 and C.11). In some cases the con�guration in�uence provides

a different ranking of node in�uence than the perturbation in�uence. For example, the con�gura-

tion in�uence measure cannot differentiate between multiple driver sets that lead to steady-states

of the network. However, the perturbation in�uence measure will rank driver sets that drive the

system towards an uncommon attractor as more in�uential than those that drive the system towards

a common attractor. The difference between the two measures lies in the fact that the con�gura-

tion in�uence determines how uncertain the network state is after perturbation (alternatively, how

constrained is the possible dynamical state space in which the resulting trajectory lies), while the

perturbation in�uence determines how different the network state is after perturbation (how is the

resulting trajectory different from an unperturbed trajectory).

There are potentially many other possible ways to de�ne in�uence than those mentioned here;

however, I leave the exploration of other types of in�uence for future work.

6.3 Future Outlook

As the above examples suggest, the work done thus far on node in�uence is just the beginning of

understanding such in�uence in general networks. There are many ways in which the methods

presented in this dissertation can be extended beyond the assumptions I employed here and applied

to more general problems. In this dissertation I focused primarily on biological networks, as they

have been the focus of other causal inference studies and there are existing repositories of these

networks; additionally, they have nonlinear dynamics with reversible states and heterogeneous

transfer functions which makes them an ideal test case for GTN methods and the IBMFA. As

mentioned above, it is possible to apply these methods to many other types of networks; however,

it is unknown how well these methods will perform since they have been tested primarily within

one domain. In the case of the IBMFA, I tested its performance on RBNs in the chaotic regime

(with degreek > 2); given that the approximation had low error, it suggests that the method should

also work well on other types of networks that are less chaotic. However, the RBNs were limited

in their size toN � 100due to computational constraints; moreover, the largest biological network
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analyzed had sizeN = 321. As network size increases, it is increasingly important for the network

to be sparse, or to have pre-existing logical expressions that are easy to manipulate, in order to use

the methods presented here.

In theory, both the GTN methods and the IBMFA can be applied to any discrete deterministic

dynamical system, as in this case it is possible to create a look-up table that uniquely maps the

state of each node at timet to a single output at timet + 1, based on its set of inputs. In order

to have such a system more closely mimic a continuous one, more states can be added for each

node; this essentially increases the number of bins that the continuous values can be placed into14.

As the number of states tends towards in�nity, the discrete system will reproduce the continuous

one. Time can also be manipulated such that different transitions occur at different times; indeed,

this was the idea behind asynchronous updating. In addition to changing order of update, certain

transfer functions can be de�ned to taken time steps rather than being evaluated in one iteration.

This can be represented structurally on the GTN by adding additional, intermediate state nodes to

essentially act as time counters. Furthermore, some additional extensions to the GTN model were

discussed above, such as including probabilistic transfer functions or fuzzy states.

There are some immediate extensions to the methods presented here that deserve attention.

The �rst is order of update. Throughout this dissertation I have assumed synchronous update,

although I experimented with different update orders in Chapter 4 and Appendix B. However, it

is often argued that synchronous update is not a good representation for biological networks, as

different proteins and gene products do not react according to a set clock within the cell; as such,

asynchronous updating schedules were proposed [58, 96]. The IBMFA can be naturally adapted to

different updating schedules, by changing the order that nodes are evaluated to match the order that

they are evaluated according to the update schedule (see Section 4.3 and Appendix B); as Fig. B.1

shows, error of the IBMFA is actually lower for other updating schemes considered as compared

to synchronous update.

Adaptation of the GRN methods to other updating schemes is not as straightforward.Yang et al.

14In a GTN representation, this is done by adding additional nodes to represent the extra states; in the IBMFA, by
estimating all individual state probabilities,P(� i ) = 0 ; P(� i ) = 1 ; :::; P(� i ) = � 0

i .
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show that the calculation of the logical domain of in�uence on the expanded network (equivalent

to an in�uence set on a GTN) is valid for any order of update that preserves the breadth-�rst search

level order on the graph; this means that any node in thenth level is updated before any node in

the(n + 1) th level [242]. If this assumption is not met, then presumably this could lead to errors

in estimating the in�uence set. One approach, similar to the IBMFA, is to evaluate an in�uence

path with asynchronous update by evaluating state nodes in the BFS queue in the same order as

the order of update; if a node is selected for update, and its transfer function cannot be determined,

then it reverts to an unknown state. Pinning perturbation additionally offers some robustness, as

the pinned node state never reverts to an unknown state15. Even so, different update orders can

lead to the wrong inferences about the current state of other nodes (this could occur due to logical

obstruction); as such, robustness to update order in GTNs is a problem that requires more research.

Another immediate extension to consider is the type of perturbation. As with many other stud-

ies [216, 246, 247, 98, 242], I focus here on pinning perturbation where the state of the nodes in

the seed set is �xed and therefore not allowed to change over time. This is a good approximation

to use for perturbations where the time scale of the perturbation is much larger than the time scale

of the dynamics that the perturbation affects; for example, this could simulate the introduction of

a drug (state pinned to 1) or gene knock-out experiments (state pinned to 0). However, there are a

wide variety of other perturbations that could be applied. This was explored brie�y in Chapter 3

with pulse perturbations; such interventions are equivalent to bit-�ip perturbations used in pertur-

bation studies. The brevity of pulse perturbations can lead to smaller in�uence sets (due to node

states being reset) or to larger in�uence sets (due to states being included that would cause logical

obstruction in the pinning case). Pulse perturbations may also capture oscillations and limit cycles,

which pinning perturbations cannot. Intermediate cases can also exist, where perturbations last

longer than one time step but are not inde�nite; additionally, more complicated perturbations may

include different nodes being perturbed at different relative time steps.

The IBMFA can be naturally adapted to different perturbation types by specifying the con-

15Stable motifs within the dynamics offer a similar robustness, as they are partial �xed points of the system whose
components by de�nition cannot change state (i.e., subgraphs that trap the dynamics) [97].

173



straints of the perturbation at each time step; for example, if a perturbation is applied at timet0 to

set nodei to state� i = 1, then the corresponding activation probability in the IBMFA is simply set

to 1 in that time step (i.e.,si (t = t0) = 1 ). This can be done for GTN methods as well, although it is

more complicated as it affects the BFS algorithm by changing node states that may or may not have

been visited yet. The BFS algorithm, as given in Appendix A, works for both pinning and pulse

perturbations, but not for general perturbation types. Additionally, the formal results concerning

pathway module interactions (e.g., independence, synergy, and logical obstruction) in Chapter 3

are de�ned for pathway modules whose seed sets are simultaneously perturbed at timet = 0; a full

study of such interactions will have to consider that different pathway modules could be initiated

at varying time steps. As such, additional research is needed to see how pulse perturbations, and

other perturbation types, affect the results seen thus far.

Overall, there has been much progress in understanding in�uence in complex networks with

limited knowledge of the network state and there is much that remains to be done. The introduction

of causal inference methods [17, 216, 18, 19, 250, 242] have allowed researchers to tackle general,

nonlinear dynamics even though exact calculations have exponential complexity. This reduces the

need to rely on structural approximations, even though such approximations are still very useful in

large graphs and for certain problems, such as spreading processes [229]. The methods presented

in this dissertation have built upon this literature, and are in step with other research being done in

the �eld [242, 300].

Speci�cally, the methods presented here further the goal of the study of discrete biological

networks, which is to understand what is happening within the cell in a qualitative sense. As

exact descriptions of all biological variables are impossible, networks allow an intuitive and usable

description that can be generalized across the biological domain. They aid in the understanding of

the origins and mechanisms of disease for the purpose of treatment and prevention, they allow for

the extrapolation of general functional and evolutionary principles that may be applicable across

many species, and they may also informin vitro or in vivo experiments relating to the function

of certain genes or gene products. All of these goals are aided by methodologies that help to
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elucidate the mechanistic and qualitative description of network dynamics, methods such as the

the GTN and the IBMFA discussed in this dissertation. More generally, these methods can be

used to further the understanding of any deterministic discrete-state system that is well described

by a network of variables that each have a few, distinct states, such as disease-spreading models

(where nodes may be Infected, Susceptible, Recovered, etc.), game-theoretic models (where nodes

may be Cooperators or Defectors), physical models (where states could represent particle spins,

quantum states, or other properties), opinion models (where states describe an agent's beliefs), and

many other types of networks. Additionally, they may shed light on theoretical questions, such as

the relationship between the structure of connections and the logic of dynamics, how exponential

complexity may be reduced, and how global properties may emerge from micro-scale interactions.

In summary, this dissertation addresses how to measure node in�uence within complex net-

works given partial knowledge of the network state (i.e., minimal knowledge of the network's

con�guration). Several methods are developed for this purpose, including the formalization of

pathway modules and the introduction of the novel concept of complex modules in the DCM, use

of an individual-based mean-�eld approximation to estimate node activation probabilities, and the

formulation of generalized threshold networks - constructed directly from node look-up tables,

disjunctive normal form of node logical expressions, or redescribed schemata of the node look-up

tables - and the determination of in�uence sets on these networks. Taken together these methods,

along with other research being done in the area, help to answer one of the most fundamental and

important questions in the �eld of complex systems; that is, what is the in�uence of individual

components within a system and, furthermore, how does complex behavior emerge from these

simple, interacting parts?
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APPENDIX A

COMPLEX MODULES AND DYNAMICAL MODULARITY IN THE DROSOPHILASPN

A.1 DrosophilaModel

The update rules of the single-cell segment polarity network (SPN) are listed here; for compact-

ness, I have removed� from the update expressions, so that� i (t) is represented by the node label

i t :

Inputs:

SLPt+1 =SLPt

nWGt+1 =nWGt

nHHt+1 =nHHt

Internal nodes:

wgt+1 =(CIAt ^ SLPt ^ : CIRt ) _ (wgt ^ (CIAt _ SLPt ) ^ : CIRt )

WGt+1 =wgt

ent+1 =nWGt ^ : SLPt

ENt+1 =ent

hht+1 =ENt ^ : CIRt

HHt+1 =hht

ptct+1 =CIAt ^ : ENt ^ : CIRt

PTCt+1 =ptct _ (PTCt ^ : nHHt )

PHt+1 =PTCt ^ nHHt

SMOt+1 =: PTCt _ nHHt

cit+1 =: ENt

CIt+1 =cit

CIAt+1 =CIt ^ (: PTCt _ nHHt )
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CIRt+1 =CIt ^ PTCt ^ : nHHt

The parasegment SPN (N = 60) extends the single-cell model by including all 14 internal

nodes in each of four cells, where WG and HH in�uence both of the cell's neighbors (periodic

boundary conditions assumed), and an additional node, SLP, acts as an input to each cell (see [20]

and [19] for a full description).

A.2 Algorithms

Pathway modules can be discovered by a breadth-�rst search (BFS) on the DCM (algorithm 1,

see Fig. A.1), given the caveat of accounting for the temporal dynamics of state updates. Input to

the algorithm is a DCM, a seed setS0, and a perturbation type (pinning or pulse). The algorithm

tracks which s-units and t-units �re in each time step. As with regular BFS units are visited via a

�rst-in �rst-out (FIFO) queue, but a separate queue is created for each time step. The time counter

is initialized at 0 and increases once all of the units in the associated queue have been visited.

T-units are added to the queue associated with the current time stept if their threshold is met,

while s-units are added to the queue associated with time stept + 1. If the perturbation type is

pinning, any given unit is only visited once (as it is afterwards assumed to �re every time step).

If the perturbation type is pulse, by contrast, units that previously �red are allowed to be visited

again in future time steps.

The algorithm halts when no new s-units or t-units can be added to a queue (logically, no more

units can �re) or the set of s-units and t-units that �re at timet = i is equivalent to the set of s-units

and t-units that �red at a previous iterationt = j < i (a cycle is reached)1.

The algorithm returns a hash table keyed by time step, where each value is the set of s-units

and t-units that �re in the associated time step. The total set of s-units that �re,S, can then be

easily derived by �nding the superset of s-units from each time step (and ignoring all t-units).

This algorithm can be extended to the general case where each seed s-unitx is associated with

1This only applies to pulse perturbation where the set of units that �re is reset after each time step; for pinning
perturbation, this condition is equivalent to the previous one (i.e., no new units are added to the queue) since all units
that �re at timet also �re at timet + 1 .
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a �ring schedule,

f (x; t ) = f 1 if x is forced to �re at timet,

0 if x is not forced to �re at timetg,

rather than only allowing pinning or pulse perturbation. In this case, the external perturbations

dictated by the �ring schedule take precedence over any units already in the queue. Additionally,

the delay associated with units can be generalized; here all s-units take one time step to �re (i.e.,

they have delaydt = 1); however, s-units can be allowed a higher delaydt > 1 such that it takes

several (relative) time steps for a signal to reach an s-unit (for example, this may represent cellular

processes that operate on a longer time scale than transcription or translation and could be useful

for non-synchronous updating schemes [419, 96]).

The set of pathway modules discovered byalgorithm 1can then be reduced to a set of complex

modules (algorithm 2, see Fig. A.2). Input to the algorithm is a DCM, a maximum seed set size

maxs, a set of s-unitsseeds, and a perturbation type (pinning or pulse). Algorithm 2 initially �nds

all pathway modules with seed set sizes = 1 whose seed is in the setseedsusingalgorithm 1

and then removes any subsumed modules to create an initial set of complex modulesI 1. It then

iteratively �nds the set of complex modulesI s> 1 with increasing seed set sizes = 2; 3; 4:::maxs.

For each sizes, pathway modules are found for all possible seeds sets, where seeds are obtained

from the setseeds. This set of potential modules is then reduced to a set of complex modules

by removing all modules that are not maximal or that contain non-synergistic submodules. The

algorithm halts when the maximum seed set sizemaxs has been reached and returns the set of

complex modules found thus far.

The setseedscan be any set of s-units of interest (for example, the s-units representing the

network inputs). Ifseeds= S, the set of all s-units in the network, then all pathway modules

(and therefore all complex modules) will be found; if, however,seeds= � 1, then only complex

modules with maximal seeds will be found2. This is the maximal seed heuristic which �nds all

core complex modules in the network.

2� 1 can be found by runningalgorithm 2with maxs= 1 , seeds= S.
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All analysis and code for Chapter 3 and Appendix A, includingalgorithm 1andalgorithm

2, was written in Python 2.7 with the assistance of the CANA package for �nding Boolean net-

work DCMs [299]. The code is publicly available athttps://github.com/tjparmer/

dynamical_modularity .
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Algorithm 1: Pathway module breadth-�rst search

function thresholdedBFS (DCM, S0, perturbationtype):

time t=0
time steps=f t: queue(S0)g
unfolding=f t: fgg
activestep=f S0g
visited=fg

while t� max(time steps):

visited activestep
if activestep= unfolding[i < t ]:

return unfolding
if perturbationtype=`pulse':

activestep=fg
resett-unit thresholds

while time steps[t]:
pop �rst unit x from queue attime steps[t]
unfolding[t]  x
for eachDCM neighbor (s-unit/t-unit)n 62activestep:

if n is not a contradictionand the threshold� of n is met:
dt = the delay ofn
time steps[t+ dt]  n
activestep n

t = t + 1

return unfolding

Figure A.1:Pseudo-code for algorithm 1.Input to the function is a DCM, a seed set of s-unitsS0,
and a perturbation type (`pinning' or `pulse'). The algorithm is similar to breadth-�rst search (BFS)
and explores what part of the DCM is reachable from the seed set, factoring in the perturbation type,
relative time steps, logical contradiction, and t-unit thresholds. FIFO queues hashed by relative time
step are stored intime stepswhile sets of visited units hashed by relative time step are stored in
unfolding. Units (s or t) are only added to the queue associated with the respective time step if
they meet the requisite conditions. S-units are given a default threshold� = 1 and delaydt = 1,
while t-units have delaydt = 0. Units that are visited are added to the setsvisitedandactivestep.
Each t-unit must track the s-units that contribute towards its threshold; with pulse perturbation, unit
thresholds are reset after each time step. The algorithm halts when a repeat set of s-units and t-units
is found for a given time step or when no new units can be reached based on their logical conditions.
The function returns the pathway moduleMS0 initiated by the seed set, i.e., the sets of units visited
at each relative time step. In the above pseudo-code,f key:valueg represents a hash table andfg a
set.

180



Algorithm 2: Complex module discovery

function complexmodulesearch (DCM, maxs, seeds, perturbationtype):

iterations=1
complex modulesI=fg

while s � maxs:
if s=1:

newseeds=seeds
else:

newseeds=f S0
i [ f seedg for i 2 P, seed2 seedsg

pathway modulesP=fg
for seedin newseeds:

P  thresholded BFS(DCM, seed, perturbationtype)

for modulep 2 P:
if p is subsumed bym for any modulem 2 P:

continue
else if� (S0

p) � � (S0
ps) � � (S0

p � S0
ps) = ; for any submodulepsof p:

continue
else:

I  p
s = s+ 1

return I

Figure A.2:Pseudo-code for algorithm 2.Input to the function is a DCM, the maximum seed set
sizemaxs, a set of s-unitsseeds, and a perturbation type (`pinning' or `pulse'). At each iteration,
new seed sets of sizes = k are generated by combining seed sets of current pathway modules of
sizes = k � 1 with the members ofseeds(sizes = 1). The pathway modules for these new seed
sets are found using algorithm 1; this set of modules is then condensed to a set of complex modules
by removing those that are subsumed by other modules or that fail a synergy check. For pinning
perturbation, the former condition �lters any modulep whereSp � Sm for any other module
m 2 P, whereas for pulse perturbation the temporal order of when units �re must be checked as
well. The function returns the set of complex modulesI . In the above pseudo-code,fg represents
a set.

A.3 Complex Modules and Dynamical Unfolding
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Figure A.3:Example interactions between pathway modules.(a) ModuleMA subsumesMB as
the unfolding ofMB is completely contained inMA . (b) MA;B � 0 logically obstructsMA because
of the contradiction between B-0 and B-1, which prevents the rest ofMA from unfolding. (c)MA

andMD are decoupled (dynamically independent); even though they share a threshold,MA;D does
not �re the t-unit and thus cannot cause any downstream effects. (d)MA andMF are synergistic
becauseMA;F �res a t-unit that neither module can �re by itself, thereby reaching the node H.
(e) There is both synergy and logical obstruction present betweenMA and MC� 1, as a logical
contradiction with C-1 blocks the complete unfolding ofMA ; however, the synergy present also
allowsMA;C � 1 to include I and J. (f) An example of synergy between non-maximal seeds.MC is
subsumed byMA andMK is subsumed byMB � 0. Because of the contradiction of B-0 and B-1,
jSA;B � 0j = 3 (shown in green). However, if C and K are used as seeds, then a larger module is
seen which includes the extra nodes L and M,jSC;K j = 4 (shown in brown). This synergy is found
in two complex modules,jSC;B � 0j = 5 andjSA;K j = 6; however, neither of these are core complex
modules becauseMC andMK are not maximal.
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M i dynamical unfolding jSi j

Men-1 (� 2) EN-1,ci-0, ptc-0, CI-0, CIR-0, CIA-0,hh-1, HH-1 9
MnWG-0 (� 1) en-0, EN-0,ci-1, hh-0, CI-1, HH-0 7
MSLP-1 (� 1) en-0, EN-0,ci-1, hh-0, CI-1, HH-0 7
MCIR-1 hh-0, wg-0, ptc-0, HH-0, WG-0 6
MPTC-0 SMO-1, PH-0, CIR-0 4
MHH-1 SMO-1, CIR-0 3
MHH-0 PH-0 2
Mwg-1 WG-1 2
Mptc-1 PTC-1 2
MnWG-1 – 1
MSLP-0 – 1
MPH-1 – 1
MSMO-0 – 1
MCIA-1 – 1

MSLP-1,nHH-1 (� 3)
SMO-1, CIR-0,en-0, EN-0,ci-1, hh-0, CI-1, HH-0, CIA-1,
wg-1, ptc-1, WG-1, PTC-1, PH-1

16

MSLP-1,PTC-0 (� 5)
SMO-1, PH-0, CIR-0,en-0, EN-0,ci-1, hh-0, CI-1, HH-0,
CIA-1, wg-1, ptc-1, WG-1

15

MnWG-0,nHH-1 (� 3)
SMO-1, CIR-0,en-0, EN-0,ci-1, hh-0, CI-1, HH-0, CIA-1,
ptc-1, PTC-1, PH-1

14

MnWG-0,PTC-0 (� 5)
SMO-1, PH-0, CIR-0,en-0, EN-0,ci-1, hh-0, CI-1, HH-0,
CIA-1, ptc-1

13

MnHH-1,en-1 (� 4)
SMO-1, CIR-0, EN-1,hh-1, ci-0, ptc-0, HH-1, CI-0, PTC-0,
PH-0, CIA-0

13

MSLP-0,nWG-1 (� 2)
en-1, EN-1,ci-0, ptc-0, CI-0, CIR-0, CIA-0,hh-1, wg-0,
HH-1, WG-0

13

MnHH-1,CIR-1 SMO-1,hh-0, wg-0, ptc-0, HH-0, WG-0, PTC-0, PH-0 10

MnHH-0,ptc-1 PH-0, PTC-1, SMO-0, CIA-0 6

MSLP-0,nWG-1,nHH-1 (� 4)
SMO-1, CIR-0,en-1, EN-1,hh-1, ci-0, ptc-0, HH-1, CI-0,
PTC-0, PH-0, CIA-0,wg-0, WG-0

17

MSLP-1,nHH-1,CIR-1
SMO-1,hh-0, wg-0, ptc-0, en-0, HH-0, WG-0, PTC-0, EN-0,
ci-1, PH-0, CI-1, CIA-1

16

MnWG-0,nHH-1,CIR-1
SMO-1,hh-0, wg-0, ptc-0, en-0, HH-0, WG-0, PTC-0, EN-0,
ci-1, PH-0, CI-1, CIA-1

16

MSLP-1,nHH-0,ptc-1
PH-0, PTC-1,en-0, SMO-0, CIA-0, EN-0,ci-1, hh-0, CI-1,
HH-0, CIR-1,wg-0, WG-0

16

MnWG-0,nHH-0,ptc-1
PH-0, PTC-1,en-0, SMO-0, CIA-0, EN-0,ci-1, hh-0, CI-1,
HH-0, CIR-1,wg-0, WG-0

16

MSLP-0,nHH-0,ptc-1 PH-0, PTC-1, SMO-0, CIA-0,wg-0, WG-0 9

Table A.1:Core complex modules in thedrosophilasingle-cell SPN with pinning perturbation.
Modules are grouped by seed set size and ordered by resulting sizejSi j. The module labels are
colored to correspond to Figures 3.5, A.4, A.5, and A.6; membership in a set of related modules
� is also indicated in parentheses. The s-units are listed in the temporal order that they are visited
within the dynamical unfolding process. 183



Figure A.4: Complex modules in thedrosophila single-cell SPN, seed set sizes = 1. Se-
lect complex modules (indicated by color) are shown: moduleMnW G � 0 (a), moduleMCIR � 1 (b),
moduleMP T C� 0 (c), and all 14 complex modules with seed set sizes = 1 (d). These modules
dynamically unfold from their seed set of sizes = 1 (highlighted with a double edge) to include
the s and t-units that are guaranteed to �re given pinning perturbation. In panel d, the 14 modules
indicated compose� 1 and cover the DCM. S-units and t-units are colored by the largest module
that they are a part of; modules that only contain the seed (jSi j = 1) are in purple. Note that several
t-units have been removed or modi�ed in the �gure for clarity of the transition function.
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Figure A.5:Complex modules in thedrosophilasingle-cell SPN, seed set sizes = 2. Select com-
plex modules (indicated by color) are shown: moduleMSLP � 1;P T C � 0 (a), moduleMnHH � 1;en� 1

(b), moduleMnHH � 1;CIR � 1 (c), and moduleMnHH � 0;ptc� 1 (d). These modules dynamically un-
fold from their seed set of sizes = 2 (highlighted with a double edge) to include the s and t-units
that are guaranteed to �re given pinning perturbation. In panel d, note that s-unitptc-0 does not
�re with pinning perturbation due to contradiction withptc-1. Note that several t-units have been
removed or modi�ed in the �gure for clarity of the transition function.
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Figure A.6: Complex modules in thedrosophila single-cell SPN, seed set sizes = 3. Se-
lect complex modules (indicated by color) are shown: moduleMSLP � 0;nW G � 1;nHH � 1 (a), module
MnW G � 0;nHH � 1;CIR � 1 (b), moduleMnW G � 0;nHH � 0;ptc� 1 (c), and moduleMSLP � 0;nHH � 0;ptc� 1 (d).
These modules dynamically unfold from their seed set of sizes = 3 (highlighted with a double
edge) to include the s and t-units that are guaranteed to �re given pinning perturbation. In panel a,
the indicated module resolves all 17 variable states and results in one of the network's 10 attractors.
In panel b, the indicated module is identical toMSLP � 1;nHH � 1;CIR � 1 but differs only in the seed.
In panel c, the indicated module is identical toMSLP � 1;nHH � 0;ptc� 1 but differs only in the seed.
Note that several t-units have been removed or modi�ed in the �gure for clarity of the transition
function.
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Figure A.7:Dynamic cycle by perturbation of nHH. The input nHH can unfold different mod-
ules if its state is changed periodically. If held ON long enough, and SLP-1 or nWG-0 is also
present,MSLP � 1;nHH � 1 or MnW G � 0;nHH � 1 can unfold (a), which turns onptc. If nHH is turned
OFF, MnHH � 0;ptc� 1 unfolds and turns offptc (b). If nHH is turned ON again, it turns off PTC
and allowsMSLP � 1;nHH � 1 or MnW G � 0;nHH � 1 to unfold (c), which again turns onptc. If nHH is
turned OFF,MnHH � 0;ptc� 1 unfolds and the cycle continues (d); thus, periodically �ipping the state
of nHH causes several other nodes states (such asptc, PTC, CIA, and SMO) to also �ip.
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Figure A.8: Dynamical unfolding in the drosophila parasegment SPN.Cell boundaries are
separated by a blue line; white indicates that a node is OFF in that time step, black indicates
that a node is ON, and grey indicates that the node's state is unknown. The color of the node label
indicates the associated complex module. (a) The dynamical unfolding of SLP1 = SLP3 = 0,
wg2 = 1. The presence of WG-1 in cell 2 allowsMSLP � 0;nW G � 1 (labeled as blue) to unfold in
cells 1 and 3 by acting as an additional input to SLP-0. These modules turn off WG and turn
on HH in cells 1 and 3, which initiatesMnW G � 0;nHH � 1 in cells 2 and 4 (labeled as red). Finally
MnW G � 0;nHH � 1 in cells 2 and 4 turns off HH which initiates the (small)MnHH � 0 module in cells
1 and 3 (labeled as yellow). This resolves almost the entire network (52 variables) with only three
inputs. (b) The dynamical unfolding of SLP1 = SLP3 = PTC2 = 0, SLP2 = 1 is almost identical,
except instead ofwg-1, SLP-1 and PTC-0 are pinned in cell 2.MSLP � 1;P T C � 0 (labeled as orange)
similarly turns on WG, initiating theMSLP � 0;nW G � 1 module in cells 1 and 3. However, the time
differences are more pronounced. The unfolding can be seen in three distinct epochs where �rst
MSLP � 1;P T C � 0 must unfold in cell 2, then theMSLP � 0;nW G � 1 modules are initiated in cells 1 and
3, and thenMnW G � 0;nHH � 1 is initiated in cell 4. This demonstrates how important timing is in the
dynamic interplay between cells.

188



jS0
i j S0

i jSi j
associated
modules

s = 1 en-1i 13 M2/M3

s = 2
(en-1i , en-1i +1 ),
(CIR-1i , CIR-1i +2 )

28
M8/M3 ,
M5/M1/M4

s = 3 f (SLP-0i , SLP-0i +2 , wg-1i +1 ) g = X 52 M7/M6/M4

s = 4
f (X + en-1i +1 ),
(X + en-1i +3 ) g = Y

56
M8/M10/M6,
M8/M10/M6

s = 5

f (SLP-1i , SLP-1i +1 , SLP-0i +2 , wg-1i +3 , en-1i +3 ),
(SLP-1i , SLP-1i +1 , SLP-0i +3 , wg-1i +2 , en-1i +2 ),
(Y + SLP 1i +3 ),
(Y + SLP 0i +3 ),
(SLP-0i , SLP-0i +1 , SLP-1i +2 , wg-1i +3 , en-1i +3 ),
(SLP-0i , SLP-0i +1 , SLP-1i +3 , wg-1i +2 , en-1i +2 ) g = Z

59
M8/M10/M6

...

s = 6

(Z + SLP-0j ),
(Z + SLP-1j )
(en-1i , PTC-0i +2 , SLP-0i , SLP-0i +1 , SLP-1i +2 , SLP-1i +3 )
(en-1i , PTC-0i +2 , SLP-0i , SLP-1i +1 , SLP-1i +2 , SLP-0i +3 )
(en-1i , PTC-0i +2 , SLP-0i , SLP-0i +1 , SLP-1i +2 , SLP-0i +3 )

60
M8/M10/M6

...
M10/M6/M9

Table A.2:Maximal modules in thedrosophilaparasegment SPN.The seed setS0
i and sizejSi j

of the maximal pathway module per seed set sizes = jS0
i j are shown, along with the associated

intracellular complex modules found within the maximal module. Here,M1 indicatesMnW G � 0;
M2 indicatesMen� 1; M3 indicatesMnHH � 1; M4 indicatesMnHH � 0; M5 indicatesMCIR � 1; M6

indicatesMSLP � 1;nHH � 1; M7 indicatesMSLP � 0;nW G � 1; M8 indicatesMnHH � 1;en� 1; M9 indicates
MP T C� 0; �nally, M10 indicatesMSLP � 0;nW G � 1;nHH � 1. Fors = 5, all maximal pathway modules
have the same associated intracellular modules; fors = 6, the �rst two groupings of seed sets have
associated modulesM8, M10, andM6, while the latter three groupings have associated modules
M10, M6, andM9. The subscript on the s-unit labels denotes the cell of the parasegment wherei
andj are arbitrary cells chosen such that there is no logical contradiction between variable states
and cellular addition uses modular arithmetic. As maximal modules with larger seed sets tend
to build on the same set of modules with smaller seed sets, particular seed sets are condensed to
variables for readability. Given the periodic boundaries of the parasegment and the similarity of
complex modules, a signi�cant degree of redundancy in regards to cellular indices can be seen
in the maximal module sets. A seed set of sizes � 6 is needed to resolve every variable in the
network.
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Figure A.9: Minimal schemata for attractor control in the drosophilaparasegment SPN.(a)
One of the minimal schemata found to reach an attractor, representing the minimal seeds suf�cient
to drive the dynamics to that attractor with pinning control. Each row represents a cell in the
drosophilaparasegment and each column the state of the respective node: black represents ON,
white represents OFF, and grey represents a wildcard value (i.e., the node state is redundant for
convergence to the attractor under pinning perturbation of the seeds). The color of the row label
represents the main module group active in that cell during unfolding (pink represents� 1, red
represents� 3, and violet represents� 4, see Table A.1). (b) Same as panel a, but for the minimal
schema suf�cient to reach the wildtype attractor. The minimal con�gurations found are much
smaller than the previous estimates without pinning perturbation found in [19].

Figure A.10:Dynamical unfolding of a minimal seed set to reach an attractor in thedrosophila
parasegment SPN.Cell boundaries are separated by a blue line; white indicates that a node is
OFF in that time step, black indicates that a node is ON, and grey indicates that the node's state
is unknown. The color of the node label indicates the associated complex module. All four SLP
inputs are pinned; additionally,wg anden are ON in the �rst cell. Men� 1 unfolds in cell 1, and
wg-1 initiatesMSLP � 0;nW G � 1 in cell 2 by acting as an input along with SLP-0. This turns on HH in
both cells which extends the unfolding in each cell via additional synergy (modulesMen� 1;nHH � 1

andMSLP � 0;nW G � 1;nHH � 1, labeled as violet). It also extends the unfolding ofMSLP � 1 in cells 3
and 4 (moduleMSLP � 1;nHH � 1, labeled as red). This �nal con�guration is in the basin of attraction
of the broad stripes attractor [20], and the network will reach this attractor once the seedswg and
enin cell 1 are no longer pinned.
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Figure A.11:Dynamical unfolding of the wildtype attractor in the drosophilaparasegment.
This �gure is the same as Fig. 3.6 except that the full unfolding of the minimal seed set to the wild-
type attractor is shown in terms of intracellular modules.MSLP � 0 is present in cell 1 based on ini-
tial conditions (blue arrow). The in�uence of WG-1 in cell 4 (blue arrow) initiatesMSLP � 0;nW G � 1

in cell 1 (shown by blue borders). This module turns onhhand HH which initiatesMnHH � 1 in cell
2 (shown in green) and then turns off WG in cell 1 which, together with WG-0 in cell 3 (indicated
by red arrows), initiatesMnW G � 0 in cell 2; the synergy betweenMnHH � 1 andMnW G � 0 results
in MnHH � 1;nW G � 0 in cell 2 (shown by red borders). Based on initial conditions,MP T C� 0 is also
present in cell 1,MSLP � 0 andMwg� 0 are present in cell 2,MSLP � 1 andMCIR � 1 are present in
cell 3, andMSLP � 1 andMwg� 1 are present in cell 4.MSLP � 1 in cell 4 (shown by pink borders)
turns off hh and HH which, together withhh-0 and HH-0 in cell 2 (indicated by brown arrows),
initiatesMnHH � 0 in cell 3, which is subsumed byMnHH � 0;P T C � 1 (shown by brown borders). Fi-
nally, the presence ofhh-1 and HH-1 in cell 1 initiatesMnHH � 1 in cell 4 , which is subsumed by
MSLP � 1;nHH � 1 (shown in red). 191



A.4 Observability and Control

The single-cell SPN is small enough that the attractors of the network can be fully enumerated.

Analysis of the dynamical activity within each of the 10 attractors corresponds well with the anal-

ysis of complex modules, as each attractor can be associated with one or more modules (Table A.3).

The� 4 moduleMSLP � 0;nW G � 1;nHH � 1 is seen in only one attractor as it requires an AND condition

between all three inputs, resulting in the driver set (SLP=0, nWG=1, nHH=1). The� 3 modules,

MSLP � 1;nHH � 1 andMnW G � 0;nHH � 1, are seen in four attractors: the former module resolves every

variable except for the input nWG and therefore leads to two attractors depending on the state

of this input with driver sets (SLP=1, nWG=1, nHH=1) and (SLP=1, nWG=0, nHH=1); the lat-

ter module resolves every variable except for SLP,wg, and WG and can lead to three attractors,

with driver sets (SLP=1, nWG=0, nHH=1) (seen above), (SLP=0, nWG=0, nHH=1,wg=0), and

(SLP=0, nWG=0, nHH=1,wg=1). The modulesMSLP � 1;nHH � 0;P T C � 1 andMnW G � 0;nHH � 0;P T C � 1

are identical except for their seeds and lead to three attractors, as both modules resolve every

variable state except for the missing input (which my be in either state)3. The driver sets for

the three attractors are therefore (SLP=1, nWG=0, nHH=0, PTC=1), (SLP=1, nWG=1, nHH=0,

PTC=1), and (SLP=0, nWG=0, nHH=0, PTC=1). The �nal two attractors requireMSLP � 0;nW G � 1

in combination with other modules; one requiresMnHH � 0 andMP T C� 0, while the other requires

MnHH � 0;P T C � 1 (note that there is synergy between nHH-0 and PTC-1 and that this module is also

a submodule ofMSLP � 1;nHH � 0;P T C � 1 andMnW G � 0;nHH � 0;P T C � 1, meaning that it appears in four

attractors). The driver sets for these two attractors are therefore (SLP=0, nWG=1, nHH=0, PTC=0)

and (SLP=0, nWG=1, nHH=0, PTC=1). Interestingly, the superset of the nodes associated with the

minimal driver sets found via this methodology are the same driver nodes predicted by feedback

vertex set theory (inputs SLP, nWG, nHH and internal nodes PTC andwg).

The characterization of dynamical modules here highlights the difference between the driver

node set with pinning and pulse perturbation control. If a driver node's state must be constant, as

3These are complex modules but not core complex modules as PTC is not a maximal seed (becauseMptc � 1

subsumesMP T C � 1).
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with pinning perturbations, PTC andwg are needed to fully control the network. However, if one

is allowed to �ip the states of the input variables, then no internal nodes need to be pinned. For

example, to reach the attractor that requiresMSLP � 0;nW G � 1, MnHH � 0, andMP T C� 0, the module

MSLP � 0;nW G � 1;nHH � 1 can be used which turns off PTC (and maintains PTC in the OFF state), and

nHH can then be switched OFF to reach the attractor. Furthermore, modulesMSLP � 1;nHH � 1 and

MnW G � 0;nHH � 1 turn off ptc; if the state of nHH is then �ipped, the moduleMnHH � 0;P T C � 1 will

unfold, as is seen in four attractors. In general, perturbing nHH along with the other input nodes

replaces the need to control PTC as nHH is an input to PTC. Perturbing the internal nodewg, mean-

while, allows to turn on or offwgand WG, when SLP=0, nWG=0, and nHH=1. However, SLP can

also be turned ON afterMnW G � 0;nHH � 1 unfolds to turn onwg and WG and then turned OFF. Al-

ternatively, SLP can be turned OFF while nWG and nHH are ON to initiateMSLP � 0;nW G � 1;nHH � 1,

which turns offwg and WG; then nWG can be �ipped to initiateMnW G � 0;nHH � 1. Therefore, per-

turbing SLP and nWG replaces the need to controlwg. In a sense, pinning the internal nodes then

is just a shortcut to replace the need for input node perturbations. This highlights the usefulness of

complex modules in developing a qualitative understanding of control in a system.

Perhaps unsurprisingly, the same intracellular modules that lead to attractors in the single-

cell SPN lead to attractors in the parasegment SPN, when considering six biologically-relevant

attractors from [20]. In particular,MSLP � 1;nHH � 0;P T C � 1, MSLP � 0;nW G � 1, MnW G � 0;nHH � 1, and

MSLP � 1;nHH � 1 each play a signi�cant role, appearing in at least four of the attractors (see Table

A.4).

The logical inferences made during the dynamical unfolding process are also useful in the prob-

lem of observability. If a network has reached a �xed point, then each variable state is unchanging

(i.e., pinned); thus, observing a set of sensor nodes with corresponding s-unitsS0
i guarantees that

the moduleMS0
i

has fully unfolded and all the variable states contained inSi are present in the

current state of the network. Observing only a small subset of such states (2-3 in the case of the

drosophilasingle-cell SPN, equivalent to less than18%of the network size) is suf�cient to �gure

out which attractor the network is in. The size of this minimal observability set is naturally upper-
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bounded by the size of the minimal driver set. For thedrosophilaparasegment SPN, the minimal

observability sets require only two s-units (3%of the network size) when considering only the six

biologically-relevant attractors in Table A.4.
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Attractor Minimal observability sets Minimal control set Associated modules

11100001111111010

f (nHH-1, SLP-1, nWG-0),
(SLP-1,ptc-1, nWG-0),
(wg-1, SLP-1, nWG-0),
(SLP-1, nWG-0, WG-1),
(CIR-0, SLP-1, nWG-0),
(SLP-1, nWG-0, CIA-1),
(SLP-1, nWG-0, PH-1),
(SLP-1, SMO-1, nWG-0)g

(nHH-1, SLP-1, nWG-0) M6,M11

01100001111111010f (wg-1, SLP-0), (SLP-0, WG-1)g (nHH-1, nWG-0,wg-1, SLP-0) M11,Mwg-1,MSLP-0

11100001111111011
f (nWG-1,wg-1), (ptc-1, nWG-1),
(nWG-1, PH-1), (nWG-1, CIA-1),
(nWG-1, WG-1)g

(nHH-1, nWG-1, SLP-1) M6,MnWG-1

00011110001000011

f (nHH-1, PTC-0), (nHH-1,en-1),
(EN-1, nHH-1), (nHH-1,ci-0),
(CI-0, nHH-1), (nHH-1, CIA-0),
(nHH-1,ptc-0), (nHH-1,hh-1),
(HH-1, nHH-1), (nHH-1, PH-0)g

(nHH-1, nWG-1, SLP-0) M10

10000000100110101f (CIR-1, nWG-1)g (SLP-1, nHH-0, PTC-1, nWG-1) M13,MnWG-1

00011110001000001f (nHH-0, PTC-0), (SMO-1, nHH-0)g (nWG-1, PTC-0, nHH-0, SLP-0) M7, M9, M4

00000001111111010
f (wg-0, ptc-1), (ptc-1, WG-0),
(wg-0, PH-1), (wg-0, CIA-1),
(WG-0, PH-1), (WG-0, CIA-1)g

(nWG-0, nHH-1, SLP-0,wg-0) M11,Mwg-0,MSLP-0

00011110100000001

f (PTC-1,en-1), (SMO-0,en-1),
(SMO-0, EN-1), (PTC-1, EN-1),
(PTC-1,ci-0), (SMO-0,ci-0),
(CI-0, SMO-0), (PTC-1, CI-0),
(PTC-1,hh-1), (SMO-0,hh-1),
(PTC-1, HH-1), (CIR-0, SMO-0),
(HH-1, SMO-0)g

(nWG-1, PTC-1, SLP-0, nHH-0) M7, M12

00000000100110100f (CIR-1, SLP-0)g (nWG-0, nHH-0, PTC-1, SLP-0) M14,MSLP-0

10000000100110100

f (nWG-0, SLP-1,wg-0),
(nWG-0, nHH-0, SLP-1),
(CIR-1, SLP-1, nWG-0),
(SLP-1, nWG-0, CIA-0),
(SLP-1, SMO-0, nWG-0),
(SLP-1, nWG-0, WG-0),
(SLP-1, nWG-0, PH-0),
(SLP-1,ptc-0, nWG-0)g

(SLP-1, nWG-0, nHH-0, PTC-1) M13,M14

Table A.3: Minimal observability and control sets for the drosophila single-cell SPN.The
attractors label the node states in order of SLP,wg, WG, en, EN, hh, HH, ptc, PTC, PH,
SMO, ci, CI, CIA, CIR, nHH, nWG. The associated complex modules are colored to corre-
spond to Table A.1. Here,M4 indicatesMnHH � 0; M6 indicatesMSLP � 1;nHH � 1; M7 indicates
MSLP � 0;nW G � 1; M9 indicatesMP T C� 0; M10 indicatesMSLP � 0;nW G � 1;nHH � 1; M11 indicates
MnW G � 0;nHH � 1; M12 indicatesMnHH � 0;P T C � 1; M13 indicatesMSLP � 1;nHH � 0;P T C � 1; �nally, M14

indicatesMnW G � 0;nHH � 0;P T C � 1.
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Attractor Expressed nodes Minimal observability sets Associated modules

Wild-type
(wg4; WG4; en1; EN1; hh1;
HH1; ptc2;4; PTC2;3;4; ci2;3;4;
CI2;3;4; CIA2;4; CIR3)

f (CIR3-1, PTC1-0),
(PTC1-0, ptc2-1),
(CIA2-1, PTC1-0),
(PH2-1, PTC1-0),
(PTC1-0, SMO3-0) g

M7/M9,
M11,
M13

M6

Broad stripes
(wg3;4; WG3;4; en1;2; EN1;2;
hh1;2; HH1;2; ptc3;4; PTC3;4;
ci3;4; CI3;4; CIA3;4)

f (en1-1, en2-1),
(en2-1, ptc4-1),
(en1-1, ptc3-1),
(en1-1, wg3-1),
(wg4-1, en2-1) g

M10,
M10,
M6,
M6

No segmentation
(ci1;2;3;4; CI1;2;3;4;
PTC1;2;3;4; CIR1;2;3;4)

f (CIR2-1, CIR4-1),
(CIR3-1, CIR1-1),
(SLP3-1, CIR1-1),
(SLP4-1, CIR2-1),
(SLP3-1, CIR2-1),
(SLP4-1, CIR1-1) g

M14

M14

M13

M13

Wild-type variant
(wg4; WG4; en1; EN1; hh1;
HH1; ptc2;4; PTC1;2;3;4;
ci2;3;4; CI2;3;4; CIA2;4; CIR3)

f (en1-1, SMO1-0),
(SMO1-0, ptc4-1),
(SMO1-0, ptc2-1),
(wg4-1, SMO1-0) g

M7/M12,
M11,
M13

M6

Ectopic
(wg3; WG3; en2; EN2; hh2;
HH2; ptc1;3; PTC1;3;4; ci1;3;4;
CI1;3;4; CIA1;3; CIR4)

f (CIR4-1, PTC2-0),
(ptc1-1, PTC2-0),
(CIA1-1, PTC2-0),
(PH1-1, PTC2-0),
(SMO4-0, PTC2-0) g

M11,
M7/M9,
M6,
M13

Ectopic variant
(wg3; WG3; en2; EN2; hh2;
HH2; ptc1;3; PTC1;2;3;4; ci1;3;4;
CI1;3;4; CIA1;3; CIR4)

f (SMO2-0, en2-1),
(SMO2-0, ptc3-1),
(SMO2-0, wg3-1),
(SMO2-0, ptc1-1) g

M11,
M7/M12,
M6,
M13

Table A.4: Attractors and minimal observability sets for the drosophilaparasegment SPN.
A node or s-unit's index indicates to which cell in the parasegment it belongs. In addition to the
expressed nodes listed, every attractor has input nodes SLP1;2 = OFF and SLP3;4 = ON. The associ-
ated intracellular complex modules are listed for cells 1-4 (top to bottom) in the parasegment. Only
the main complex modules for each cell are listed; they are colored to correspond to Table A.1.
Here,M6 indicatesMSLP � 1;nHH � 1; M7 indicatesMSLP � 0;nW G � 1; M9 indicatesMP T C� 0; M10

indicatesMSLP � 0;nW G � 1;nHH � 1; M11 indicatesMnW G � 0;nHH � 1; M12 indicatesMnHH � 0;P T C � 1;
M13 indicatesMSLP � 1;nHH � 0;P T C � 1; �nally, M14 indicatesMnW G � 0;nHH � 0;P T C � 1. Note that ob-
servability sets only require two sensors to reveal the given attractor.
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Nodes S-units AttractorsD(� � ) j� � j avg. jSi j 2 � � maxjSi j 2 � �

Example GRN 6 12 5 0.83 4 3.25 5 (83%)
Drosophila
single-cell

17 34 10 0.81 8 5.25 16 (94%)

Thaliana 15 30 10 0.98 11 2.82 11 (73%)
Yeast 12 24 11 1.0 7 3.43 12 (100%)

Drosophila
parasegment

60 120 ? 0.87 32 4.44 33 (55%)

Leukemia 60 120 ? 0.64 41 4.95 42 (70%)

Table A.5:Comparison of dynamical modularity between genetic regulatory networks.The
optimal cover� � is estimated for each network by maximizing the mean dynamical modularity
among covers across seed set sizes, assuming pinning perturbation. Six networks are consid-
ered: the example GRN from Fig. 3.2, thedrosophilasingle-cell and parasegment SPNs [20],
theThaliana arabadopsiscell-fate speci�cation network [396], the yeast cell-cycle network [155],
and the T-LGL leukemia network [21]. For the �rst grouping of networks,� � was calculated
considering all possible covers ofq � 6 core complex modules with seed set sizes � 5, with
higherq values used when computationally feasible. By contrast,� � for thedrosophilaparaseg-
ment and leukemia networks was estimated using the greedy heuristic mentioned in Section 3.2.3.
For each network the mean dynamical modularity of the optimal cover,D(� � ), the size of the
estimated optimal cover,j� � j, the average module size within the optimal cover, avg.jSi j 2 � � ,
and the maximum module size within the optimal cover, maxjSi j 2 � � , is shown. Percentages are
calculated based on the number of nodesN in the network.

Average driver
set size

Min driver
set size

Max driver
set size

Driver superset
size

FVS
size

Example GRN 2 2 2 2 3
Drosophila
single-cell

3.7 3 4 5 5

Thaliana 6.1 5 7 9 9
Yeast 6.45 5 7 7 8

Table A.6: Comparison of attractor controllability between genetic regulatory networks.
Statistics for the driver sets suf�cient to fully resolve each �xed point attractor in the network,
assuming pinning perturbation, are shown. Driver sets are equivalent to the seed sets of the min-
imal pathway modules whose unfolding includes all node states found in the respective attractor.
The superset of driver nodes needed (based on the set of s-units suf�cient to control to each at-
tractor) is compared to that predicted by feedback vertex set theory [246, 247]. See the caption of
Fig. A.5 for a description of the networks used here.
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Yeast Thaliana
Drosophila
single-cell

Drosophila
parasegment

Leukemia

Network size (N ) 12 15 17 60 60

Number of
attractors

11 10 10 ? ?

s = 1
number of modules,
maximum module size
(% of network)

17,
4 (33%)

16,
8 (53%)

14,
9 (53%)

40,
13 (22%)

48,
24 (40%)

s = 2
number of modules,
maximum module size
(% of network)

12,
10 (83%)

7,
12 (80%)

8,
16 (94%)

40,
28 (47%)

64,
41 (68%)

s = 3
number of modules,
maximum module size
(% of network)

12,
12 (100%)

3,
14 (93%)

6,
17 (100%)

152,
52 (87%)

223,
53 (88%)

s = 4
number of modules,
maximum module size
(% of network)

4,
12 (100%)

0, 0,
472,
56 (93%)

646,
54 (90%)

s = 5
number of modules,
maximum module size
(% of network)

2,
12 (100%)

0, 0,
1073,
59 (98%)

1446,
56 (93%)

s = 6
number of modules,
maximum module size
(% of network)

0, 0, 0,
1475,
60 (100%)

2353,
57 (95%)

Min �xed point seed set size
(% of network)

3 (25%) 4 (27%) 3 (18%) 6 (10%) 8 (13%)

Table A.7: Comparison of core complex modules between genetic regulatory networks.The
number of core complex modules, along with the maximum module size, is found per network per
seed set sizes. Additionally, the minimal seed set size found to fully resolve every variable state
(min �xed point seed set size) is shown; note that this �xed point is not necessarily an attractor of
the original network, due to the pinning of the seeds involved. It is apparent that variable states in
each network are quickly resolved ass is increased when considering the largest complex module.
In comparing the larger networks, the leukemia network has more core complex modules than
thedrosophilaparasegment pers value, suggesting more complicated dynamics. Percentages are
calculated based on the number of variablesN in the network. See the caption of Fig. A.5 for a
description of the networks used here.
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APPENDIX B

INFLUENCE MAXIMIZATION IN RANDOM BOOLEAN NETWORKS AND

BIOLOGICAL NETWORKS

Figure B.1: Accuracy of the individual-based mean-�eld approximation across various up-
date schedules.(a) I evaluate the errore(t), as de�ned in Eq. 4.5, committed by the individual-
based mean-�eld approximation (IBMFA) in predicting the ground-truth con�guration of the sys-
tem at staget of the dynamics. Each curve corresponds to a different updating schedule in the
Drosophila melanogastersegment polarity network (SPN): synchronous (syn), deterministic asyn-
chronous (det asyn), stochastic asynchronous without replacement (sto w/o rep), and stochastic
with replacement (sto w rep). In all asynchronous updating schemes, the state of a single node
is updated while the state of all other nodes is kept invariant, and one unit of time corresponds
to a number of updates equal to the system size. The node whose state is updated is selected
in different ways depending on the updating scheme: in (det asyn), the node is selected accord-
ing to a predetermined sequence; in (sto w rep), the node is selected at random among all the
possible nodes; in (sto w/o rep), the node is selected according to a sequence, but such a se-
quence is randomized at every time step. All results are averaged overR = 100 independent
simulations ofM = 100 randomly selected updating schemes. Initial con�gurations are sam-
pled from Eq. 4.3, where the probability of nodei to be active equalssi (t = 0) = 0 :5 for all
i = 1; : : : ; N . (b) Same as in panel a, but for the yeast cell cycle network. In addition to the other
update schedules, the block-sequential update (block-seq) fromGoles et al.[353] is included. In
this case, nodes are updated sequentially in blocks, where all nodes in the same block are up-
dated synchronously. The blocks updated in order are: ['CellSize','Swi5','Cdc20/14','Clb5,6'] ,
['MBF','Sic1'] , ['Cln3','SBF','Clb1,2','Mcm1/SFF'], ['Cln1,2'], and ['Cdh1']. One unit of time
is given by a full update of all blocks.
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Figure B.2: Average node and con�guration entropies for theDrosophila melanogasterseg-
ment polarity network. (a) I consider all possible seed sets of sizejX j = 2. I then compare the
residual entropyh2(s) of each node in the network aftert = 1 iterations of the IBMFA, averaged
across all seed sets, to the residual entropy of each node averaged overR = 100 simulations of
each seed set. Entropy is measured in bits; maximum entropy per node is 1 bit. Different dots
correspond to different nodes in the network. The dashed line indicates perfect agreement between
entropy estimates. (b) Same as in panel a, but for iterationt = 10. (c) I again consider all possible
seed sets of sizejX j = 2. I then compare the residual entropyH (~sjX ) of the network con�guration
after t = 1 iterations of the IBMFA, averaged across all seed sets, to the residual entropy of the
network con�guration averaged overR = 100 simulations of each seed set. Entropy is measured
in bits and is normalized by the size of the network. Different dots correspond to different choices
for the set of seed nodesX . (d) Same as in panel c, but for iterationt = 10. The results show
a strong positive correlation between the IBMFA and the simulations, although after 10 iterations
the IBMFA tends to underestimate entropy as compared to the simulations.

200



Figure B.3:Entropies of the IBMFA compared to simulations in genetic regulatory networks.
(a) The residual entropy of theDrosophila melanogastersegment polarity network is plotted as
a function of time. Entropy is measured in bits and is normalized by the size of the network,
and then averaged over all possible seed sets of sizejX j . Full curves correspond to predictions
made by the IBMFA, while dashed curves correspond to the average entropy based onR = 100
independent simulations of each possible seed set. (b) Same as in panel a, but for the T-LGL
leukemia network. Although node entropiesh2(s) predicted by the IBMFA are sometimes lower
and sometimes higher than those measured by the simulations (and can increase as well as decrease
over time), the IBMFA on average consistently predicts lower entropy of the network con�guration
H (~sjX ) than the simulations do.
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Figure B.4:Dynamical in�uence in the Drosophila MelanogasterSPN under different update
schedules. (a) The residual entropy of theDrosophila melanogastersegment polarity network
(SPN) is plotted as a function of time. Entropy is measured in bits and is normalized by the size
of the network. Results are shown for the empty seed set,X = ; . Different curves correspond
to different choices of the update schedule: synchronous (syn), deterministic asynchronous (det
asyn), stochastic asynchronous without replacement (sto w/o rep), and stochastic with replacement
(sto w rep). For de�nitions of the updating schemes, see the caption of Fig. B.1. All results are
averaged overR = 100 independent simulations ofM = 100 models. (b) Same as in panel a, but
for X = f (en; �̂ en = 1) g. (c) Same as in panel a, but forX = f (CIR; �̂ CIR = 0) g. (d) Same as in
panel a, but forX = f (CIR; �̂ CIR = 1) g.
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Figure B.5:Dynamical in�uence in the yeast cell-cycle network under different update sched-
ules. (a) The residual entropy of the yeast cell-cycle network is plotted as a function of time.
Entropy is measured in bits and is normalized by the size of the network. Results forX = ;
are shown. Different curves correspond to different choices for the update schedule: synchronous
(syn), deterministic asynchronous (det asyn), stochastic asynchronous without replacement (sto
w/o rep), stochastic with replacement (sto w rep), and block-sequential (block-seq). For def-
initions of the updating schemes, see the caption of Fig. B.1. All results are averaged over
R = 100 independent simulations ofM = 100 models. (b) Same as in panel a, but for
X = f (CellSize; �̂ CellSize = 1) g. (c) Same as in panel a, but forX = f (Cln3; �̂ Cln3 = 0) g.
(d) Same as in panel a, but forX = f (Cln3; �̂ Cln3 = 1) g.
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Figure B.6: Dynamical in�uence in the Drosophila melanogastersegment polarity network.
(a) The residual entropy of the network is plotted as a function of time. Entropy is measured in bits
and is normalized by the size of the network. Different curves correspond to different choices for
the set of seed nodesX . All possible seed sets of sizejX j = 1 are shown. (b) Same as in panel a,
but a random sample of1=100of all possible seed sets of sizejX j = 3 are shown; one of the seed
sets results in zero entropy (an attractor of the system).

Figure B.7:Dynamical in�uence in the T-LGL leukemia network. (a) The residual entropy of
the network is plotted as a function of time. Entropy is measured in bits and is normalized by the
size of the network. Different curves correspond to different choices for the set of seed nodesX .
All possible seed sets of sizejX j = 1 are shown. (b) Same as in panel a, but a random sample of
1=1000of all possible seed sets of sizejX j = 3 are shown.
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Figure B.8:Driving genetic regulatory networks to a desired attractor. (a) Residual entropy
as a function of the size of the seed set for seed sets found by the greedy selection algorithm
(see Section 4.2.5) leading to the 10 attractors in theDrosophila melanogastersegment polarity
network (the size of the network isN = 17). The values shown are based on averagingR =
100 simulations of the selected seeds. Circles denote the greedy selection process towards an
unconstrained attractor, which in this case �nds attractor 4. As a term of comparison, the curve
corresponding to seed sets composed of randomly selected nodes' indices/states is also shown
(dashed line). The curve displays the value of the entropy averaged overR = 100 simulations
of 100random seed sets. The set size indicated does not take into account seed reduction which
results in driver sets of sizejX j = 3 or jX j = 4 for each attractor in the network. (b) Same
as panel a, but for the yeast cell-cycle network (N = 12). Solid lines show greedy selection
towards each of the 11 attractors in the network. The unconstrained greedy selection process
in this case �nds an attractor that does not exist if nodes are not pinned. Interestingly, entropy
must increase during the seed selection process to reach some of the attractors. (c) Same as in
panel a, but for theDrosophila melanogasterparasegment network (N = 60). Solid lines show
greedy selection towards six biologically relevant attractors, representing the wildtype phenotype,
wildtype variant (wildvar), ectopic phenotype, ectopic variant (ectopvar), broad stripes (broad),
and no segmentation (noseg). Even though this network is too large for the dynamical landscape to
be fully described, each of these known attractors can be reached by pinning as few as six to eleven
nodes. (d) Same as in panel a, but for the T-LGL leukemia network (N = 60). Entropy decreases
quickly after the selection of only three nodes and falls to zero after nine selections. Note that the
lower bounds on driver set sizes in panels c and d are nearly equivalent to the lower bounds seen
in Table A.7.
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