
• LAMMPS 
 
Reproducibility Challenge 
 
For a second year in a row, students in the cluster competition will be asked to replicate the results of a 
publication from the previous year's Supercomputing conference.  
 
Many of the sciences have a long tradition of requiring reproduction of results before accepting them in 
the scientific community. Computer science has lagged other sciences in this respect. The goal of this 
challenge in the Student Cluster Competition is to continue a movement at SC to rectify this problem. The 
movement has already begun by requiring, for the first time, an Artifact Description appendix for SC17 
papers to win best paper in the technical program. The Artifact Description appendix contains information 
on how to obtain, compile, and run the software used to get the results in the corresponding paper.  
 
For this challenge, you will take on the role of reviewing an SC16 paper that contains an Artifact 
Description appendix to see if its results are replicable. We use the ACM definition of replicable: 

• For computational experiments, this means that an independent group can obtain the same result 
using the author's own artifacts.—https://www.acm.org/publications/policies/artifact-review-badging 

The paper you will review is entitled "The Vectorization of the Tersoff Multi-Body Potential: An 
Exercise in Performance Portability" by Höhnerbach, Ismail, and Bientinesi. You can go 
to http://dl.acm.org/citation.cfm?id=3014914 to view the paper.  
 
This paper was chosen from nine Supercomputing conference papers from 2016 that submitted an Artifact 
Description appendix. The work from this paper adds a high performance implementation of the Tersoff 
potential to the widely used LAMMPS molecular dynamics (MD) code. Molecular dynamics simulations 
track the trajectory of up to billions of particles at a time. For most MD simulations, the interaction 
between particles is described by pairwise potentials such as the Coulomb potential. However, the Tersoff 
potential is described by a multi-body potential requiring much more computational work.  
 
The challenge will consist of two parts. One part will consist of a short interview with each team as in the 
other challenges. The other part will consist of a report describing your attempt to replicate the results 
from the paper. The report must be written in English, using a page size of US Letter, in PDF format, with 
1 inch margins, and using a 12 point font size. You will also need to be able to create graphs and tables 
similar to those from the paper.  
 
Most importantly, in the report, you will need to explain how you got your results and compare your 
results to the results of the authors. Your scores will not depend on whether your results match the results 
in the paper. The goal of the report is to state if you can or cannot replicate the results in the paper. If you 
cannot replicate the paper's results, you can still obtain full points by presenting your data and explaining 
why you cannot replicate the paper's results.  
 
As a last note, you will only be required to report results for one compute architecture. If your cluster 
contains both a CPU and an accelerator, results for either one may be used for this part of the 
competition.  
 
 
 
 



• MrBayes 
https://github.com/NBISweden/MrBayes 
 
Cassava is the main staple food for 800 million people globally. Currently, about half of the world 
production of cassava is in Africa and many African families eat cassava for breakfast, lunch and dinner. 
Thus, cassava holds great promise for feeding Africa's growing population and reducing rural and urban 
poverty. 
 
In east Africa, Cassava production is being affected by two devastating viruses—Cassava brown streak 
virus (CBSV) and Uganda cassava brown streak virus (UCBSV), with up to 100% yield loss for 
smallholder farmers in the region. These viruses are transmitted by 34 species of whiteflies called 
Bemisia tabaci. They have the same physical traits, making them impossible to identify without genomic 
sequencing. Using supercomputing, genomic and evolution history, Dr. Laura Boykin is leading this 
effort, funded by the Bill and Melinda Gates Foundation, to identify the species of whiteflies that transmit 
these viruses, to prevent this crop devastation. Her team is gathering big volume of useful data, now 
publicly available via WhiteFlyBase, which will help researchers breed new strains of cassava that resist 
the whitefly. 
 
MrBayes is one of the main tools that Dr. Boykin used in identifying the species of whiteflies. It is a 
program for Bayesian phylogenetic inference and model choice across a wide range of phylogenetic and 
evolutionary models. MrBayes uses Markov chain Monte Carlo (MCMC) methods to estimate the 
posterior distribution of model parameters. Bayesian approaches were introduced into phylogenetics in 
the mid-1990s and have enjoyed enormous popularity since then, including among entomologists.[1] For 
some background of the species identification process students can view the paper by Dr Laura Boykin 
and Dr Paul De Barro. [2] 
 
MrBayes coupled with the Beagle library will give HPC administrators plenty of options to optimise the 
utilisation of their clusters.[3] Students will be required to research and choose the most efficient 
installation type of MrBayes for their own cluster, design a run which will complete within the given 
timeframe and produce an accurate consensus tree with good posterior probability. 
 
Practice datasets for this application:  
https://github.com/anders-savill/mrbayes-scc17/blob/master/README.md 
 
[1] Bayesian Phylogenetics and Its Influence on Insect Systematics Annual Review of Entomology. 
Fredrik Ronquist and Andrew R. Deans 
 
[2] A practical guide to identifying members of the Bemisia tabaci species complex: and other 
morphologically identical species. Laura M. Boykin and Paul J. De Barro. 
 
[3] MrBayes 3.2: Efficient Bayesian Phylogenetic Inference and Model Choice Across a Large Model 
Space. Fredrik Ronquist, Maxim Teslenko, Paul van der Mark, Daniel L. Ayres, Aaron Darling, Sebastian 
Höhna, Bret Larget, Liang Liu, Marc A. Suchard, and John P. Huelsenbeck. 
 
 
 
 
 
 
 



• Born 
Instructions (http://www.studentclustercompetition.us/2017/SeismicModel-Howto.pdf) 
 
Born is a seismic imaging tool for constructing subsurface images using sound waves. These techniques 
are the industry standard for understanding subsurface geology. Such an analysis may help geologists 
identify oil and gas reservoirs hidden beneath the earth's surface. Thousands of ultrasensitive receivers are 
laid out on the earth to record the sound waves as they echo within the earth. A single seismic experiment 
involves broadcasting sound energy through the subsurface and recording a signal. Some of the energy 
transmitted into the earth reflects due to differences in subsurface properties (e.g. density, composition) as 
a function of position. A seismic survey involves conducting thousands of different experiments varying 
the positions of the source and/or receivers.  
 
Reverse Time Migration (RTM) is one process to create an image of the subsurface in terms of position 
(x,y,z) from the seismic data which is a function of source and receiver position and time.  
 
RTM involves conducting two computational experiments. In both cases, the wave equation is used to 
propagate a wavefield in time using different forcing functions. In the first phase, the source signature is 
injected into the earth and propagated forward in time. The second phase uses the data recorded at the 
receivers as the forcing function and propagates backward in time. A final image of the subsurface is 
updated by multiplying the source and receiver wavefields at every x,y,z. 
 

• MPAS (Mystery Application)  

The Model for Prediction Across Scales (MPAS) is a collaborative project for developing atmosphere, 
ocean and other earth-system simulation components for use in climate, regional climate and weather 
studies. The primary development partners are the climate modeling group at Los Alamos National 
Laboratory (COSIM) and the National Center for Atmospheric Research.  Both primary partners are 
responsible for the MPAS framework, operators and tools common to the applications; LANL has 
primary responsibility for the ocean and land ice models, and NCAR has primary responsibility for the 
atmospheric model. 

Various solutions to mitigate global climate change have been proposed, and most of these involve major 
changes to energy production and consumption in order to stop the release of CO2 from fossil fuels. While 
changing the energy infrastructure will possibly be a long-term requirement, removing CO2 directly from 
the atmosphere may be a possible short-term "geoengineering" solution. Direct Air Capture (DAC) of 
CO2 by "freezing" it out of the air over Antarctica is the overarching topic of this research. Each team will 
test and evaluate the redistribution of CO2 from the major emitters in the Northern Hemisphere to the CO2 
"hole" created by DAC in Antarctica by running experiments with the MPAS-Atmosphere model. 

 
 
 


