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Ke Sang 

MODELING EXPLORATION/EXPLOITATION BEHAVIOR AND THE EFFECT OF 

INDIVIDUAL DIFFERENCES 

Searching is a ubiquitous behavior. In this thesis I focus on two very important 

types of search behavior: exploration and exploitation. Exploration means looking around 

in the environment for resources, while exploitation means stopping exploration and 

making use of resources already found. In the first part of the thesis, I focus on human’s 

exploration/exploitation strategies in a resource-collecting setting of a card search task, 

where individuals make a series of decisions either to explore to find a new resource or 

exploit a previously-discovered one, accumulating values from both as they search. The 

search environment changes across three experiments, by varying the resource type and 

the certainty of search duration. Through comparing participants’ search patterns with the 

optimal strategies and modeling their behavioral data, I show that the resource type could 

influence human’s search patterns significantly, but not the certainty of search duration. 

In addition, participants mainly use some linear threshold to make 

exploration/exploitation decisions in the card search task. In the second part of the thesis, 

I focus on the connection between impulsivity of individual differences and 

exploration/exploitation. Both search and impulsivity decisions require individuals to 

deal with time and rewards, and thus individual differences in impulsivity might lead to 

individual differences in search behavior. I investigate the influence of impulsivity on 

search behavior from risk seeking and lack of persistence perspectives in the card search 

task. Experiment 4 and 5 indicate that risk seeking mainly affects the initial exploration 

stage of the trial while lack of persistence largely influences the consecutive exploitation 
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phase. This shows that the performance in a simple card search task can be related to 

multiple facets of impulsivity such as risk seeking and lack of persistence. 
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Chapter 1  Introduction and Background 

Search is a ubiquitous requirement of everyday life. Scientists need to search for 

information to help their research; web users rely on search engines like Google to obtain 

information and products from the internet; companies search for the best candidates for 

their job openings; consumers searching in supermarkets with hundreds of brands of 

candies have to decide if they have found one that is good enough to satisfy their cravings 

or if they should continue to explore to find an even tastier candy.  

In many real life situations, whether to search (i.e., explore) or to stop searching 

(and exploit the fruits of earlier searches) is a key issue for adaptation. Organisms have to 

make tradeoffs between exploration and exploitation so as to improve their success in the 

environment. Consider a honeybee searching for nectar in flowers. Suppose the honeybee 

has visited a particular plant and collected most of the nectar in its flowers.  The bee must 

decide whether it is worth spending still more time to find any remaining nectar on this 

plant, exploiting it further, or whether it would be better off leaving this plant and 

exploring the environment to find another one with rich nectar level. Staying too long at 

the flowers of this plant is wasteful, and the bee should move to another plant with a 

higher initial rate of nectar supply; however, leaving the plant too early is also suboptimal 

because traveling between resource patches will cost time and energy, and there is 

uncertainty about the resource levels of flowers that have not yet been visited. To 

maximize the intake of nectar, the bee needs a decision rule that balances exploration of 

new resource sites with exploitation of known resource sites (Charnov, 1976). The same 

tradeoff between exploiting something already found and exploring further to find 
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something preferable must also be made by humans. Should you take the parking space 

you have just come upon or keep driving closer to your destination hoping to get a better 

one (Hutchinson, Fanselow, & Todd, 2012)? Should you stick with your current job, or 

partner, or brand of coffee, or explore further to see if there are better options to be 

discovered, and crucially, to be exploited further later?   

Balancing between exploration and exploitation is a research topic that has been 

widely studied across many fields of science and nature, ranging from animal behavior to 

computer science. For example, optimal decision mechanisms and heuristic rules of 

thumb have been proposed to model when animals leave patches to find new ones (Bell, 

1991; Charnov, 1976; Livoreil & Giraldeau, 1997; Wajnberg, Fauvergue, & Pons, 2000). 

In management science, researchers have investigated the effect of organizational 

structure on organizations' exploration/exploitation tendency (Fang, Lee, & Schilling, 

2010; March, 1991).  Mathematicians have studied optimal stopping problems in which 

the task is to decide when to stop the exploration phase of search and exploit a previously 

discovered option; Ferguson (1989) reviews work on one well-known form of this task, 

the so-called Secretary Problem, in which a searcher sees one secretarial candidate at a 

time and must decide when they think the best candidate has been found and then stop the 

search (exploration) and make the hire—no backtracking to previously-seen candidates is 

possible. In data mining, Balabanovic (1998) investigated the influence of environmental 

structure on the exploration/exploitation tradeoff and found that simple environments 

lead to reduced exploration in the system, which would increase with the increase of 

complexity of the problem domain. In the field of machine learning, models such as the 

win-stay/lose-shift model and the ε-greedy model have been proposed to modulate the 
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balance between exploration and exploitation in the learning process (Sutton & Barto, 

1998). 

Besides all the above fields, research on behavioral science has particularly 

focused on the tradeoff decision between exploration and exploitation made by humans. 

Todd and Miller (1999) applied the framework of the Secretary Problem to the question 

of how people search for a mate, and studied the simple heuristics that could work well to 

stop exploratory search once an appropriate partner has been encountered. Lee (2006) 

developed Hierarchical Bayesian models to account for human decision making on an 

optimal stopping problem. Mason, Jones, and Goldstone (2008) showed that the structure 

and size of a social network can dramatically influence agents' decisions regarding 

exploration and exploitation, with problems requiring exploration working much better 

on networks where information propagates less efficiently between multiple searchers 

(enabling greater search in parallel before converging on a solution).  In the study of web 

search, research has shown that web users employ an exploration/exploitation strategy of 

leaving a local patch of web pages and exploring more broadly when the patch’s 

'information scent' falls below the average expected globally (Pirolli, 2005). A domain-

general cognitive searching process has been proposed based on evidence of cross-

domain search priming: Subjects who made exploration/exploitation foraging decisions 

in a two-dimensional space with clumpy resource distributions subsequently searched for 

words in an abstract puzzle (anagram) task as if they were also more densely clumped 

(Hills, Todd, & Goldstone, 2008). Relatedly, decisions to leave semantic patches in 

memory seem to follow the optimal principle of the marginal value theorem that governs 

animal foraging in external environments (Hills, Jones, & Todd, 2012). Such work has 



4	

been brought together recently into an integrative and unifying perspective on the 

mechanisms of exploration and exploitation underlying cognitive search (Todd, Hills, & 

Robbins, 2012). 

Different resource types and environmental structures call for different search 

strategies. Thus, how well humans perform in experiments involving the 

exploration/exploitation tradeoff depends on the task details, which influence not only 

optimal search strategies, but also the actual strategies employed by participants. In order 

to build a unifying theory of exploration and exploitation, it will be helpful to compare 

human's search behavior across different search environments, and investigate how slight 

changes of the environment would change behavioral patterns. The current research plans 

to develop such an experiment paradigm that could be easily changed to different 

searching settings, and have a simple and clear criterion for comparing individuals' 

performance cross different searching settings, and also be simple enough for cognitive 

modeling. In this way, we can gain better insight into general patterns of human search 

behavior by precisely controlling experimental settings of search tasks. This is one 

important motivation of this doctoral thesis. 

In this thesis we focus on exploration/exploitation strategies in a resource-

collecting setting, where individuals make a series of decisions either to explore to find a 

new resource or exploit a previously-discovered one, accumulating value from both as 

they search. By developing a simple game in which participants must make many such 

exploration/exploitation tradeoff decisions in the course of an experimental session, we 

are able to compare their strategies to the derived optimal strategy and build models for 

their search strategies. 



5	

The current exploration/exploitation paradigm is different from that of Navarro, 

Newell, and Schulze (2016). In their paper, subjects only get reward from the exploitation 

phase. Though this makes exploration more distinct from exploitation, lots of real world 

scenarios are not like this. For example, if you are new in town and try to decide where to 

eat, you will still get some reward (satisfaction of eating food) when you are exploring a 

new restaurant no matter how good or bad it is. Or, when you explore an unknown artist, 

you will also gain some hedonic value by listening her or his songs, whether you like 

them or not. Our current experimental paradigm is much closer to this type of real world 

scenario. 

In addition, it is also quite interesting to investigate some search environments 

that have not been well studied. For example, one of rarely studied environments in the 

literature is the resource non-depletable search environment. However, this resource non-

depletable search environment has wide applications and many examples in the real 

world. For instance, searching for something in the grocery stores can be treated as a non-

depletable searching process, since the goods typically can be filled in timely to make 

sure that there are enough items for customers. A second example is the music 

consumption scenario. A song that one likes can be listened (exploited) tens or hundreds 

of times without any hedonic decrement. Understanding this resource non-depletable 

search environment would give us a more comprehensive picture of human search 

behavior. This is the second motivation of this thesis. 

Studies have shown that there were vast individual differences residing in 

exploration and exploitation. For example, Mata, Wilke, and Czienskowski (2013) found 

that there was a reduction in exploration with increased age in adults. von Helversen and 
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Mata (2012) found that depressed participants searched longer and performed better than 

healthy participants in a sequential search task. Building the bridge between search and 

individual differences would not only let us understand the search itself better, but also 

provides us a new way to investigate individual differences such as aging, personality, 

clinical disorders and IQ. Therefore, it will also help us understand patterns and 

mechanisms of individual differences better. So far, to my best knowledge, previous 

research about individual differences and search behavior lies mainly in aging and 

clinical populations.  

In this thesis, I will focus on individual difference of impulsivity in the 

exploration/exploitation process. The reason is that there are lots of similarities between 

impulsivity and exploration/exploitation, and these similarities make the investigation of 

the relation of the two very interesting.  

Impulsivity, refers to behaviors that choose short-term over long-term gains, and 

as a result, imperil long term goals and strategies for success (Rachlin, 2000). In 

decisions relating to impulsivity, you have to make tradeoffs between getting short-term 

gains right now and getting long-term gains in the future. Exploration/exploitation 

decisions also involve dealing with rewards in a temporal framework. That is, you have 

to decide between how long you want to explore now in the hope of getting better 

rewards for exploitation in the future, and how long you want to exploit to gain more 

rewards right now at the possible cost of collecting less rewards in the future. Clearly, 

both search and impulsivity decisions require individuals to deal with time and rewards, 

and to make tradeoffs between short and long term gains. As a result, individual 

differences in impulsivity might lead to individual differences in search behavior, if the 
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search task allows good balance between exploration and exploitation. 

In this thesis, I want to ask whether individuals’ search patterns would depend on 

both individual differences of impulsivity and search environments that could trigger 

such individual differences. And because previous literature on search behavior mainly 

focused on aging and clinical population, this thesis plans to study individual differences 

of search behavior generally within normal/healthy adults. In addition, impulsivity can be 

understood from several different aspects, including lack of premeditation, risk seeking 

and lack of persistence, and urgency (Miller, Flory, Lynam, & Leukefeld, 2003; Smith, 

Fischer, Cyders, Annus, & Spillane, 2007; Whiteside & Lynam, 2001). I try to investigate 

the influence of impulsivity on search behavior from its several different aspects, to show 

the performance in a simple card search task can be related to multiple facets of 

impulsivity. This could help developing the card search task into a powerful tool to study 

individual difference (and, impulsivity in particular) in the future. 

In the following thesis, I will first introduce a card search task that involves 

exploration/exploitation tradeoff, and show the optimal solutions of its different versions 

and participants’ search patterns on them. I will also model the exploration/exploitation 

decision in each version of the card search task, and try to find commonalities among the 

best cognitive models of different versions of the card search task. These compose the 

first part of the thesis. In the second part of the thesis, I will turn to the relation between 

impulsivity and the card search task. I will show the influence of different dimensions of 

impulsivity on participants’ search patterns in the card search task. Last, I will discuss 

general findings and implications of this thesis. 	 	
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Chapter 2  Experiment 1: Foraging in Fixed Patches 

 In this chapter, I introduce a simple card search task that needs balancing between 

exploration and exploitation decisions. In general, this card search task will always allow 

collecting resource through both exploration and exploitation, and the range of card 

values is also kept constant through this thesis. Nevertheless, through Experiment 1, 2, 

and 3, I will show that this card search task has the ability to mimic different search 

environments very easily, in terms of resource types and search duration. Note according 

to previous discussion, different search environments may trigger different search 

strategies and behavioral patterns. I will introduce the optimal strategy of each search 

setting if there exists, examine participants’ behavior patterns, and cognitively model 

participants’ decision processes in each of the experiments.  

To study the exploration/exploitation tradeoff strategies that people employ, in 

Experiment 1 we develop a search task in the form of a game in which participants must 

accrue resources over a sequence of 20 turns.  The resources are represented as points on 

cards, which are searched through on a computer screen.  The participant begins with a 

deck of 20 cards all face-down in the lower left corner of their screen; they are told 

(accurately) that each card has a number from 1 to 99 on it, that the card values are 

uniformly distributed (with repetitions possible) in the deck, that they have 20 turns in 

one game (trial), and that their task is to accrue as many points as they can during the 20 

turns in the game. (Thus the expected value of each new card is 50.)  The two actions 

possible in the game, exploration and exploitation, are clearly distinguished, and 

participants get card points for each, as follows: At each turn, a participant could either 

explore by flipping over a card from the deck and getting the points revealed on that card, 
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at which point the card would be placed face-up across the top of the screen (see Figure 

1); or they could exploit a card they had already found by selecting it from those 

displayed face-up on the screen, clicking on it and getting the points shown on that card 

added to their total score. Thus a participant’s total score for a game is the sum of all of 

the points accrued by their explorations (choosing a card from the deck) and their 

exploitations (choosing a card already on the screen); their running score, the values of 

all cards they have already chosen at each turn, and the number of turns they have left 

were displayed throughout each game.  After completing a game by playing 20 turns of 

exploration or exploitation (after which there may still be some cards left in the deck), the 

screen was cleared and the next game (with a new deck with the same parameters) began; 

participants played 30 games in the experiment.  With this accumulation of resources 

(i.e., points) during both exploration and exploitation and the ability to return to 

previously-found cards, this search task resembles a non-competitive foraging task with 

non-depleting resources.  

	

Figure 1.  A screen shot of the card search experiment.  In the lower-left corner is the 

deck of face-down cards that can be explored, while the previously found cards (here, 

four so far out of up to 20 possible) which can be further exploited for their points are 
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displayed in the upper portion of the screen.  The highest scoring face-up card is 

highlighted in red.  Also displayed near the bottom of the screen are the running score, 

number of turns and cards, and values of cards already selected at each turn in brackets—

here, the value 91 has been exploited several times.	

 

This search problem differs from others used in previous research in a few key 

ways.  Compared to optimal stopping problems like the Secretary Problem (Lee, 2006), 

individuals in our experiment do not decide when to stop their search, but rather allocate 

it as they see fit between exploration and exploitation across the course of the task.  They 

also receive payoff during both phases of search, in contrast to the Secretary Problem, 

where payoff is solely determined by what value the searcher chooses to stop on and 

exploit.  The card task and Secretary Problem do though both share a known fixed time 

horizon and a lack of explicit search costs. Furthermore, searchers in the card task have 

knowledge of the possible outcomes they face (though this is not strictly necessary).  

While the resource-accumulation aspect of the current problem makes it more like food 

foraging as captured in patch-leaving situations, there are differences here as well: in a 

typical patch foraging problem, exploiting a patch makes its value go down over time 

(depleting resources), so that foragers usually do not soon go back to try to exploit 

previously-found patches; in the current card task, searchers can return to previously-

found outcomes to exploit them further without depleting them.  Such non-depleting (or 

renewing) resources that can be returned to occur in many settings that people commonly 

encounter, such as seeking food or other consumer goods in commercial settings(Hey, 

1982), or searching one’s memory for words or concepts (Hills et al., 2012). 
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2.1 Optimal Strategy 

To provide an upper bound on participants’ performance on this task and 

determine a possible approach that they might use to solve it, we figure out the optimal 

strategy using backward mathematical induction. The optimal strategy is to begin by 

exploring and then switch once from exploration to exploitation whenever the best card 

found so far (i.e., currently displayed red on the screen) exceeds a predetermined 

threshold level that falls with increasing turns.  This decreasing threshold curve only 

depends on the range of possible card values (highest and lowest) and the number of 

turns remaining at each point in the search game.  For the settings here, with card values 

ranging from 1 to 99 and 20 total turns in the game, the optimal threshold curve is shown 

in Figure 2.  This function is not just based on comparing the results of exploiting the 

value of the current highest card versus the expected value of exploring again once, but 

also incorporates the expected value of exploring further and then exploiting a better card 

value found later in the search. The derivation of this optimal function is presented in 

Appendix 1.   

Given the optimal strategy for the current card search task, two points deserve to 

be mentioned. First, while this optimal strategy does not call for switching back and forth 

between multiple phases of exploration and exploitation, the time-varying threshold 

means that searchers could pass by a value early in their search that they should accept 

later in their search—this happens in about 9% of card sequences in the current setting.  

Second, the structure of the card task may lead people to switch (non-optimally) between 

multiple bouts of exploration and exploitation in a way that is impossible in some optimal 

stopping problems such as the Secretary Problem. 
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Figure 2.  Optimal threshold curve:  For any turn (on x-axis), if the highest card value 

found so far exceeds the optimal threshold for that turn, then that card should be 

exploited for all remaining turns in the game.   

 

2.2 Methods 

We recruited 191 participants from the Indiana University psychology student 

participant pool in exchange for credit for their courses.  They were told that their goal 

was to accumulate as many points as possible in each search game, by flipping over cards 

from the deck to get their points or clicking on cards already found and displayed on the 

screen and getting their points.  Participants were also informed about the distribution of 

card values as indicated earlier.  The general framework of the experiment is shown in 

Figure 3. 
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Figure 3.  General framework of the experiment, showing a single trial (game) consisting 

of 20 turns of exploring or exploiting, with 30 trials overall, followed by a strategy 

questionnaire regarding the thresholds participants used. 

	

In the experiment, a turn refers to one exploration or exploitation decision, and 

every trial (one game) contains 20 turns.  On the first turn, the participant must explore, 

flipping over the top card on the deck, and thereafter decides at each turn whether to 

explore again or exploit a displayed card value.  The screen (Figure 1) displayed the 

number of turns taken so far for this trial, the total points obtained, and the cards found so 

far, with the highest card value seen so far in the trial indicated by that card’s point value 

being displayed in red (while all other cards were shown in green).  When a card was 

taken from the deck, an animation showed its movement to the display of selected cards, 

and then its points were copied from the card to the list of card values selected so far in 

this trial, shown at the bottom of the screen.  Participants’ choices were recorded. 

After each of the 30 independent trials, participants were told the points they 

received on that trial and the points that the optimal strategy would have earned, and 

whether the participant did better, worse, or the same as the optimal strategy. After 

finishing all 30 trials, participants were asked to state explicitly what thresholds they may 
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have been using. For different turns, they reported the minimum card value that they 

would have been satisfied with, and hence would have made them stop exploring and 

start exploiting this card for the rest of the turns in the trial.  (Whether or not they were 

actually using a threshold rule to make their decisions, they could still have a sense of 

what card values would be good enough to make them switch to exploitation at each 

turn.)  Participants were asked to report this explicit threshold value for turns 2, 5, 9, 13, 

17, and 20, using the following instructions: 

Post-experiment Questionnaire: We would like to ask you about your general 

strategy for doing this task. At different points in the game, you may have felt that 

if you had a large enough card value showing on the table, then you would be 

satisfied with it, and would pick it instead of drawing a new card from the deck. 

For example, on the first round, if you happened to draw a 99, then you may have 

been satisfied enough with it to pick it for the rest of the game.  For each of the 

rounds listed below, what was the LOWEST value for a card that would be 

enough for you to pick it for the rest of the game? When you are finished, click 

the <space bar> to submit your numbers. 

 

For the 2nd [5th, etc.] round out of 20, the lowest card that would be enough was 

_____. 

2.3 Results 

Overall, across all of the turns taken by all participants (191·30·20 = 114600 

turns), there was 73.3% exploitation and 26.7% exploration.  The optimal strategy calls 

for more exploitation, 81%, across the same trials that participants saw (p < .001, two-
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sample t-test).  Participants’ mean total points per 20-turn trial was 1528 (SD 266), lower 

than that achieved by the optimal strategy applied to the same values that participants saw, 

1595 (SD 224; p < .01, two-sample t-test). 

2.3.1 Switches and Final Exploitation Patterns 

The optimal strategy for this search task dictates that there will be at most one 

switch from exploration to exploitation per 20-turn trial—only when the highest card 

seen so far exceeds the current optimal threshold.  There should never be a switch from 

exploitation back to exploration—all exploration should be “front loaded” to the first 

portion of a trial because this maximizes the opportunities to subsequently take advantage 

of (i.e., exploit) high values that are found during explorations. Participants behaving 

non-optimally, by contrast, might switch back from exploitation to exploration for many 

reasons, including intrinsic stochasticity, boredom, employing particular strategies, 

and/or changing strategies over time.  Subsequently, as the end of the trial approaches, 

any participants who have switched from exploiting to exploring may well switch to 

exploitation again to take advantage of previously-found high values.   

Participants switched between exploration and exploitation a mean of 1.83 times 

per trial. In most cases, participants explored for a certain number of turns at the 

beginning of the trial, and this stage is called the initial exploration phase. After the initial 

exploration phase, participants usually showed some exploitation decisions in the later 

turns of the trial. If they exploited at least twice in a row, I called these sequential 

exploitation turns a consecutive exploitation phase; on the other hand, if after the first 

exploitation turn there is one exploration turn, I called it a non-consecutive exploitation 

turn. The consecutive exploitation phase is a more reliable sign that participants commit 
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to exploiting some good card values than the non-consecutive exploitation turn. 

Therefore, the initial turn of the first consecutive exploitation phase can be used as a 

measure where participants commit to exploitation for the first time in the game. The 

mean position of the initial turn for the first consecutive exploitation phase is 5.54 across 

all participants.  The optimal strategy applied to the same data that participants saw 

switched to the first (and also the last) consecutive exploitation at (mean) turn 5.14.  This 

means that people continue exploring for a little bit longer than the optimal, by about 0.4 

turns (p < .001, two-sample t-test).  Figure 4 shows the frequency distributions of these 

initial turns of the first consecutive exploitation phase for both participants and the 

optimal strategy.  Compared to the optimal strategy, the distribution of participants’ 

behavior has a thicker body and a fatter tail. 

 

Figure 4.  Frequency distributions of the initial turns for the first consecutive exploitation 

phase, for participants (left) and the optimal strategy applied to the same data participants 

saw (right). 
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2.3.2 Response Times 

How long participants took to decide whether to switch between exploring and 

exploiting or to continue doing what they were doing could give insight into the decision 

strategies they use. Table 1 shows descriptive statistics for response times (RTs)—that is, 

times leading up to the click on a certain action (since the last click)—for deciding to 

continue to explore or exploit (i.e., the previous action and current action are the same) 

and deciding to switch to explore or exploit (i.e., the previous and current actions are 

different). When a participant switches from exploration to exploitation (or vice versa), 

part of the RT comes from the motoric behavior of moving the mouse from the deck to a 

card displayed on the screen (or verse versa).  This movement time should not be 

included in the RT for the psychological decision process. We built a linear regression 

model between logarithm of RT (dependent variable) and switch action (binary 

independent variable) to take out this motoric effect (Knox, Otto, Stone, & Love, 2012; 

Walton, Devlin, & Rushworth, 2004).  The model assumes that the logarithm of RTs is 

predicted by a linear model of the switch-or-not.  The following analyses are based on the 

residuals of the RTs of this model. 

	
Table 1: Mean and Standard Deviation for Response Times of Different Decision Types 

Type of decision (and number) Mean residual response time SD 

Continue to explore (22,335) 1.41 2.35 

Continue to exploit (76,021) 0.59 0.41 

Switch to explore (2,538) 1.14 1.34 

Switch to exploit (7,976) 1.24 0.88 
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Here we focused on comparing pairs of residual RTs (in the log scale) to see 

whether there existed supportive evidence for a decreasing threshold strategy.  Deciding 

to continue to explore takes longer than deciding to switch to exploit (t = 22.92, p < 

0.001), which takes longer than deciding to continue to exploit (t = 108.02, p < 0.001).  

This fits with the cognitive steps involved in following a decreasing threshold rule like 

the optimal strategy:  Once the searcher decides to exploit, she should continue to exploit 

without having to consider any further information, making this a quick decision.  But to 

decide to continue to explore (after any turn of exploration) takes longer, because the 

searcher needs to verify that the card just found is not above the current exploitation 

threshold, and also verify that the best card found previously is not now better than the 

current threshold (which is lower than the threshold when that card was first seen).  If 

either of those verification steps fails, then the searcher would decide to switch to 

exploitation.  Since this could happen after one or two verification steps, on average we 

would expect the switch-to-exploit decision to be faster than the continue-to-explore 

decision which requires passing both verification steps, but slower than the continue-to-

exploit decision which involves no verification steps—and this is the pattern we see in 

the RT data. (A fixed-threshold rule would only require the first verification step, 

implying that the switch-to-exploit and continue-to-explore decisions would take similar 

amounts of time.) Compared to other three decisions, the intermediate duration of the 

rarer decisions to switch back from exploitation to exploration may suggest a different 

strategy (or strategy component) that could involve one or more computational 

comparisons.   
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2.3.3 Explicitly Reported Versus Implicitly Modeled Thresholds 

Given that the optimal strategy takes the form of a threshold rule, we next 

analyzed what thresholds participants might have been using, both by asking them 

explicitly to report their thresholds and by modeling their best-fitting thresholds.  

Participants’ reported thresholds for exploiting are plotted in Figure 5, first averaged 

across all participants for each of the 6 specific turns for which participants were asked to 

give thresholds and then linearly interpolated between those mean values for the 6 turns.  

The general trend of the mean reported threshold is flat over turns (the 95% confidence 

interval for a regression coefficient of reported threshold values on turns is 

[−.0004, .3684], including 0), in contrast to the optimal threshold also shown which 

decreases over turns.  

 

Figure 5.  Mean reported and modeled thresholds (interpolated between the 6 indicated 

turns) along with optimal thresholds for switching from exploration to exploitation, 

across turns.  Error bars are 1 SEM. 
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Figure 6.  Mean probability that participants would exploit a particular highest-available 

card value in the corresponding range at each turn.  Error bars omitted for clarity.   

 

In addition to participants’ explicitly reported thresholds, we also attempted to 

infer the implicit thresholds that may underlie their decisions in the experiment.  We first 

looked at whether participants were adjusting the range of card values that they would 

exploit at different turns in each trial. Figure 6 plots the participants’ probabilities of 

exploiting different highest-available card values at each turn (starting with turn 2, the 

first turn where exploitation is possible), calculated across all trials for all participants. 

Participants only rarely exploited a card value that is not the highest one available, in just 

1.6% of all exploitation decisions. For example, the top curve shows the probability at 

each turn that a participant would choose exploitation, given that the highest card value 

available to exploit on the screen at that turn was between 90 and 991.  All of the curves 

																																																																				
1 Bins over ranges of highest card value available are used because plotting probabilities 

for single card values would result in considerable noise in the graph.  There is still some 
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generally increase over turns, with the lower highest-value curves increasing more 

rapidly.  For turns toward the end of a trial, the exploitation probability nears 1.0 for all 

card values, indicating that participants will exploit whatever highest card value they 

have once they get to the end of their search.  These results indicate that people are taking 

the turns into account by gradually shifting their exploitation tendency for all card values 

upward, which is consistent with a gradually decreasing threshold, applied with noise.  

To estimate the underlying thresholds that participants may have been using 

(which could differ from what they reported using), we treated the thresholds at different 

turns as model parameters and used maximum likelihood estimation (MLE) to find values 

that best fit participants’ decisions. We built a model that uses a stepwise threshold to 

decide when to switch from exploration to exploitation.  To allow easy comparison with 

the participants’ reported thresholds, the model’s stepwise thresholds are estimated for the 

same 6 turns that we asked participants about (turns 2, 5, 9, 13, 17, and 20).  Given that 

this model is focused on estimating thresholds rather than reflecting the psychological 

choice process, it may not capture the details of participants’ turn-by-turn behavior well; 

we will compare it to other plausible models in the next section. 

This six-threshold model has 7 parameters: T1-T6 represent the thresholds, from 1-

99, that apply across turns 2, 3-5, 6-9, 10-13, 14-17 and 18-20 respectively, and the 

strength parameter s reflects how strongly and consistently the participant follows the 

threshold rule—if s is large, then participants usually make a choice that is consistent 

with the current threshold T(t) that holds at turn t, and if s is small, then the model shows 

considerable randomness in determining whether to explore or exploit on a given trial.  
																																																																																																																																																																																																									
noise at the end of the trial for some lower highest-value bins, because, for example, there 
are very few trials in which a participant gets to turn 18 and still has not uncovered a card 
with a value greater than 60. 
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The model specifies the probability to explore at each turn t with respect to the current 

threshold as follows: 

                                                             (1) 

where s is the strength parameter, Max is the highest card value seen (i.e., on the table) 

before turn t, and T(t) is the threshold (T1-T6) that holds at turn t. 

We used MLE to estimate parameter values for each individual. The average best-

fitting model threshold function is plotted in Figure 5, interpolating between the medians 

(using medians because the parameter distributions are skewed) of the 6 threshold 

parameters across participants. This modeled threshold falls across turns, though 

relatively evenly and not as steeply as the optimal threshold at the end of each trial.  

There is an evident mismatch between the flat reported threshold and the falling modeled 

threshold, which could be a consequence of participants reporting thresholds incorrectly 

(e.g., not knowing or remembering them), or of participants making their decisions in 

another way (see next section). In addition, the median of the strength parameter s is 

0.13, indicating substantial randomness in choices—that is, there are many situations in 

which the model chooses to exploit even though the highest card on the table is below the 

current estimated threshold, and chooses to explore even though the highest card is above 

the threshold.  This randomness reflects the stochasticity of participants’ choices. 

2.3.4 Comparison of Decision Strategies 

Of course, a multi-stage changing-threshold mechanism may not be what people 

are actually using to make their decisions. We therefore tested a variety of models in 

terms of both their fit to participants’ data, and their performance compared to the optimal 
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threshold rule. We assessed four types of models: Random baseline models, threshold 

models, expectancy models, and sampling models that, like the cutoff rule for the 

Secretary Problem, decide when to stop based on an initial sample of values.  We first 

describe the models and then report their performance on the search task and their fit to 

participants’ data. 

For all of the models compared below I describe a stochastic version used to fit 

the model to participants’ data.  I also use the corresponding deterministic forms of most 

of the models to assess its performance on the card search task. 

Random baseline models 

A standard type of random model for exploration/exploitation tasks is the epsilon-

greedy model (Sutton & Barto, 1998), which uses a single parameter ε to control the 

probability of exploration (selecting a new card) on each turn, versus exploitation (taking 

the value of the highest card seen so far). Furthermore, the exploration-exploitation trade-

off can be found in the multi-armed bandit problem (Bellman, 1956; Robbins, 1952; 

Sherratt, 2011). Some researchers who studied the multi-armed bandit problem have 

developed some better random models other than the epsilon-greedy model. Among 

them, one is called the epsilon-decreasing model (Scott, 2010). Specifically, instead of 

setting the probability of exploration to be ε at each turn, the epsilon-decreasing model 

assumes the probability of exploration at each turn is: 

          (2) 

where t is the turn that we are at, ε is the original epsilon parameter, c is the sensitivity to 

turns. Bigger c means quicker decrease of the probability of exploration over turns. I will 

include both of these two models in the thesis. 
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A model more specific for this card-search task is the random switch model (with 

one parameter), which randomly picks a number of exploration steps to take from the 

range [2, 20] using the left distribution from participants shown in Figure 4, and then has 

a tendency to explore for that many turns and to exploit on all subsequent turns in that 

trial, with the probability influenced by the strength parameter s:  

                                                                                              (3) 

where Prexplore(t) is the probability of exploration on turn t, s is the strength parameter, 

and k is the randomly-chosen switch turn (not a fitted parameter).  This equation results 

in higher likelihood of exploring at the beginning of the trial and higher likelihood of 

exploiting at the end, with equal probability of both right at the switch turn (when t = k). 

Threshold models 

Given the prevalence of simple threshold rules in human bounded rationality (e.g. 

satisficing rules—Simon, 1982) and the fact that optimal behavior in the card-search task 

follows such a strategy, we also tested four forms of threshold models.  The simplest one-

threshold model (two parameters) has a single fixed threshold T that applies across all 

turns and a strength parameter s controlling the probability of exploring on a given turn 

based on how far the highest card seen so far is from the threshold T (above or below), 

according to Equation 1. The two-threshold model (four parameters) has two threshold 

values T1 and T2 and a “jump turn” parameter k in the range [2, 20] that determines how 

long each threshold is used: T1 for turns 2 to k, and T2 for turns k+1 to 20.  It also uses a 

strength parameter s and determines the probability of exploring by Equation 1. The six-

threshold model (with seven parameters) described earlier has six threshold values T1-T6 

that are used for turns 2, 3-5, 6-9, 10-13, 14-17, and 18-20, respectively, and a strength 
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parameter s combined via Equation 1. Last, the decreasing linear threshold model (with 

three parameters)2 has two parameters for the linear-formatted threshold: b for the 

intercept of the decreasing linear threshold, and α for the slope of the decreasing linear 

threshold. Similarly, it also uses a strength parameter s and determines the probability of 

exploring by the following Equation 4: 

           (4) 

where Max is the highest card value seen (i.e., on the table) before turn t. 

Expectancy models 

 A main stream of studies in economic, machine learning and decision making 

assume that people make decisions based some type of expected reward, whether it is 

expected value, expected utility, or expected valence. Here in this thesis, I focused on two 

models of this expectancy model type. The first one is the softmax model, which has been 

widely used as a baseline expectancy model and also a fundamental block to build other 

more advanced expectancy models (Luce, 1959). It has the following formula in this 

thesis: 

              (5) 

In Equation 5, Ev_explore(t) and Ev_exploit(t) mean the expected value of exploration 

and exploitation at turn t respectively. Both of them start from 50 in each trial, and after 
																																																																				

2 I have also tried a non-linear version of the threshold models, which has a similar equation to Equation 
4. The only difference is that instead of using α*(21-t) in Equation 3, we used α*log(21-t). In this way, 
because of the logarithm, the non-linear threshold decreases very slowly when turn t is small (at the 
beginning of the trial), and more quickly when turn t is big (at the end of the trial). This changing trend 
mimics how the optimal threshold behaves. However, after fitted to subjects’ data, this model was worse 
than the decreasing linear threshold model in terms of BIC value. Therefore, we did not keep this non-
linear threshold model in the paper. 
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each turn one of them is updated by taking the average across all card values of the same 

decision type. The only parameter for the softmax model is the temperature parameter τ.  

High temperatures (big τ value) means exploration and exploitation have about the same 

probability no matter what, while low temperatures (small τ value) will push the 

probability of the option with higher expected value close to 1. In our model, the 

temperature parameter is scaled by the current turn value (mathematically, by dividing by 

t -1)3. In general, when the expected reward of exploration is higher than that of 

exploitation, the softmax model predicts exploration; otherwise, it predicts exploitation. 

 The second expectancy model is the expectancy valence learning model (EVL 

model). The EVL model was developed in an effort to build a unified model that includes 

both learning and decision processes (Busemeyer & Myung, 1992). It has been 

successfully applied to decision tasks such as the Iowa gambling task. The details of the 

model can be found in Busemeyer and Stout (2002). Here I briefly describe how the EVL 

(which has three parameters) is formatted to fit the current card search task. First, after 

the exploration/exploitation decision at turn t, individuals experience a valence v(t) that is 

an affective reaction caused by that decision: 

        (6a) 

where D(t) means the decision (exploration or exploitation) at turn t, and R(D(t)) and 

L(D(t)) means the reward and loss of the card value because of D(t). Particularly, for the 

card search task, after each turn, the card value of that turn is decremented by the 

expected card value of the decision of that turn: if the outcome is positive, we define it as 

																																																																				
3 I have also tried another softmax model similar to the epsilon-decreasing model in Equation 2. That is, 

instead of using linear-turn scaling like τ/(t-1), we use τ/((t-1)^c), with one additional sensitivity parameter 
c. But this power-turn scaling softmax model works no better than the simpler linear version. 
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the reward; if the outcome is negative, we define it as the loss (therefore at least one of R 

and L must be 0 at each turn in the model). The expected card value of the exploration 

(exploitation) decision is similar to that in the softmax model: It starts from 50 and is 

updated by taking the overall average across all card values of the same decision type. In 

Equation 6a, w is the attention parameter (0<w<1), and it decides how much weight is 

given to the reward and loss respectively. 

After the valence v(t) is produced, the expected valence of the decision D(t), 

Ev(D(t)), is updated following the below formula (and the expected valence of the other 

decision type will be kept the same as the previous turn; and the expected valences of 

both exploration and exploitation start from 0): 

          (6b) 

The parameter a (0<a<1) is the updating rate. Large a indicates strong recency effect and 

fast forgetting. 

Third, the probability of exploration, Prexplore(t), is determined by the ratio-of-

strengths rule for choice probabilities (Luce, 1959). And here it is very similar to the 

softmax model: 

       (6c) 

In Equation 6c, θ(t) is called the sensitivity parameter, and it plays a very similar role to 

the strength parameter s in the threshold models. That is, bigger values of θ(t) mean more 

determinism for the exploration/exploitation decision. The EVL model assumes the 

sensitivity θ(t) changes over turns according to the following power function of turn t: 
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                      (6d) 

where the parameter c controls the change of sensitivity over turns: Positive c means 

increasing sensitivity over turns, while negative c means decreasing sensitivity over 

turns. 

Sampling models 

Another class of simple search rules base their stopping decisions on information 

gained from an initial sample of options. Each of these models has two parameters: one 

parameter that controls the size of the sample used, and another, h (for “trembling hand”; 

see Selten, 1975), that introduces stochasticity by setting the probability of the model’s 

deterministically-selected action (exploring or exploiting) to 1−h and the probability of 

the other action to h (so larger h indicates more stochasticity, while larger s in the models 

earlier indicates less stochasticity).  The fixed sample model first assesses a sample of 

fixed size by exploring for k turns and then exploits the highest value card seen in that 

sample starting on turn k+1 (and for all remaining turns).  The cutoff model similarly 

explores for k turns, determines the highest value seen in that initial sample and sets it as 

the cutoff threshold (rather than exploiting it), and then continues exploring until it finds 

a card that is above that cutoff threshold, which it exploits for the rest of the turns.  Use 

of this rule has been studied particularly for situations where the distribution of available 

values is not known, as for the Secretary Problem discussed earlier. The successive non-

candidate count model has also been studied as a potential strategy to solve the Secretary 

Problem. In Seale and Rapoport (1997), the term “candidates” was defined to refer those 

cards that have the highest values seen so far in the current trial (and hence are candidates 

for exploitation), while  “non-candidates” are all other cards (i.e., those not the highest 
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seen so far, hence not appropriate to exploit).  The model starts by exploring on turn 1; 

that first card is by definition a candidate (as it is the highest-value card seen so far).  It 

continues exploring, assessing whether each new card is a candidate or a non-candidate, 

and counting up how many non-candidates in a row it encounters.  If the number of 

successive non-candidates seen reaches a threshold value j, then the model will exploit 

(for all remaining turns) the next candidate it encounters.  This model can thus be seen as 

based on impatience—if it has been too long since finding the previous exploitable option 

(i.e., candidate), then the searcher gets impatient and takes the next option that is higher 

than all those encountered previously. 

2.3.5 Model Performance 

How well do these different models perform on the search task, balancing 

exploration and exploitation?  To find out, we randomly generated 50,000 sequences of 

20 card values and applied deterministic versions of each model to the entire set of 

sequences treated as 20-turns trials.  The mean scores of the models over the 50,000 

simulated runs are shown in Table 2. The optimal strategy scored 1601.8; participants 

scored 1528 on average. The threshold strategies all scored very close to the optimal 

(around 1600), while the three random strategies all performed rather poorly (around 

1300). The sample-based strategies fell in between, with the cutoff strategy from the 

Secretary Problem doing worst of these (at 1391).  The expectancy models perform the 

worst, with the softmax strategy at 1129; this is mainly due to the inability of the models 

to switch to consecutive exploitation for a very long time (switching to consecutive 

exploitation after 11.4 turns on average). Thus for this problem, a simple threshold rule—

even one that uses a single fixed threshold, set at 79—can perform about as well as the 
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optimal decreasing-threshold strategy.   

 
Table 2: Comparison of Parameters for Best Performing Models Across Strategies 

 

Notes: 1) ‘% of switch’ in the ‘Switch turn’ column means the percentage of trials where a switch takes place among 

the total number of trials; 2)’Mean exploited value’ means when the best model is exploiting, the average exploited 

card value across all turns of all trials; 3) ‘NA’ stands for Not Applicable; 4) the epsilon-decreasing model does not 

have a deterministic version, and the only parameter c as for the power index of (t-1), has a range [0, +inf), so it is not 

possible to simulate the model performance and search through the whole parameter value space; but its performance 

should be comparable to the epsilon-greedy model;  5) as for the EVL model, the parameter values to search through 

are w and a, each with a range of [0, 1], and if we ask for a grid accuracy of 0.01, it should be 10000 times of 

simulation; moreover, each simulation contains 1000000 data points, and this is too much computation; for this 

computation reason, I did not carry on the performance simulation for the EVL model; nevertheless, this should not 

influence the conclusions drawn from Table 2. 

 

Table 3: Comparison of Parameters for Best Fitting Models Across Strategies 
 
Strategies Best fitted parameter values Best fitted error parameter Number of parameters BIC1 

Actual participants  NA2 NA NA NA 
Optimal NA s=0.12* 1 431.5 
Epsilon-greedy ε=0.21*3 NA 1 596.5 
Epsilon-decreasing ε=0.88*, c=0.82* NA 2 462.7 
Random switch NA s=0.21* 1 454.8 
One-threshold T=68.3* s=0.13* 2 378.3 
Two-threshold T1=77.1*, T2=57.7*, k=7* s=0.13* 4 335.7 

Strategies Mean score per trial Best parameter values Switch turn (% of  switch1) Mean exploited value2 

Actual participants  1528.0 NA3 5.54 (94.90%) 86.12 
Optimal 1601.8 NA 5.51 (100.00%) 88.86 
Epsilon-greedy 1312.0 ε=0.34 NA 74.84 
Epsilon-decreasing4 NA NA NA NA 
Random switch 1318.9 NA 7.62 (95.30%) 73.84 
One-threshold 1599.0 T=79 5.50 (99.00%) 89.03 
Two-threshold 1601.1 T1=80, T2=75, k=8 5.44 (99.66%) 88.81 
Six-threshold 1601.7 T1=82, T2=81, 

T3=79, T4=76, 
T5=71, T6=58 

5.55 (100.00%) 88.86 

Decreasing linear 
threshold 

1601.7 α=0.58, b=69.98 5.47 (99.90%) 88.80 

Softmax 1128.9 NA 11.40 (87.02%) 64.02 
Expectancy valence 
learning5  

NA NA NA NA 

Fixed sample 1495.7 k=6 7.0 (100.00%) 85.41 
Cutoff 1391.6 k=2  6.60 (90.40%) 80.07 
Successive non-
candidate count 

1469.9 j=3 7.29 (99.99%) 84.29 
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Six-threshold T1=82.0*,T2=77.7*,T3=69.
9*, 
T4=62.5*,T5=54.1*,T6=44.
1* 

s=0.13* 7 346.8 

Decreasing linear 
threshold 

α=1.79*, b=46.3* s= 0.13* 3 327.7 
 

Softmax τ=121.38* NA 1 435.7 
Expectancy valence 
learning  

w=0.41*, a=0.08*, c=1.4* NA 3 379.8 

Fixed sample k=4* h=0.42* 2 445.6 
Cutoff k=2* h=0.10* 2 389.5 
Successive non-
candidate count 

j=1* h=0.46* 2 592.7 

 
Notes: 1) ‘BIC’ stands for Bayesian Information Criterion; 2) ‘NA’ stands for Not Applicable; 3) * means that the value 

is median; otherwise, the value stands for the mean or a single value (e.g., values in the column of ‘Number of 

parameters’).  

 

2.3.6 Models fitted to participant data 

Simple threshold rules do very well on this task, but is that how people actually 

try to solve it?  To compare how well the different models describe participants’ choices, 

we used the Bayesian Information Criterion (BIC; BIC = -2*LL + k*log(N), where LL is 

the maximized value of the log likelihood function of the model, k is the number of free 

parameters in the model, and N is the number of observations of each participant). BIC 

value was computed for each participant, and the mean was taken among all participants 

and shown in Table 3 above.  Models with smaller BIC values are preferred.  For this 

fitting comparison, the stochastic version of each model was assessed (along with a 

stochastic version of the optimal threshold model, using a strength parameter s and 

Equation 1).  The best-fitting parameter values for each stochastic model were 

determined for each participant’s data, and then the medians of these values were 

calculated and reported in Table 3. 

As seen in the right-most column of Table 3, the threshold strategies (other than 

the optimal threshold) achieved the best fit to participant data, with the decreasing linear 



32	

threshold strategy having the lowest BIC score, followed closely by the two-threshold 

strategy.  The best-fitting decreasing linear threshold strategy begins with a threshold of 

80.3, and then decreases by 1.79 at every turn. Compared to the parameter values of its 

best performance (with a threshold of 81.0 and a step decrement of 0.58 in Table 2), this 

decreasing linear threshold strategy (along with the rapidly decreasing best-fitting six-

threshold strategy, shown in Figure 5) supports the idea that participants generally may 

have been lowering a threshold quickly as turns progressed. 

Surprisingly, the expectancy valence learning strategy and the cutoff strategy that 

performs comparatively poorly on this type of search, fit participants’ data well, close to 

the BIC fit of the threshold strategies.  To explore this in more depth, we analyzed which 

strategy best fit (with lowest BIC) the data of each participant at the individual level.  As 

seen in Table 4, the model which achieves the best fit for all the participant data together, 

the decreasing linear threshold strategy, also fits the most individual participants best.  

But the expectancy valence learning and the cutoff strategies fit the second and third 

largest groups of participants individually. The top 5 strategies that fit most of 

participants account for 185 out of 191 participants (96.9%); and among them, three 

(decreasing linear, two, and one threshold strategies) are threshold-like strategies, and 

they account for 131 participants in total. Thus, there appears to be some variation in 

strategy use across individuals, with the majority following a threshold-like strategy that 

performs very well on this type of search problem (and allows them to achieve the top 

three mean scores among all strategies; see the second column of Table 4), and most of 

the other participants using either the expectancy valence learning strategy (yielding an 

average of 1493 points), or the cutoff strategy which is more appropriate to optimal 
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stopping problems like the Secretary Problem (and which yields a mean 1481 points in 

this task). 

 

Table 4: Number of Participants Whose Choices are Best Fit by Each Strategy in 

Experiment 1 

Strategies Number of participants Participants’ mean score 
Decreasing linear threshold 102 1550 
Expectancy valence learning 30 1493 
Cutoff 24 1481 
Two-threshold 20 1538 
One-threshold 9 1532 
Softmax 3 1502 
Epsilon-decreasing 2 1512 
Random switch  1 1360 
Six-threshold 0 NA1 
Fixed sample 0 NA 
Epsilon-greedy 0 NA 
Successive non-candidate count 0 NA 

Notes: 1) ‘NA’ stands for Not Applicable. 

 

2.4 Conclusion and Discussion 

Participants' performance is quite close to optimal. Not only do their scores come 

close to that of the optimal strategy, their behavior patterns in terms of switching are also 

not too far from the optimal. To achieve this, most of participants seem to choose some 

threshold-like strategy, which is also very similar to the optimal strategy, even if they 

explicitly reported doing something different.  They are thus able to search effectively in 

this environment by choosing between exploration for new resource options and 

exploitation of previously-found options. 

Particularly, most of participants probably use a threshold rule that gradually 



34	

decreases over turns (corresponding to the decreasing linear threshold model), though 

their explicit reports of thresholds do not reflect this decrease.. This is supported by the 

probability of card values exploited over turns, the reaction time analysis, the model 

performance simulation, and also the model fitting analysis. Some other participants may 

use other threshold rules like one-threshold or two-threshold strategies. All these 

strategies lead to a pretty good performance in terms of mean score per trial. This is 

because the most important effective strategy for the kind of search problem like the card 

search task seems to be to load all values up front first, start exploiting a relatively good 

value early, and repeatedly accrue that good (exploited) value rather than randomly return 

to exploring.   

A search task that instead calls for repeated transitions between exploration and 

exploitation may present us with a different picture of the search mechanisms people 

typically use. Furthermore, a task involving multiple exploration/exploitation tradeoff 

decisions over time may make individual differences in search behavior, and their 

correlations with other measures such as working memory and impulsivity, easier to 

observe (Hills, Todd, & Goldstone, 2010).  In the current card task, participants made 

relatively few transitions from exploitation back to exploration in part because the 

exploited card values were non-depleting—once they found a sufficiently high card 

value, they were often satisfied with that value and would exploit it until the end of that 

trial. To induce more explore/exploit transitions into this task, we can make the card 

values deplete so that every time a card gets exploited, its value will decrease by a certain 

amount. Moreover, changing the number of turns on each trial from a known fixed length 

to a random length may have a similar effect. By stripping search down to a setting where 
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exploration and exploitation are most prominent, these variations on the card search task 

may help us elucidate the underlying decision strategies more effectively. Experiment 2 

and 3 address this question. 
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Chapter 3  Experiment 2: Foraging in Diminishing Patches 

In experiment 1 we developed an exploration/exploitation card game to show that 

when the environment consists of non-depleting patches, subjects can make near-optimal 

search decisions mostly using some threshold-like strategies. However, there is a lack of 

switching back and forth between exploration and exploitation in experiment 1. Also in 

the real world many of the resources we encounter get used up as we exploit the patches, 

and as a result returns diminish over time.  Hence the current experiment 2 investigates 

human’s search behavior in a depleting-patch search task. I modified the original 

exploration/exploitation card game of experiment 1 so that at every turn when 

participants exploit a new or old card ‘patch’, the corresponding patch decreases in value 

at a certain rate. I propose an optimal strategy for this search task, and compare 

participants’ performance to it. 

3.1 Methods 

Experiment 2 is based on the paradigm of experiment 1.  All the experiment 

settings of experiment 2 are the same as experiment 1, except whenever participants 

explore a new card or exploit an existing card, after they get the card value added to their 

total score, the current card value decreases by a certain amount. Experiment 2 has three 

different decrease rates: 3, 5, or 10 points, and I call them De-3, De-5 and De-10 

conditions correspondingly. 

There were in total 101 participants recruited from Indiana University in 

exchange for credit for their courses: 51 subjects in the De-3 condition, 24 subjects in the 

De-5 condition, and 26 subjects in the De-10 condition. Participants were given the same 

instructions as in experiment 1 -- their goal was to accumulate as many points as possible 
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in each search game. The only change of the instructions of experiment 2 was about the 

decrease rate after each turn. Particularly, in the De-3 condition, participants were told 

that ‘after you get the card value added to your total score, the current card value 

decreases by 3 points.’ Each participant was introduced into only one of the decrease rate 

conditions, and the experiment for her/him contains a single trial (game) of 20 turns of 

exploring or exploiting, with 30 trials overall. 

3.2 Optimal Strategy 

The general intuition for the optimal strategy of experiment 2 is that there should 

not be any exploration after any exploitation turn for the optimal strategy. If this rule is 

broken (that is, there are exploration after exploitation turns), any exploration coming 

after some exploitation in the hope of getting a better card value to benefit later turns will 

not be fully utilized because of the exploitation turns happening ahead of it. Therefore, 

there should be only one switch from exploration to exploitation for the optimal strategy. 

It is better to do all of the exploration early on: In this way, one can take full advantage of 

the fruits of exploration on more subsequent turns. 

Compared to the paradigm of experiment 1, experiment 2 has one dramatic 

difference: the highest card value is changing over turns, and which one is the highest 

card value depends on the exploration/exploitation history in the game. Given this 

dynamic feature of the decreasing card task, we cannot derive a closed form 

mathematical formula for the optimal strategy. However, given that we know that there 

should be only one switch from the exploration phase to the exploitation phase in the 

optimal strategy, we can use computer simulation (particularly dynamic programming) to 

decide whether exploration (or exploitation) is optimal at a particular turn.  
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In computer simulation, at each turn except the first, we compare two values: one 

is the total score that someone would get if she/he switches to exploitation at that turn and 

exploit the highest card values at each turn afterward until the end of the game. We call 

this value the total exploit score.  The other one is the expected total score individuals 

would get if she/he explores at the current turn, switches to exploitation at the next turn, 

and then exploits the highest card values at each turn afterward. Specifically, if 

individuals explore at the current turn, there are 99 possibilities for the card value (from 1 

to 99). After the current turn, the computer would compute the total score for each of 

these 99 possibilities if individuals exploit the highest card values until the end of the 

game. The expected total score is the average score of these 99 total scores. We call this 

value the total explore score. If the total explore score is higher than or equal to the total 

exploit score, one should explore at that turn; otherwise, if the total explore score is lower 

than the total exploit score, one should exploit. In this way, we can determine whether 

exploration or exploitation is optimal for a turn. 

3.3 Results 

3.3.1 Comparison to the Optimal 

In this section, I compare various types of behavioral metrics to the simulated 

optimal strategy across the three conditions (De-3, De-5, and De-10). All of the 

behavioral metrics for the optimal strategy in each condition are based on 100,000 times 

of pure random simulation. The reasons that I conducted the simulation based on pure 

randomness instead of actual experimental data are: First, all behavioral metrics in the 

decrease rate conditions have very high variance; second, for the De-5 and De-10 

conditions, we only have 24 and 26 participants, respectively. Because of limited sample 
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size and high variance of behavioral metrics, in order to achieve a stable optimal-strategy 

outcome, I choose pure random simulation. 

First, across all of the turns taken by participants in each of the three conditions, 

there were 41.07% exploration choices in condition De-3, 48.57% exploration in 

condition De-5, and 52.74% exploration in condition De-10. The optimal strategy calls 

for similar exploration rates, with 35.49% exploration in condition De-3 (p = 0.013; one-

sample t-test, participants VS optimal), 43.85% exploration in condition De-5 (p = 0.126;; 

one-sample t-test, participants VS optimal), and 58.03% exploration in condition De-10 

(p = 0.087; one-sample t-test, participants VS optimal). There is not much difference in 

terms of the exploration rate between participants and the optimal strategy, though people 

seem more conservative, going from 41-52%, while the optimal goes from 35-58% (this 

is because participants can not adjust their exploration rate effectively according to the 

decrease rate while the optimal strategy can). 

However, does the fact that participants have a similar exploration rate compared 

to the optimal strategy indicate that participants and the optimal strategy have similar 

behavioral patterns? The short answer is ‘no’. I checked the mean switch frequency per 

trial across all subjects in each of the three conditions, and plotted them against those of 

the optimal in Figure 7. 
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Figure 7.  Mean switch frequency per trial across all participants in each of the three 

decrease rate conditions, along with mean switch frequencies of the optimal strategies of 

the three conditions.  Error bars are 1 SEM. 

 

 
 Compared with the optimal strategy, participants statistically switch more in all 

three conditions: in condition De-3, participants switch 3.50 times per trial (the optimal 

strategy switches 1 time per trial4; p < 0.001, one-sample t-test); in condition De-5, 

participants switch 4.64 times per trial (the optimal strategy switches 1 time per trial; p < 

0.001, one-sample t-test); in condition De-10, participants switch 6.22 times per trial (the 

optimal strategy switches 1 time per trial; p < 0.001, one-sample t-test). As the decrease 

rate increases, participants tend to switch more frequently (F = 19.42, p < 0.001, one-way 

ANOVA).  

 Figure 8 plots the mean initial turn of the first consecutive exploitation phase for 

both participants and the optimal strategy. Participants do not adjust their initial turns of 

																																																																				
4 The exact mean switch frequency per trial for the optimal strategy is less than 1. Particularly, among 

100,000 times of simulation, there are several times of non-switch for each decrease rate condition (varying 
from 1 to 5 times). 
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the first consecutive exploitation phase according to the decrease rate (F = 0.09, p 

=0.913, one-way ANOVA). However, in each decrease rate condition, participants start 

to exploit earlier than the optimal strategy. In condition De-3, participants start to exploit 

after 5.75 turns, while the optimal is at 8.74 turns (p < 0.001, one-sample t-test); in 

condition De-5, participants are at 5.95 turns, while the optimal is at 10.33 turns (p < 

0.001, one-sample t-test); in condition De-10, participants are at 5.76 turns, while the 

optimal is at 13.03 turns (p < 0.001, one-sample t-test). 

 

Figure 8. Mean initial turns of the first consecutive exploitation phase, for both 

participants and the optimal strategy across three different decrease rate conditions.  Error 

bars are 1 SEM. 

 

 The divergence of participants’ behavior patterns from those of the optimal lead to 

lower performance in terms of mean score per trial for participants in all three conditions. 

In the De-3 condition, participants achieved a mean score of 1250.5 points per trial 

(compared to 1332.7 points per trial for the optimal; p < 0.001, one-sample t-test); in the 
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De-5 condition, participants achieved a mean score of 1145.8 points per trial (compared 

to 1258.4 points per trial for the optimal; p < 0.001, one-sample t-test); in the De-10 

condition, participants got a mean score of 1065.7 points per trial (compared to 1159.1 

points per trial for the optimal; p < 0.001, one-sample t-test).  The comparisons of mean 

score per trial between participants and the optimal strategy are shown in Figure 9. I also 

checked how participants’ scores per trial are changing over trials in experiment 2 and 

found that though their score per trial was coming closer to that of the optimal over the 

30 trials, participants did not learn to stack up their cards all at the beginning, which is 

what the optimal strategy does. 

 

Figure 9. Mean scores per trial, for both participants and the optimal strategy across three 

different decrease rate conditions.  Error bars are 1 SEM. 

 

 In brief, though participants and the optimal strategy have similar 

exploration/exploitation rates, their behaviors are quite different. While the optimal 

strategy searches for and makes available all possible good card values up-front, and 



43	

switches only once from exploration to exploitation in a 20-turn trial, participants do 

something different. Regardless of different decrease rates, they tend to search for a 

similar amount of time (turns), which is around 5.5 turns and much shorter than the 

searching time of the optimal strategies. Rather than staying in the exploitation phase 

until the end, which is what the optimal strategy does, participants switch back and forth 

between exploration and exploitation several times within one trial. Their switch times 

depend on the decrease rate: the higher the decrease rate is, the more switches the 

subjects make. Overall, participants achieved lower mean scores per trial than the optimal 

strategies across all three conditions.  

3.3.2 Evidence for a Flat Threshold Strategy 

 In experiment 1, I have shown that most of participants use a decreasing linear 

threshold to make exploration/exploitation decisions. So it is reasonable for us to ask 

whether participants perform as though using a threshold-like strategy in experiment 2, 

and what the threshold looks like. Of course one way to answer these two questions is to 

compare different types of models and check which model fits participants the best, and I 

will turn to this in the next section. In this section, I will show some behavioral evidence 

that supports the idea that participants use a flat threshold-like strategy to make search 

decisions in experiment 2. The word ‘flat’ is a loose term, but I use it here because though 

the following evidence generally supports a threshold-like strategy, we cannot infer the 

exact shape of the threshold from this evidence. However, the word ‘flat’ refers to the 

threshold, either linear or non-linear, and either constant or decreasing, not changing too 

much over 20 turns of one game compared to the decrease rate. Or we can say that the 

decrease rate of the threshold is smaller than that of the experiment. 



44	

 First, let us define consecutive exploit length and consecutive exploit frequency. 

Consecutive exploit means that there are at least two exploitation decisions in a row. If 

we make ‘0’ stand for exploration and ‘1’ stand for exploitation, one’s 

exploration/exploitation decisions can be represented in a sequence of 0s and 1s. For 

example, a sequence ‘00001111001111100111’ can denote one’s behavior in one trial. 

Consecutive exploit frequency means the number of times that one commits to 

consecutive exploit in one trial. In the previous sequence ‘00001111001111100111’, there 

are 3 periods of consecutive exploit: They are 1111, 11111 and 111. Consecutive exploit 

length is defined as the mean number of turns of all consecutive exploit in one trial. In the 

previous sequence, the consecutive exploit length is 4.  

If participants adopt a flat threshold strategy, because a card value will decrease 

every time it is added to the total score, after some turns of exploitation the highest card 

value will be below the threshold, and participants will need to switch back from 

exploitation to exploration. Put it in another way: If participants are using a decreasing 

linear threshold, and if a card value seen is above that threshold, it will be exploited until 

its value is below that threshold, and then participants will return to exploration again. 

We should see a switching-back-and-forth pattern and multiple times of consecutive 

exploitation in one trial (if the trial is long enough or the decrease rate is big enough). 

Moreover, bigger decrease rates will cause the high card value goes down more quickly. 

As a result, the bigger the decrease rate is, the more times of consecutive exploit 

participants would do, and the shorter the consecutive exploit length is. Note that if 

participants’ thresholds are rising, or a two-threshold strategy, we can still possibly get 

this consecutive exploit length and frequency pattern. So the flat threshold assumption is 
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really a sufficient condition for the prediction to the consecutive exploit length and 

frequency pattern, but not the necessary condition. All these predictions can be seen in 

Figure 10. In Figure 10, the product of consecutive exploit length and frequency should 

be roughly equal to the mean number of exploitation turns per trial in each condition 

(which is true if you check the results of the mean exploration rate per trial in the 

previous section and Figure 10). Statistically, one-way ANOVA shows that there is a 

significant effect of decrease rates on the consecutive exploit length (F = 23.64, p < 

0.001); and there is also a significant effect of decrease rates on the consecutive exploit 

frequency (F = 7.14, p = 0.001). In short, plots of consecutive exploit length and 

consecutive exploit frequency across decrease rate conditions support the argument that 

participants used a flat threshold-like strategy in experiment 2. 

 

 

Figure 10. Mean consecutive exploit length and mean consecutive exploit frequency in 

De-3, De-5 and De-10 conditions. Error bars are 1 SEM. 
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 Second, a flat threshold strategy, together with some decrease rate, will cause 

participants to switch back and forth between exploration and exploitation over turns. 

Also, given a relatively flat threshold, the likelihoods of switching at each turn should be 

very similar, and we should see a quite flat curve for the switch probabilities across all 

turns in general. Furthermore, the decrease rate should have some influence on the switch 

probability. If the threshold is flat and not changing much in different decrease rate 

conditions, a bigger decrease rate will make the highest card value drop below the 

threshold more quickly, and thus push participants to switch back and forth more 

frequently. Figure 11 supports these arguments.  

In Figure 11, the switching probability of a specific turn is computed as follows: 

first we count the number of switches at this turn across all trials of all subjects, and then 

we divide this number by the total number of trials (which equals the total number of 

participants multiplied by the number of trials per participant) to get one ratio. This ratio 

will be the switch probability for that turn across all trials. Because the optimal strategy 

will typically switch once (or not switch at all), and its mean initial turns of the first 

consecutive exploitation for De-3, De-5 and De-10 conditions are at 8.74, 10.33, and 

13.03 respectively, we can see in Figure 11 that there are peaks of the switch probability 

curves for the optimal around 9 (De-3), 10 (De-5) and 13 (De-10) respectively for each 

condition. As expected, the switch probability curves of participants in all three 

conditions are relatively constant, though the switch probability curves for De-5 and De-

10 conditions have an overall slightly upward trend. A one-way ANOVA test on the 

switch probability indicates that the decrease rate has a significant effect on it: the bigger 

the decrease rate is, the higher the switch probability is likely to get (F = 124.56, p < 



47	

0.001).  

 

 

Figure 11. Switch probability of each turn, for both participants and the optimal strategy 

across all three decrease rate conditions.  

 

 Last, I plot the mean card values that are exploited at each turn across all trials of 

all subjects for every decrease rate condition in Figure 12. With checking all the card 

values that a participant exploits at a specific turn for many trials, we can understand 

where her threshold is roughly at for that turn. If she is using a flat threshold-like strategy 

in the decrease rate conditions, we should get a relatively flat line for the mean card 

values exploited by her. And if most of participants utilize a flat threshold-like strategy, 

after we take the average of the mean card values exploited across all participants, we 

would get a flat line over all. This is what happened in Figure 12. Each of the three lines 

in Figure 12 is quite flat and in a basic linear format. A linear regression model fitted 

between turns (independent variable) and mean card value exploited (dependent variable) 

returns a statistically significant slope separately for De-3 (the slope coefficient is -0.58; t 

= 17.88, p < 0.001), De-5 (the slope coefficient is -0.38; t = 6.50, p < 0.001), and De-10 

(the slope coefficient is -0.38; t = 9.85, p < 0.001) conditions. The slope coefficient is 
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negative in every decrease rate condition. This indicates that participants may adjust their 

thresholds and lower them down a little bit over turns.  

 

Figure 12. Mean card value exploited at each turn (from turn 2 to turn 20) for each of the 

decrease rate conditions. Error bars omitted for clarity.   

 

3.3.3 Comparison of Decision Strategies 

In experiment 2, since we are more interested in what strategies participants might 

have used and model performance simulation tells us less about it, here I only focus on 

the model fitness comparison. Like in experiment 1, here I still consider four types of 

models for model fitness comparison: Random baseline models, threshold models, 

expectancy models, and sampling models. I first shortly describe and discuss the models 

in this part, and then report their fit to participants’ data in the next session. 

I keep the epsilon-greedy model, the epsilon-decreasing model and the random 

switch model in experiment 2 for random baseline models. As for the random switch 

model, the switch turn from exploration to exploitation is drawn from the distribution of 

the initial turn of the first consecutive exploitation phase of the actual data. As for 
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expectancy models, I tested all the models of this type from experiment 1. These include 

the softmax model and the EVL model. 

In experiment 2, I only report the decreasing linear threshold model. The reasons 

are: First, though in experiment 1 I tested four types of threshold models, the one-

threshold model is essentially nested within the decreasing linear threshold model (it is a 

the decreasing linear threshold model with a slope of 0), and the six-threshold model and 

the two-threshold model are the multi-stage threshold model type that allows us to vary 

participants’ threshold, but not at every turn. It is the decreasing linear threshold model 

that could enable us to change participants’ threshold at every turn. The decreasing linear 

threshold model has both more complexity compared to the one-threshold model, and 

also more elegance compared to the six-threshold and two-threshold models. Second, I 

have fit participants’ data to all four threshold models in experiment 2, and the decreasing 

linear threshold model is the best among all four models by the mean BIC value. As a 

result, as for the threshold models, only the decreasing linear threshold model is reported 

in experiment 2. Similar to experiment 1, I also tried a non-linear (logarithm) version of 

the threshold model. It performed worse than the decreasing linear threshold model in 

terms of the mean BIC score.  

I tested all the three types of sampling models in experiment 2: the fixed sample 

model, the cutoff model and the successive non-candidate count model. But the sampling 

models in experiment 1 do not predict participants’ switching behavior very well. 

Therefore in experiment 2, I make the following changes in these three sampling models. 

For the fixed sample model, at the k+1 step the model will switch to exploit the highest 

card value from the first k steps. This is consistent with the fixed sample model in 
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experiment 1. But in experiment 2, we also set the highest card value for the first k steps 

as a threshold for later turns: that is, for the k+2 step and after, when the current highest 

card value is below this threshold, the fixed sample model predicts exploration; and when 

the current highest card value is equal to or above this threshold, the model predicts 

exploitation. The change to the successive non-candidate count model is very similar to 

that of the fixed sample model. When the switching condition from exploration to 

exploitation is satisfied for the successive non-candidate count model, the highest card 

value in the exploration phase is set as a threshold: in later turns when the highest card 

value is below this threshold, the successive non-candidate count model predicts 

exploration; otherwise, it predicts exploitation. Last, for the cutoff model, there is also a 

threshold set by the highest card value in the first sampling phase; after the sampling 

phase, the model continues predicting exploration until a card value is higher than the 

threshold (and exploitation takes place). Then the threshold rule also applies in the later 

turns for the cutoff model. In short, basically all the three sampling models are revised to 

have a threshold decision phase after the sampling phase. 

3.3.4 Models Fitted to Participant Data 

To compare how well different models describe participants’ choices in each 

condition, the BIC value was computed for each participant, and the mean was taken 

among all participants of each condition and shown in Table 5 (De-3 condition), Table 6 

(De-5 condition) and Table 7 (De-10 condition) below.  Models with smaller BIC values 

are preferred.  Unlike experiment 1, because the optimal strategy of experiment 2 is much 

more dynamic and gives less information about how participants behave, I did not fit a 

stochastic version of the optimal strategy model in experiment 2. 
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Table 5: Comparison of Parameters for Best Fitting Models Across Strategies in De-3 
Condition of Experiment 2 
 
Strategies Best fitted parameter values Best fitted error parameter Number of parameters BIC1 

Epsilon-greedy ε=0.35*2 NA3 1 695.1 
Epsilon-decreasing ε=0.82*, c=0.42* NA 2 634.6 
Random switch NA s=0.10* 1 642.9 
Decreasing linear 
threshold 

α=1.46*, b=45.57* s= 0.07* 3 542.2 
 

Softmax τ=24.35* NA 1 723.9 
Expectancy valence 
learning  

w=0.61*, a=0.002*, c=0.90* NA 3 688.8 

Fixed sample k=18.0* h=0.64* 2 713.1 
Cutoff k=4.0* h=0.37* 2 682.0 
Successive non-
candidate count 

j=17.0* h=0.65* 2 702.8 

 
Notes: 1) ‘BIC’ stands for Bayesian Information Criterion; 2) * means that the value is median; otherwise, the value 

stands for the mean or a single value (e.g., values in the column of ‘Number of parameters’); 3) ‘NA’ stands for Not 

Applicable. 

 

Table 6: Comparison of Parameters for Best Fitting Models Across Strategies in De-5 
Condition of Experiment 2 
 
Strategies Best fitted parameter values Best fitted error parameter Number of parameters BIC1 

Epsilon-greedy ε=0.46*2 NA3 1 737.2 
Epsilon-decreasing ε=0.71*, c=0.18* NA 2 710.5 
Random switch NA s=0.05* 1 728.5 
Decreasing linear 
threshold 

α=0.21*, b=61.93* s= 0.06* 3 590.7 
 

Softmax τ=38.44* NA 1 779.7 
Expectancy valence 
learning  

w=0.42*, a=0.0005*, c=0.09* NA 3 742.2 

Fixed sample k=10.0* h=0.51* 2 743.5 
Cutoff k=6.0* h=0.37* 2 709.2 
Successive non-
candidate count 

j=13.0* h=0.52* 2 738.7 

 
Notes: 1) ‘BIC’ stands for Bayesian Information Criterion; 2) * means that the value is median; otherwise, the value 

stands for the mean or a single value (e.g., values in the column of ‘Number of parameters’); 3) ‘NA’ stands for Not 

Applicable. 

 

Table 7: Comparison of Parameters for Best Fitting Models Across Strategies in De-10 
Condition of Experiment 2 
 
Strategies Best fitted parameter values Best fitted error parameter Number of parameters BIC1 

Epsilon-greedy ε=0.49*2 NA3 1 731.0 
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Epsilon-decreasing ε=0.72*, c=0.16* NA 2 712.2 
Random switch NA s=0.05* 1 732.7 
Decreasing linear 
threshold 

α=0.38*, b=45.99* s=0.06* 3 609.5 
 

Softmax τ=-32.88* NA 1 778.3 
Expectancy valence 
learning  

w=0.0*, a=0.00007*, c=-0.61 NA 3 747.2 

Fixed sample k=5.0* h=0.40* 2 728.8 
Cutoff k=4.5* h=0.34* 2 697.8 
Successive non-
candidate count 

j=3.5* h=0.42* 2 727.3 

 
Notes: 1) ‘BIC’ stands for Bayesian Information Criterion; 2) * means that the value is median; otherwise, the value 

stands for the mean or a single value (e.g., values in the column of ‘Number of parameters’); 3) ‘NA’ stands for Not 

Applicable. 

 

Across all three conditions, the decreasing linear threshold model clearly 

differentiates itself from other models and is the best in terms of mean BIC score. And 

the BIC score of the second best model in each condition (the epsilon-decreasing model 

in De-3 and the cutoff model in De-5 and De-10) is far away from that of the decreasing 

linear threshold model. In De-3 condition, the decreasing linear threshold model starts at 

73.31 (45.57+[21-2]*1.46), and at every turn it decreases by 1.46 points; in De-5 

condition, it starts at turn 2 with a threshold value of 65.92 (61.93+[21-2]*0.21), and it 

deceases by 0.21 points at each turn; in De-10 condition, the threshold is 53.21 

(45.99+[21-2]*0.38) at turn 2, and decreases by 0.38 points at each step.  

The decrease rate of the decreasing linear threshold model is smaller than the 

decrease rate of the condition: In De-3 condition, the decrease rate of the threshold model 

is 1.46 (smaller than the decrease rate 3); in De-5 condition the decrease rate is 0.21 

(much smaller than the decrease rate 5); and in De-10 condition the decrease rate of the 

threshold model is 0.38 (much smaller than the decrease rate 10). So the decreasing 

linear threshold model is quite flat (again, the word ‘flat’ in this thesis means that the 

threshold, no matter constant or decreasing, has a slope with a smaller absolute value 
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compared to the decrease rate of each corresponding condition) and this supports the 

previous idea that participants use a flat threshold-like strategy to make search decisions.  

Finally, I also analyzed which strategy best fit (with lowest BIC) the data of each 

participant at individual level in each decrease rate condition.  The results are shown in 

Table 8. The decreasing linear threshold strategy is also the dominant strategy that fits 

the most individual participants best.  It accounts for 78% (40 out of 51) of participants in 

De-3 condition, 71% (17 out of 24) of participants in De-5 condition, and 77% (20 out of 

26) of participants in De-10 condition. Besides the decreasing linear threshold strategy, 

there is a very small amount (either 1, 2 or 3 subjects in each decrease rate condition) of 

subjects who are still using the cutoff strategy to make decisions. This is consistent with 

the pattern that we have seen in experiment 1. After these two strategies, it seems that the 

rest of participants are most likely to take some random strategies, such as the random 

switch strategy, the epsilon-greedy or the epsilon-decreasing strategy in the decrease rate 

conditions. Thus, there seems to be some individual difference in strategy using across 

subjects, with the majority following a flat threshold-like strategy and most of other 

participants performing under either the cutoff strategy or some random strategies. 

 

Table 8: Number of Participants Whose Choices are Best Fit by Each Strategy Across all 

Three Conditions in Experiment 2 

 Number of participants Participants’ mean score 
Strategies De-3 De-5 De-10 De-3 De-5 De-10 
Decreasing linear threshold 40 17 20 1260.6 1194.8 1086.7 
Cutoff 3 1 2 1241.5 1151.4 1092.6 
Random switch  4 1 2 1210.7 1003.5 1010.7 
Expectancy valence learning 1 1 NA1 1251.4 1186.1 NA 
Epsilon-greedy 1 1 1 1005.4 1031.3 1000.3 
Epsilon-decreasing 2 3 NA 1262.7 938.4 NA 
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Successive non-candidate count NA NA NA NA NA NA 
Softmax NA NA 1 NA NA 767.4 
Fixed sample NA NA NA NA NA NA 

Notes: 1) ‘NA’ stands for Not Applicable. 

 

3.4 Conclusion and Discussion 

	 Participants’ behavior pattern and performance in the decrease rate conditions are 

not close to the optimal strategy any more. Participants search for a similar amount of 

time (turns) at the beginning of the trial regardless of the decrease rate. The initial turn of 

the first consecutive exploitation phase is around 5.5 in every decrease rate condition, and 

this is much shorter than the searching time of the optimal strategy. Participants will also 

switch back and forth between exploration and exploitation for several times, rather than 

stay in exploitation until the end of the game. Participants’ searching pattern may contain 

some interesting individual differences that will be investigated in the second half of the 

thesis. Finally, their mean score per trial is quite far away from that of the optimal.  

 There is strong evidence that most of participants use a flat threshold-like strategy 

to make exploration/exploitation decisions in the decrease rate conditions. This is 

supported by behavioral data analysis including comparisons of  mean consecutive 

exploit length, mean consecutive exploit frequency, switch probability of each turn, and 

mean card values exploited at each turn across different decrease rate conditions. And 

this flat threshold strategy can be best fitted by the decreasing linear threshold model. 

This decreasing linear threshold model also fits the majority of participants the best at 

individual level among all tested models. 
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 Different from results of experiment 1, where participants’ mean score per trial is 

very close to that of the optimal strategy, in experiment 2, across all three conditions, 

participants’ scores per trial are consistently smaller (about 100 points smaller) than those 

of the optimal. This is probably because compared to the optimal strategy which stacks 

up all the good cards at the beginning, participants use a threshold strategy, and when 

they meet a good card value, they will exploit it for too many turns even after this card is 

not so good any more. Consequently, participants’ score per trial will be significantly 

smaller than that of the optimal in experiment 2. 

	  We can treat experiment 1 as another decrease rate condition with a decrease rate 

of 0 (denoted as De-0). Therefore, we can compare the decreasing linear threshold 

models in all the four conditions together. The intercepts (that is, the threshold values at 

turn 2) of the threshold models are 80.3 in De-0 condition, 73.3 in De-3 condition, 65.9 in 

De-5 condition and 53.2 in De-10 condition. The slopes of the threshold models are -1.79 

in De-0, -1.46 in De-3, -0.21 in De-5 and -0.38 in De-10 condition respectively. It seems 

that participants can adaptively adjust the shape of their decreasing linear threshold 

strategies according to the decrease rate of search environment. 

 Because card values are reduced by the decrease rate after both exploration and 

exploitation, the average return of each turn in a phase of consecutive exploitation is 

declining with the decrease rate increasing in the environment. Thus, it is reasonable for 

individuals to reduce their expectation (threshold value) at each turn to adapt to the 

search environment. This is what participants did in the experiments: In general, the 

threshold line of one decrease rate condition most of the time is above those of conditions 

that have higher decrease rates. 
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 The decreasing linear threshold model is similar to the marginal value theorem 

(MVT) in certain way. The MVT is an optimal model that is applied in search 

environments with resources located in discrete patches and separated by areas with no 

resources (Charnov, 1976). Previous research has shown that lots of animal foragers 

follow the MVT strategy in related search tasks (Cassini, Kacelnik, & Segura, 1990; 

Cowie, 1977). There are two main differences between search environments of the MVT 

and the card search task. First, the MVT assumes that there is no payoff during 

exploration phase, while searchers can get points after exploration in the card search task. 

Second, the MVT assumes there is no limit on search time, but the card search task has a 

restriction on search time, and searchers only have 20 turns in one game. Despite these 

differences, the decreasing linear threshold strategy is quite similar to the MVT. The 

MVT states that foragers should have a threshold, and whenever the expected reward of 

the current patch is below this threshold, foragers should leave the current patch and start 

exploration. This is similar to the decreasing linear threshold strategy, which states that 

whenever the current highest card value is below the current threshold, participants 

should explore. In addition, with the decrease rate increasing (from 0 to 10), participants 

seem to adjust (reduce) the slope of the decreasing linear threshold model, though not 

perfect from De-5 condition (0.21) to De-10 condition (0.38). This makes the decreasing 

linear threshold model flatter, and therefore more similar to the MVT model (which can 

be treated as a one-threshold model). Future research should focus on connections and 

similarities between participants’ heuristic decreasing linear threshold strategy and the 

MVT, and investigate whether there are some other search environments in which human 

beings may use threshold-like strategies to make decisions. This would help us better 
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understand human search behavior in general. 
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Chapter 4  Experiment 3: Foraging with Uncertainty of Search Duration 

In experiment 2, the resources (card values) are decreasing over time as 

exploitation proceeds, and we explore the effect of the decrease rate on human’s search 

strategies. At a broader level, we can think that resources of experiment 2 are unstable in 

the search environment, meaning they will change (be depleted) over the search process. 

Though resources are unstable, searchers know and can predict how the resources will 

change over time. However, this is not always the case in the real world. For example, a 

bird living in an environment surrounded by its predators does not know whether its 

current (or next) foraging trip will be interrupted by its predators. Similarly, a honeybee 

cannot predict whether the current flower with rich nectar will be exploited by its 

competitors from other nests in the very near future. In both scenarios, there is 

uncertainty and unpredictability for searchers in the search environment. And most 

importantly, this uncertainty is very common in the real world. Experiment 3 will address 

this unpredictability of search environments. Particularly, it focuses on influence of the 

uncertainty of search duration (that is, how long you can search) on human’s search 

strategies. 

 In the card search task, the search duration can be manipulated by changing the 

number of turns of one trial. More turns that one participant has means she has more 

chance to search through and collect points in the game. In experiment 1 and 2, the 

number of turns of one trial is fixed, and all trials have 20 turns. But we can vary the 

number of turns in one trial, and make it a variable in the card search task following some 

probability distributions. This would make participants unable to predict when the game 

will be over, and thus simulate the uncertainty of search duration in search environments. 
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Given the above discussion, let us make some clarifications here for the terms 

describing search environments. As stated before, if the card value being exploited 

decreases by some rate, the resource of the search environment is unstable; if the card 

value being exploited does not decrease, the resource of the search environment is stable. 

Therefore, I call experiment 1 (in which card values do not decrease) the stable-resource 

search environment, while conditions of experiment 2 are all unstable-resource search 

environments. But in both experiments, searchers can predict when the search process 

will end. Thus they are both of the certain-duration search environment type. In 

experiment 3, I will introduce conditions where searchers cannot predict how long they 

can search. These conditions will be the uncertain-duration search environments. 

Overall, there are three conditions in experiment 3. The first condition is an 

unstable-resource certain-duration search environment (card values decrease and the 

number of turns is fixed; so it is basically a replication of experiment 2). The second 

condition is a stable-resource uncertain-duration search environment (card values do not 

decrease but the number of turns is random). The third condition is an unstable-resource 

uncertain-duration search environment (card values decrease and the number of turns is 

random). Comparing experiments 1 and 2, we already know the effect of the unstable 

resource (in a certain-duration search environment) on human’s search patterns and 

strategies: The unstable resource in a certain-duration search environment will cause 

searchers to switch back and forth more often (due to depletable resources), and lower 

their expectations (intercepts) and change rates (slopes) of the threshold line. In 

experiment 3, main foci are two. First, I want to investigate the influence of the unstable 

resource in the uncertain-duration search environment.  This can be examined by 
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comparison between the unstable-resource uncertain-duration condition and the stable-

resource uncertain-duration condition in experiment 3. Would the introduction of the non-

stability to the uncertain-duration environment bring similar effect to that of the certain-

duration environment, or would it have different effect on participants’ search behavior 

and strategies? Second, I want to examine the impact of the uncertain duration in the 

unstable-resource search environment. This can be understood via the comparison 

between the unstable-resource uncertain-duration condition and the unstable-resource 

certain-duration condition.  Would participants search differently if the factor of uncertain 

duration were introduced in the search environment? Would they search longer or shorter, 

switch more or less often, or achieve a better or worse score in the unstable-resource 

uncertain-duration condition compared to the unstable-resource certain-duration 

condition? Moreover, I want to mention that we may also want to check the impact of 

uncertain duration in a stable-resource search environment (that is the comparison 

between the stable-resource uncertain-duration condition of experiment 3 and the search 

environment of experiment 1). But I did not replicate experiment 1 here because 

experiment 1 has more than 190 subjects, and we can practically treat the statistics of 

behavioral metrics in experiment 1 as population statistics for the stable-resource certain-

duration search environment. The following analysis will compare results of the three 

conditions of experiment 3 with those of experiment 1 (denoted as De0-fix below) via 

either post hoc analysis or plotting. 

4.1 Methods 

All three conditions of experiment 3 are based on the previous card search task. In 

experiment 3, the unstable resource means after the card value is added to participants’ 
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total score, it decreases by 3 points, while the stable resource means the card value does 

not decrease. The uncertain duration means that in one trial, the number of turns follows a 

uniform distribution, with an expectation of 20 turns and a range from 5 to 35 (including 

both ends), while the certain duration means that the number of turns of one trial is fixed 

at 20 turns. Thus, the unstable-resource certain-duration condition in experiment 3 has a 

decrease rate of 3 and a fixed number of 20 turns in one trial; and it is denoted as the 

De3-fix condition. The stable-resource uncertain-duration condition has a decrease rate of 

0 and a random number of turns from 5 to 35 in one trial; and it is denoted as the De0-

rand condition. Last, the unstable-resource uncertain-duration condition has a decrease 

rate of 3 and a random number of turns from 5 to 35 in one trial; and it is denoted as the 

De3-rand condition. 

There were a total of 103 participants recruited from Indiana University in 

exchange for credit for their courses for experiment 3: 24 subjects in the De3-fix 

condition, 24 subjects in the De0-rand condition, and 55 subjects in the De3-rand 

condition. The instructions of all three conditions of experiment 3 are very similar to that 

of experiment 1. The changes are made when the unstable resource or the uncertain 

duration information is introduced into the condition. When the unstable resource (i.e., 

the decrease rate) is introduced into the instruction, we add ‘after you get the card value 

added to your total score, the current card value decreases by 3 points’ into the instruction 

part. If a condition has the uncertain duration factor, the following information is added 

to the instruction: ‘The total number of turns for each game is not fixed, but may vary 

from game to game. Particularly, the number of turns in one game can be any random 

number from 5 to 35, with each of these numbers being equally likely. So, in any game 
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you will NOT know exactly when the game will end’. Each participant was introduced to 

one of the three conditions, and completed 30 trials (games) of the same condition in 

experiment 3. 

4.2 Optimal Strategy 

 Unfortunately, unlike experiment 1 and experiment 2, I do not have a clear answer 

for the optimal strategy in either the De0-rand condition or the De3-rand condition. In 

general, when the number of turns is changed from fixed to random, the optimal strategy 

becomes more complicated and hard to solve. However, since our goal in experiment 3 is 

mainly examining effects of uncertain duration and unstable resource on human search 

behavior, not knowing the optimal strategy does not bring too much trouble.  

4.3 Results 

4.3.1 General Trend 

In this part, I check some general behavioral metrics for search patterns and 

strategies, including the mean initial turn of the first consecutive exploitation phase per 

trial, the mean exploration rate per trial, the mean switch frequency per trial, and the 

mean score per turn. All these metrics are computed by taking the average across all 

participants of each condition. They can tell us overall whether there are any differences 

of search patterns and strategies among conditions in experiment 3. 

First, Figure 13 shows the mean initial turns of the first consecutive exploitation 

phase for all three conditions. The one-way ANOVA statistical test for the mean initial 

turn across the three conditions (De3-fix, De0-rand and De3-rand) shows that different 

condition levels do not have a significant effect on the mean initial turn of the first 
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consecutive exploitation phase (F = 1.95, p = 0.15). This means that participants in either 

condition of experiment 3 start to commit to exploitation around a similar point in the 

trial. 

 

Figure 13. Mean initial turn of the first consecutive exploitation phase per trial for all 

three conditions in experiment 3. Error bars are 1 SEM. 

 

 Figure 14 shows the mean exploration rate per trial for each of three conditions in 

experiment 3. The mean exploration rate per trial is computed in the following way: First, 

for one particular participant, I compute among all her/his turns of 30 trials, the 

percentage of turns exploring; then I take the average of these percentage values across 

all participants to get the final number. Therefore this mean exploration rate per trial can 

indicate the general exploration tendency among all participants in one specific condition 

(search environment). The mean exploration rates per trial for De3-fix, De0-rand and 

De3-rand conditions are 0.42, 0.29 and 0.41 respectively. They are statistically different 
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from each other (F = 8.63, p < 0.001, one-way ANOVA). However, a post hoc test shows 

condition De3-fix is not statistically different from condition De3-rand (t = 0.37, p = 

0.71). Also, if we directly compare the mean exploration rate per trial of De0-rand 

condition with that of experiment 1 by using a simple one-sample t-test, it show that De0-

rand condition is not statistically different from experiment 1 in terms of the mean 

exploration rate (p = 0.19, one-sample t-test). So what matters for the exploration rate is 

whether the cards (resources) are stable or not. 

 

 

Figure 14. Mean exploration rate per trial for all three conditions in experiment 3. Error 

bars are 1 SEM. 

 

Figure 15 shows the mean switch frequency per trial for all three conditions. The 

mean switch frequency per trial is the average of mean switch times per trial per 

participant across all participants. It is an indicator of the overall switch tendency among 

all participants in one condition. Since compared to the zero decrease rate condition 
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(De0-rand), people in positive decrease rate conditions (De3-fix and De3-rand) will 

switch from exploitation back to exploration more often and therefore generally explore 

more due to the positive decrease rate, we should see similar patterns in figure 14 and 15. 

This is confirmed by figure 15. The mean switch frequencies per trial for De3-fix, De0-

rand and De3-rand conditions are 4.48, 2.20 and 4.46 separately (statistically different 

from each other; F = 12.36, p < 0.001, one-way ANOVA). Again, a post hoc test shows 

condition De3-fix is not statistically different from condition De3-rand in terms of mean 

switch frequency per trial (t = 0.04, p = 0.97). In addition, a simple one-sample t-test 

shows that the mean switch frequency per trial of De0-rand condition is not statistically 

different from the switch frequency (which is 1.83) of experiment 1 (p = 0.25, one-

sample t-test). 

 

Figure 15. Mean switch frequency per trial for all three conditions in experiment 3. Error 

bars are 1 SEM. 
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Last, I check the mean score per turn and the result is shown in Figure 16. The 

reason for calculating the mean score on a ‘turn’ basis instead of a ‘trial’ basis (which is 

the method used in experiment 1 and 2) is that in condition De0-rand and De3-rand the 

number of turns is random for one trial, and hence some subjects may have more turns 

totally in experiment 3 than other subjects. As a result, the mean score on a ‘turn’ basis is 

a less biased measure of the performance. The mean scores per turn for De3-fix, De0-

rand and De3-rand conditions are 62.49, 75.88 and 62.13 (statistically different from each 

other; F = 146.76, p < 0.001, one-way ANOVA). A post hoc test shows condition De3-

fix is not statistically different from condition De3-rand with respect to the mean score 

per turn (t = 0.47, p = 0.64). And the mean score per turn of De0-rand condition is not 

statistically different from that (which is 76.4) of experiment 1 (p = 0.56, one-sample t-

test). 

 

 

Figure 16. Mean score per turn for all three conditions in experiment 3. Error bars are 1 

SEM. 

 



67	

In short, it seems that participants in De3-fix and De3-rand conditions behave 

very much the same, while participants in De0-rand condition behave quite differently. 

Though the initial turns of the first consecutive exploitation phase across three conditions 

are similar to each other, participants’ search behavior in De3-fix and De3-rand 

conditions diverge from those in De0-rand condition in terms of mean exploration rate 

per trial, mean switch frequency per trial, and mean score per turn. Moreover, 

participants in De0-rand condition behave similarly to those in experiment 1 (which can 

be seen as a stable-resource certain-duration search environment, denoted as the De0-fix 

condition) on these three search behavior metrics. Therefore, at least at the level of a 

general trend, the uncertainty of search duration seems to have no effect on human’s 

search behavior in either stable or unstable resource search environments, and the 

stability of resource can influence search patterns in both certain duration and uncertain 

duration search environments. 

4.3.2 In-depth Comparison 

In the previous section, we have seen the influence of the instability of resources 

and the uncertainty of duration on human search behavior at a general level, such as mean 

exploration rate per trial and mean switch frequency per trial. At the general level, we 

mainly extract information via averaging data or metrics across all turns for one trial. In 

this section, I am going to examine participants’ search behavior at a turn-to-turn basis. 

With this in-depth investigation, we can see how participants’ search behavior is 

changing over turns within one trial. This can help us better understand the dynamics of 

search behavior in these three conditions, not only the general trend overall.  
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 Figure 17 shows the exploration probabilities of each possible turn for all three 

conditions of experiment 3 and the De0-fix condition (data from experiment 1). Note that 

for the De3-fix and De0-fix conditions, because the largest turn number can only be 20, 

there are only 19 data points (from turn 2 to turn 20) for the exploration probability 

curves of these two conditions. For each data point of the exploration probability curves 

in Figure 17, it is computed across all trials of all participants for a specific turn5. From 

Figure 17, we can see that clearly the exploration probability curves for the De3-fix and 

De3-rand conditions are quite similar to each other (at least at available turns from 2 to 

20), while the curves for the De0-rand and De0-fix conditions are similar to each other 

though most of the time the curve of De0-fix condition is slightly below that of De0-rand 

condition. The curves of De0-rand and De0-fix conditions diverge from the previous two 

from about the 8th turn. A statistical test of one-way ANOVA indicates that the 

exploration probabilities at all turns of these three conditions are significantly different 

from each other (F = 14.94 , p < 0.0001), and a post hoc test shows condition De3-fix is 

not statistically different from condition De3-rand (t = 1.25, p = 0.22). 

																																																																				
5 I did not compute the exploration probability for a specific turn at individual level first, and then take an 

average across all participants to get the final number. This is because for participants in the De3-rand and 
De0-rand conditions, there are lots of variation in the number of turns for very big turn numbers (e.g., some 
subjects may have several trials containing turn 35 across all her/his 30 trials, while others may not have 
turn 35 at all in experiment 3). In order to reduce the noise in the exploration probability curve, I take the 
average of exploration probabilities across all trials of all participants directly. 
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Figure 17. Exploration probabilities of every possible turn for all three conditions of 

experiment 3 and also De0-fix condition (data from experiment 1).  

 

The switch probabilities of each possible turn for all three conditions of 

experiment 3 and the De0-fix condition is shown Figure 18. Similar to Figure 17, there 

are also only 19 data points (from turn 2 to turn 20) for the switch probability curves of 

the De3-fix and De0-fix conditions, and each data point of the switch probability curves 

in Figure 18 is also computed across all trials of all participants. In Figure 18, the switch 

probability curve for the De0-rand condition diverges from the other two at the beginning 

(around the fifth turn) of the trial (F = 178.04 , p < 0.0001, one-way ANOVA),  and the 

curves of the De3-fix and De3-rand conditions are quite similar to each other at least at 

available turns up to turn 20 (t = 0.83, p = 0.41). And similar to Figure 17, the switch 

probability curves of the De0-fix and De0-rand conditions are similar to each other, 

though the curve of De0-fix condition is slightly below that of De0-rand condition for 

most of the turns up to turn 20. 
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Figure 18. Switch probabilities of every possible turn for all three conditions in 

experiment 3 and also De0-fix condition (data from experiment 1).  

 

Similar to Figure 10 of experiment 2, I plot the mean consecutive exploit length 

and mean consecutive exploit frequency for all three conditions of experiment 3 in Figure 

19. Though these two metrics cannot show changes of search patterns over turns, the 

combination of mean consecutive exploit length with mean consecutive exploit frequency 

can give us some hint on how participants spread their exploitation turns within one trial 

in different conditions. If the uncertainty of duration can influence search behavior, 

especially the consecutive exploitation phase in the unstable resource search 

environment, participants in the De3-rand condition might consecutively exploit shorter 

or longer (and thus have more or less consecutive exploitation phases in one trial) than 

participants in the De3-fix condition. On the other hand, if there is no difference in the 

mean consecutive exploitation length and frequency between De3-rand and De3-fix 

conditions, this strongly implies that participants do not consider the factor of uncertain 

duration, and might use some flat threshold-like strategies in the De3-rand condition that 
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is similar to strategies in De3-fix condition. Or, if the instability of resource has an effect 

on search behavior, there may be some differences between De3-rand and De0-rand 

conditions in the mean consecutive exploit length and frequency.  

Shown in Figure 19, the mean consecutive exploitation length for De3-fix, De0-

rand and De3-rand conditions are 6.12, 12.17, and 6.04 respectively. The one-way 

ANOVA test for the mean consecutive exploitation length indicates that these three 

conditions are significantly different from each other (F = 42.48, p < 0.0001). A post hoc 

test between the De3-fix and De3-rand conditions shows that they are not statistically 

different from each other (t = 0.14, p = 0.89). A simple one-sample t-test between De0-

rand condition and the data (having a mean of 12.73 for the mean consecutive 

exploitation length) from experiment 1 shows that the two are not statistically different 

from each other either (p = 0.49). In addition, the mean consecutive exploitation 

frequency for De3-fix, De0-rand and De3-rand conditions are 1.83, 1.34, and 1.94 

respectively. These three conditions are statistically different from each other in terms of 

the mean consecutive exploitation frequency (F = 9.14, p < 0.001, one-way ANOVA). 

However, again, a post hoc test between De3-fix and De3-rand conditions shows that 

they are not statistically different from the other (t = 0.78, p = 0.44), and the De0-rand 

condition and the data (having  a mean of 1.20 for the consecutive exploitation 

frequency) from experiment 1 are not significantly different from each other either (p = 

0.27, one-sample t-test). 
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Figure 19. Mean consecutive exploit length and mean consecutive exploit frequency for 

all three conditions in experiment 3. Error bars are 1 SEM. 

 

 Last, I plot the mean card value exploited at every possible turn for De3-fix, De0-

rand, and De3-rand conditions, and also data from experiment 1 (denoted as the De0-fix 

condition). Though we did not directly check the mean card values exploited over turns 

in experiment 1, given Figure 6, we should expect a general upward curve of the mean 

card values exploited for the De0-fix condition. We should also expect a very similar 

curve of card values exploited from turn 2 to turn 20 in the De3-fix condition to that of 

the De-3 condition in experiment 2, because experiment settings of these two conditions 

are exactly the same. We have shown that participants in both De3-fix and De0-fix 

conditions usually use threshold-like strategies to make exploration/exploitation decisions 

(though the threshold shapes in the two conditions are somewhat different). Participants’ 

threshold strategy in De3-fix condition is a straight line that goes down a little bit over 

turns. Furthermore, due to the decrease rate, participants need to switch back and forth 

between exploration and exploitation to find some new high card values. These two 
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reasons greatly increase the likelihood of exploiting some not-too-high card values as the 

turn number increases. As a result, the curve of card values exploited will gradually go 

down slightly over turns in De3-fix condition. This is what we see in Figure 20 for the 

blue (De3-fix) and red (De0-fix) curves. The new findings in Figure 20 are two. First, the 

curve for De3-rand condition is very similar to that of De3-fix condition from turn 2 to 

turn 20, and the curve for De0-rand condition is also similar to that of De0-fix condition. 

Again, this is consistent with all the previous findings that support the argument that the 

factor of uncertain duration does not influence participants’ search strategy in either the 

unstable resource or stable resource condition.  Second, the curve of De3-fix condition is 

different from that of De0-fix condition, and the curve of De3-rand condition also 

diverges a lot from that of De0-rand condition. So the stability of resource can hugely 

influence participants’ search patterns and strategies in both certain duration and 

uncertain duration search environments.  

 

 

Figure 20. Mean card value exploited at every possible turn for De3-fix, De0-rand, and 

De3-rand conditions, and also De0-fix condition (data from experiment 1). Error bars 
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omitted for clarity.   

 

 To sum up, human’s search behavior appears to be influenced by the stability of 

resource but not by the uncertainty of search duration in general. This is supported not 

only by the general trend analysis in the previous session, but also by the in-depth 

analysis of search behavior metrics over turns in this session. First, the De3-rand and 

De3-fix conditions are very similar to each other in switch probabilities over turns, 

exploration probabilities over turns, mean consecutive exploitation length and frequency, 

and mean card values exploited across turns. Also the De0-rand and De0-fix conditions 

are very similar to each other in these four metrics too. All these results suggest that the 

uncertain duration does not bring any significant changes to participants’ search behavior 

and strategy. Participants’ search strategy in De3-rand condition may be very similar to 

that in De3-fix condition, and so is the search strategy in De0-rand condition to that of 

De0-fix condition. Second, it is easy to understand the differences between the De3-fix 

and De0-fix conditions because of the decrease rate. Moreover, there are great differences 

between the De0-rand and De3-rand conditions in terms of the four search metrics 

analyzed in this session. The effect of unstable resource seems existing not only in the 

certain duration (De3-fix VS De0-fix) search environment, but also in the uncertain 

duration (De3-rand VS De0-rand) search environment.  

4.3.3 Comparison of Decision Strategies 

For experiment 3 I will again fit and test four types of models: random baseline 

models, threshold models, sampling models and expectancy models, with some revision 

to some models.  
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Among the random baseline models, the epsilon-greedy model and the epsilon-

decreasing model are the same as those in experiment 1 and 2. For the random switch 

model, a switching turn is generated from the posterior distribution of the switching turns 

across all subjects of each of the three conditions; in the De3-rand and De0-rand 

conditions, if the switching turn generated is bigger than the total number of turns of one 

trial, the model will predict exploration all the time up until the end of this particular trial. 

 The decreasing linear threshold model is tested in experiment 3. In addition, since 

the number of turns is varying in the De3-rand and De0-rand conditions, participants may 

not expect themselves to get 20 turns in one trial, which is the average number of turns 

per trial. Thus, we can make the expected value of the number of turns per trial as one 

parameter in the decreasing linear threshold model, and we will get the following 

expected-turn threshold model: 

          (7) 

Equation 7 is very similar to equation 4 of the decreasing linear threshold model, but it 

has one more parameter ev, which stands for one participant’s expected number of turns 

per trial in the card search task. 

 The expectancy models and the sampling models in experiment 3 are the same as 

those in experiment 2. All the sampling models have a threshold decision phase in 

experiment 3. They should apply to the De3-rand condition easily since if one trial ends 

before the initial sampling phase is complete the models will predict exploration for the 

whole trial, and no matter how the number of turns varies the sampling models will 

predict switching between exploration and exploitation given the relation between the 

threshold and the highest card value in the threshold decision phase. These sampling 
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models also fit the De0-rand condition because without the decrease rate they would not 

predict switch back from exploitation to exploration. 

4.3.4 Models Fitted to Participant Data 

The fitted BIC value is computed for each subject, and the mean BIC value 

averaged across all participants of every condition is shown in Table 9 (De3-fix 

condition), Table 10 (De0-rand condition) and Table 11 (De3-rand condition) below.  The 

model with smaller BIC value is preferred.   

The decreasing linear threshold model is again the best model among all models 

tested in terms of mean BIC score across all three conditions in experiment 3. And the 

second best model in every condition of experiment 3 is the expected-turn threshold 

model. Adding the expected number of turns parameter ev does not improve the fitness of 

the decreasing linear threshold model for either the certain search duration conditions or 

uncertain search duration conditions. In De3-fix condition, the decreasing linear 

threshold model starts at 64.24, and it decreases by 0.96 points at every turn; in De0-rand 

condition, it starts at turn 2 with a threshold of 80.64, and it deceases by 1.64 points at 

every turn; in De3-rand condition, the threshold value is 63.35 at turn 2, and it decreases 

by 0.29 points at every turn.  

 
Table 9: Comparison of Parameters for Best Fitting Models Across Strategies in De3-fix 
Condition of Experiment 3 
 
Strategies Best fitted parameter values Best fitted error parameter Number of parameters BIC 

Epsilon-greedy ε=0.39*1 NA 1 734.3 
Epsilon-decreasing ε=0.81*, c=0.41* NA 2 681.4 
Random switch NA s=0.05* 1 700.8 
Decreasing linear 
threshold 

α=0.96*, b=46.00* s=0.07* 3 595.1 
 

Expected-turn 
threshold 

α=1.53*, b=45.25*, 
ev=22.82* 

s=0.07* 4 602.2 

Softmax τ=28.39* NA 1 735.3 
Expectancy valence w=0.78*, a=0.0013*, NA 3 731.6 
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learning  c=0.98* 
Fixed sample k=17.0* h=0.60* 2 751.3 
Cutoff k=2.5* h=0.39* 2 724.9 
Successive non-
candidate count 

j=15.0* h=0.61* 2 740.3 

 
Notes: 1) * means that the value is median; otherwise, the value stands for the mean or a single value (e.g., values in 

the column of ‘Number of parameters’). 

 

Table 10: Comparison of Parameters for Best Fitting Models Across Strategies in De0-
rand Condition of Experiment 3 
 
Strategies Best fitted parameter values Best fitted error parameter Number of parameters BIC 

Epsilon-greedy ε=0.24*1 NA 1 647.6 
Epsilon-decreasing ε=0.93*, c=0.73* NA 2 500.1 
Random switch NA s=0.30* 1 451.3 
Decreasing linear 
threshold 

α=1.64*, b=49.48* s=0.09* 3 366.3 
 

Expected-turn 
threshold 

α=1.71*, b=43.67*, 
ev=17.30* 

s=0.09* 4 372.8 

Softmax τ=13.70* NA 1 526.8 
Expectancy valence 
learning  

w=0.36*, a=0.01*, c=1.53* NA 3 497.2 

Fixed sample k=5.0* h=0.17* 2 534.3 
Cutoff k=4.5* h=0.52* 2 639.4 
Successive non-
candidate count 

j=3.0* h=0.46* 2 642.7 

 
Notes: 1) * means that the value is median; otherwise, the value stands for the mean or a single value (e.g., values in 

the column of ‘Number of parameters’). 

 

Table 11: Comparison of Parameters for Best Fitting Models Across Strategies in De3-
rand Condition of Experiment 3 
 
Strategies Best fitted parameter values Best fitted error parameter Number of parameters BIC 

Epsilon-greedy ε=0.33*1 NA 1 699.1 
Epsilon-decreasing ε=0.77*, c=0.29* NA 2 656.7 
Random switch NA s=0.06* 1 687.5 
Decreasing linear 
threshold 

α=0.29*, b=57.84* s=0.08* 3 561.2 
 

Expected-turn 
threshold 

α=0.36*, b=54.12*, 
ev=22.94* 

s=0.08* 4 567.6 

Softmax τ=22.24* NA 1 731.7 
Expectancy valence 
learning  

w=0.59*, a=0.0015*, 
c=0.48* 

NA 3 721.2 

Fixed sample k=17.0* h=0.62* 2 739.2 
Cutoff k=4.0* h=0.36* 2 709.1 
Successive non-
candidate count 

j=16.0* h=0.63* 2 727.3 

 
Notes: 1) * means that the value is median; otherwise, the value stands for the mean or a single value (e.g., values in 
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the column of ‘Number of parameters’). 

 

Table 12 is showing which strategy fits participants at the individual level the best 

in these three conditions of experiment 3. The dominant strategy that best fits most 

participants in each condition is still the decreasing linear threshold strategy.  It accounts 

for 63% (15 out of 24) of participants in De3-fix condition, 83% (20 out of 24) of 

participants in De0-rand condition, and 78% (43 out of 55) of participants in De3-rand 

condition. Besides the decreasing linear threshold strategy, the other strategies that best 

fit a small amount of participants in each condition vary a lot, including the cutoff 

strategy, the random switch strategy, the epsilon greedy and epsilon decreasing strategies, 

and the softmax strategy etc. Most of the time, participants with the decreasing linear 

threshold strategy perform the best among all participants in experiment 3 in terms of the 

mean score per turn. 

 

Table 12: Number of Participants Whose Choices are Best Fit by Each Strategy Across 

all Three Conditions in Experiment 3 

 Number of participants Participants’ mean score1 

Strategies 
De3-
fix 

De0-
rand 

De3-
rand 

De3-
fix 

De0-
rand 

De3-
rand 

Decreasing linear threshold 15 20 43 62.32 76.75 62.91 
Cutoff NA NA 3 NA NA 61.40 
Random switch  1 2 2 62.89 74.84 58.86 
Expectancy valence learning NA NA NA NA NA NA 
Epsilon-greedy 7 NA NA 62.99 NA NA 
Epsilon-decreasing 1 NA 5 61.09 NA 57.58 
Successive non-candidate count NA NA NA NA NA NA 
Softmax NA 2 1 NA 68.21 62.22 
Fixed sample NA NA 1 NA NA 60.05 
Expected-turn threshold NA NA NA NA NA NA 
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Notes: 1) Participants’ mean score is on the per turn basis in Table 12. 

 

4.4 Conclusion and Discussion 

Different search environments may call for different search behavior and 

strategies. Different resource types influence human’s search behavior and strategies a lot 

in the card search task. Participants in De0-fix (experiment 1) and De3-fix (experiment 2) 

conditions behave quite differently. Compared to subjects in De0-fix condition, 

participants in the De3-fix condition tend to have higher exploration rates, switch more 

often, have more consecutive exploitation times and shorter length, and achieve a lower 

score. Furthermore, the search behavior patterns in the De0-rand and De3-rand conditions 

also diverge a lot on metrics such as exploration rate, switch probability distribution, 

exploration probability distribution and mean card value exploited at every possible turn. 

Compared to subjects in De0-rand condition, participants in the De3-rand condition also 

tend to have higher exploration rates, switch more often, have more consecutive 

exploitation times and shorter length, and achieve a lower score. Therefore participants’ 

response to the change from non-depletable to depletable resources is consistent in both 

certain duration and uncertain duration search environments.  

On the other hand, the certainty of search duration seems to have little effect on 

human’s search behavior and strategies in the card search task. Participants in the De0-fix 

(experiment 1) and De0-rand conditions behave very similar to each other on metrics 

such as exploration rate, switch frequency, switch probability distribution, exploration 

probability distribution, mean card value exploited at every possible turn, and mean 

score. In addition, the search behavior patterns in the De3-fix and De3-rand conditions 
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are also quite close to each other on these search metrics too. Thus the effect of 

uncertainty of search duration is also consistent in both the unstable and also stable 

resource search environments. 

It is surprising that people do not adjust to the changing duration in the card 

search task. They are not able to plan ahead for the uncertainty of search duration, but 

they can react to resources that are getting smaller. Researchers have also studied the 

influence of uncertainty of search duration on human’s search patterns in the Secretary 

Problem (Seale & Rapoport, 2000). They also found that people stopped the search too 

early compared to the optimal strategy in the Secretary Problem with uncertainty (SPU). 

This is consistent with findings (Seale & Rapoport, 1997) of the standard Secretary 

Problem (SSP). However, in SSP, when the number of applicants increases from 40 to 80 

(the difference in terms of the expected number of applicants between the two conditions 

is 40), the optimal cutoff parameter k is changing from 16 to 30, and participants’ modal 

cutoff value is changing from 13 to 21, which account for 81% (13 out of 16) of the 

optimal strategy in the 40-applicant condition and 70% (21 out of 30) of the optimal in 

the 80-applicant condition. But when the factor of uncertain search duration is introduced 

in the Secretary Problem, people’s search length seems to become shorter. In the study of 

SPU (Seale & Rapoport, 2000), one search duration follows a uniform distribution from 1 

to 40 (denoted as 1-40; the optimal cutoff parameter k is 6), and the other search duration 

follows a uniform distribution from 1 to 120 (denoted as 1-120; the optimal cutoff 

parameter k is 16). The difference in terms of the expected number of applicants between 

the two conditions is still 40. Participants’ modal cutoff values are 5 (83% of the optimal) 

in 1-40 condition and 7 (44% of the optimal) in 1-120 condition. Though the expected 
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numbers of applicants of this SPU study (20.5 in 1-40 condition and 60.5 in 1-120 

condition) are not the same as those of the previous SSP study (40 in 40-applicant 

condition and 80 in 80-applicant condition), they are in similar ranges and thus 

comparable. It seems that compared to the SSP, people in SPU are less sensitive to the 

expected number of applicants, and as the expected number of applicants increases their 

search length increases much less in SPU than in SSP. So while the uncertainty of search 

duration does not influence people’s search patterns in the card search task, it can affect 

human’s search behavior in the Secretary Problem. This is possibly because there is no 

payoff in the exploration phase of the Secretary Problem, and people’s rewards in both 

SSP and SPU are all-or-none. In the SPU, because of the uncertainty of search duration, 

people become more risk-averse in the frame of gains, and therefore are less likely to take 

chances to explore more. On the other hand, in the card search task, people get payoffs 

from both exploration and exploitation, and this makes them less sensitive to the 

uncertainty of search duration. 

 The decreasing linear threshold model fits the best among all search strategies in 

all conditions of the card search task. Participants seem to be able to adjust their linear 

threshold according to the search environment. The certainty of search duration does not 

change participants’ thresholds too much in the card search task. But the resource type 

could affect participants’  linear threshold shape: With the decrease rate increasing (from 

0 to 10), participants would reduce their expectation (threshold value) at each turn and 

adjust (reduce) the slope of their decreasing linear threshold model (which makes the 

decreasing linear threshold model flatter overall).  
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Chapter 5  Experiment 4 and 5: Individual Differences 

 In the previous chapters I have studied human search behavior, strategies, and 

models across different search environments. In this chapter, I will turn to the connection 

between search behavior and impulsivity. Impulsivity may be one factor that can 

influence an individual’s search behavior, since as discussed in the Chapter 1, both search 

behavior and impulsivity involve decisions dealing with rewards in a temporal 

framework. 

 Impulsivity is typically described to have four aspects: lack of premeditation, risk 

seeking, lack of persistence, and urgency (Miller et al., 2003; Smith et al., 2007; 

Whiteside & Lynam, 2001). I think two aspects of impulsivity are related to the card 

search task, and they are risk seeking and lack of persistence. 

 Lack of persistence means the inability of maintaining goal-directed behavior. 

Compared to patient individuals, impulsive individuals are less likely to maintain their 

goal-directed behavior. Connecting lack of persistence to the card search task, first, in the 

exploration phase, the participant’s goal is to search for a high card value. Because the 

later exploration phase after exploitation is typically very short and sometimes caused by 

factors such as boredom or randomness, it might not be the best place to observe 

exploration-related goal-directed behavior. The initial exploration phase, on the other 

hand, usually has several turns at least, and is strongly related to the exploration goal. 

Thus, it is a good place to check how participants maintain their exploration-related goal-

directed behavior. In general, impulsive participants are predicted to have a shorter initial 

exploration phase (that is, fewer turns of exploration at the beginning of the trial) than 

patient participants. Second, in the exploitation phase, the goal of searchers is to collect 
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cards with good values as much as possible, and the consecutive exploitation phase 

should be a good place to observe the exploitation-related goal-directed behavior. When 

in the consecutive exploitation phase, impulsive participants should more likely switch 

from exploitation to exploration. Therefore we would predict a shorter consecutive 

exploitation length for impulsive participants than for patient ones. 

 Risk-seeking behavior usually refers to choosing some high-gain and high-loss 

option over some low-gain and low-loss option, even when the latter option has a higher 

expected value. In the card search task, because after the initial exploration stage the 

maximum card value is typically higher than 50, which is the expected value of 

exploration, exploitation should be generally treated as a safer option while exploration 

should be regarded as a riskier option. Therefore we can define the risk-seeking behavior 

in the card search task as picking exploration over exploitation at each turn. Impulsive 

individuals generally show a larger risk-seeking tendency than patient individuals. As a 

result, we would predict a longer initial exploration phase for impulsive participants than 

for patient ones. Meanwhile, impulsive participants should show a shorter consecutive 

exploitation length compared to patient ones in the card search task.  

Both lack of persistence and risk seeking predict impulsive individuals would do 

less exploitation in the consecutive exploitation phase, but they diverge on predictions for 

the length of the initial exploration phase of one trial: While lack of persistence predicts 

impulsive individuals will do less exploration in the initial exploration phase than patient 

ones, risk seeking predicts the opposite direction. Thus the card search task may not only 

be able to connect human’s search behavior to impulsivity, but can also differentiate 

distinct drives of impulsivity in the search process. This is the first purpose of this 
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chapter. Second, from chapter 2 to 4, we have shown that human search behavior is 

greatly determined by the search environment, and previous literature has shown that 

search behavior can be influenced by individual differences such as aging and clinical 

disorders. Now it is reasonable for us to ask whether these two factors play a separate 

role in human search behavior, or if there is some interaction effect between the two 

factors. Experiment 4 and experiment 5 will try to answer these two questions. 

5.1 Experiment 4: Impulsivity and Decrease Rate 

 In experiment 4, I choose the decrease rate as the search environment factor. This 

is because from chapter 2 to 4, we see that the resource type has more impact on human’s 

search patterns than the search duration. In experiment 4, I introduce three decrease rate 

conditions in a between-subject design: 0, 3, and 10. They are denoted as De-0, De-3, and 

De-10 conditions separately. The temporal discounting rate is used as a measure of 

impulsivity, and participants are divided into either an impulsive or patient group given 

their temporal discounting rates (the details are discussed in the next ‘methods’ session). 

With the different values of decrease rate, we can check how it interacts with impulsivity 

and how the two factors together affect human search behavior.  

 5.1.1 Methods 

Temporal discounting rate has been used as a measure for impulsivity and many 

empirical studies have shown that people’s temporal discounting function follows a 

hyperbolic function (Frederick, Loewenstein, & O'Donoghue, 2002; Green & Myerson, 

2004). The parameter k of the hyperbolic discounting function indicates people's 

indifference tendency between an earlier smaller reward and a later larger reward. 

Generally speaking, bigger k means greater temporal discount rate, less patience, and 
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more impulsivity; and smaller k means smaller temporal discount rate, more patience, and 

less impulsivity. In the current experiment, the parameter k was assessed through 7 

intertemporal choice questions. In a typical intertemporal choice question, participants 

are presented with two monetary options and asked which option they prefer, for 

example, ‘would you prefer $120 tomorrow or $450 in 31 days’. The questionnaire 

containing these seven questions is included in Appendix 2. Answers of each participant 

are used to compute her temporal discounting parameter k. The details about computing 

the parameter k can be found in Kirby and Marakovic (1996) and Wang and Dvorak 

(2010). Because k is typically a very small fractional number between 0 and 1, the natural 

logarithm value of k is used in the following statistical analysis. But for convenience, I 

still call the natural logarithm of k as the parameter k in the following description. 

After computing each participant's k, we evenly divide participants of each 

decrease rate condition into two groups according to their median k value: participants 

with bigger k and participants with smaller k. Overall, the bigger k group contains 

participants who are less patient and more impulsive, and we denoted this group as 

‘impulsive’; and the smaller k group contains participants who are less impulsive and 

more patient, and we denoted this group as ‘patient’. 

 The card search task in experiment 4 has basically the same search environment 

settings as previous ones from chapter 2 to 4. Each participant runs through 30 20-turn 

games. The De-0 condition is the same as the experimental paradigm of experiment 1, the 

De-3 condition is the same as the experimental paradigm of De-3 condition of experiment 

2, and the De-10 condition is the same as the experimental paradigm of De-10 condition 

of experiment 2. 
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Participants were first introduced to experiment rooms. Then each participant was 

asked to complete the questionnaire for measuring her/his impulsivity. After that, each 

participant was randomly assigned to one of the three decrease rate conditions of the card 

search task. After finishing the card search task, participants were debriefed.  

 Experiment 4 has two factors: decrease rate and impulsivity. Decrease rate has 

three levels (De-0, De-5 and De-10) and impulsivity has two levels (impulsive and 

patient). So overall experiment 4 is a 3*2 between-subject experiment design with 6 

conditions. There are a total of 71 participants in experiment 4. The number of 

participants and their mean k value and standard deviation in each condition are shown in 

Table 13. 

 

Table 13: Number of Participants and Their Mean k Value and Standard Deviation 

Across all Conditions in Experiment 4 

 impulsive patient 
De-0 (N=14)1 

-4.262 
(1.48)3 

(N=14) 
-7.82 
(1.31) 

De-3 (N=10) 
-4.50 
(1.21) 

(N=10) 
-7.41 
(1.28) 

De-10 (N=11) 
-3.86 
(1.77) 

(N=12) 
-6.90 
(1.43) 

Notes: 1) the first row of each cell stands for the number of participants in each condition of experiment 4; 2) the 

second row of each cell stands for the mean of log(k) values of each condition; 3) the third row of each cell stands for 

the standard deviation of log(k) values in each condition. 

 

5.1.2 Results 
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 First, the effects of decrease rate and impulsivity on the score per trial and the 

exploration rate per trial across all participants are examined. The mean score per trial 

across all subjects of each condition is shown in the first part of Table 14. The two-way 

ANOVA test between decrease rate and impulsivity shows that while the main effect of 

decrease rate is significant (F = 330.51, p < 0.001), neither the main effect of impulsivity 

nor the interaction effect between the two factors is significant. The mean exploration 

rate per trial of every condition is shown in the second part of Table 14. The two-way 

ANOVA test shows the similar pattern: the main effect of decrease rate is significant (F = 

67.77, p < 0.001), but either the main effect of impulsivity or the interaction effect is not 

significant. 

 The main effect of decrease rate on mean score per trial and mean exploration rate 

per trial is consistent with what we have seen in chapter 3. It is more interesting to find 

impulsivity does not have an influence on these two general measures of search behavior, 

nor its interaction with search environment (the decrease rate).  However, would the 

consecutive exploitation length and the initial turn of the first consecutive exploitation 

phase be impacted by impulsivity or its interaction with search environment? The 

following statistical analysis answers this question. 

 

Table 14: Mean Score per Trial and Mean Exploration Rate per Trial Across all 

Participants of Each Condition in Experiment 4 

  mean score per trial mean exploration rate per trial 
 impulsive patient impulsive patient 
De-0 1558.07  

(17.56)1 
1554.27 
 (17.56) 

0.18  
(0.03) 

0.21  
(0.03) 

De-3 1275.24  
(20.78) 

1290.70 
 (20.78) 

0.44  
(0.03) 

0.40  
(0.03) 
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De-10 1086.36  
(19.82) 

1083.41 
(18.97) 

0.56  
(0.03) 

0.48  
(0.03) 

Notes: 1) the second row of each cell stands for the standard error. 

 

 A two-way ANOVA test between decrease rate and impulsivity for the 

consecutive exploitation length indicates that the main effect of decrease rate is 

significant (F = 237.89, p < 0.001); however, neither the main effect of impulsivity nor 

the interaction effect between the two factors is significant. The mean consecutive 

exploitation length across all subjects of each condition is shown in Table 15 below. 

Contrary to what we predict at the beginning of this chapter, it seems that patient and 

impulsive participants have similar number of turns in the consecutive exploitation phase. 

 

Table 15: Mean Consecutive Exploitation Length Across all Participants of Each 

Condition in Experiment 4 

  mean consecutive exploitation length 
 impulsive patient 
De-0 14.05  

(0.49)1 
14.54 
 (0.49) 

De-3 5.84  
(0.59) 

5.37 
 (0.58) 

De-10 4.11  
(0.55) 

3.66 
(0.53) 

Notes: 1) the second row of each cell stands for the standard error. 

 

 Next, we check on the initial turn of the first consecutive exploitation. The two-

way ANOVA test between decrease rate and impulsivity for the initial turn of the first 

consecutive exploitation shows that the main effect of decrease rate is significant (F = 

3.94, p = 0.024). The interesting findings are that the main effect of impulsivity is 
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marginally significant (F = 3.55, p = 0.064) and the interaction effect between decrease 

rate and impulsivity is also significant (F = 4.48, p = 0.015). Figure 21 below shows the 

mean initial turns of the first consecutive exploitation for all six conditions in experiment 

4. From Figure 21, we can see that in terms of the initial turn of the first consecutive 

exploitation, the decrease rate could influence impulsive participants but not patient ones. 

In the De-0 condition, patient and impulsive subjects have very similar initial turns. With 

the decrease rate increasing from 0 to 10, while patient participants keep their initial turns 

constant, impulsive participants, on the other hand, would likely increase their initial 

turns and thus explore longer at the beginning of the trial.  I will try to give an 

explanation for this phenomenon in the discussion part of this chapter. Someone may 

argue that it is not the increment of the decrease rate, but the non-zero decrease rate that 

makes impulsive people explore more at the initial exploration phase. However, if the 

decrease rate is non-zero but very small (say 0.1), intuitively this non-zero decrease rate 

will not bring about differences in the initial turn of the first consecutive exploitation 

phase between patient and impulsive people. Therefore, this argument is highly unlikely. 

 

Figure 21. Mean initial turn of the first consecutive exploitation phase for every condition 
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of experiment 4. Error bars are 1 SEM. 

  

 Now, let us focus on the consecutive exploitation frequency per trial. We have 

found that patient and impulsive participants do not differ in consecutive exploitation 

length, and impulsive participants are more likely to explore longer at the beginning of 

the trial (i.e., larger initial turns of the first consecutive exploitation), especially in bigger 

decrease rate conditions. Because each participant has the same number of turns per trial 

and similar consecutive exploitation length, if someone explores longer at the beginning, 

she should be more likely to have less times of consecutive exploitation in the later turns 

of the trial (i.e., less consecutive exploitation frequency per trial). This is what we see in 

Figure 22. In the De-0 condition, patient and impulsive groups have similar consecutive 

exploitation frequencies. As the decrease rate increases, the two curves for patient and 

impulsive subjects in Figure 22 start to diverge: The impulsive group has less times of 

consecutive exploitation per trial than the patient group. The two-way ANOVA test for 

the consecutive exploitation frequency shows that the main effect of decrease rate is 

significant (F = 42.89, p < 0.001), the main effect of impulsivity is significant (F = 4.20, 

p = 0.045), and the interaction effect between decrease rate and impulsivity is marginally 

significant (F = 2.79, p = 0.069). 
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Figure 22. Mean consecutive exploitation frequency per trial for every condition of 

experiment 4. Error bars are 1 SEM. 

 

 Last, would there be any significant difference in fitted parameter values of the 

decreasing linear threshold model across all conditions? Because we found no influence 

of impulsivity on the score per trial, and also a two-way ANOVA test on the average first 

card values exploited in the first consecutive exploitation for each subject (which should 

be closely related to one’s threshold value) shows no significant main effect (F = 0.78, p 

= 0.47) or interaction effect of impulsivity (F = 0.02, p = 0.89), it is very likely that 

participants in different conditions of impulsivity have no difference in terms of their 

threshold shapes. This means that the intercept and slope parameters of the decreasing 

linear threshold model would not be different across different levels of impulsivity. 

Nevertheless, if impulsive participants have similar threshold shapes to patient ones but 

will explore when their decreasing linear threshold models predict exploitation at the 

beginning of the trial, they should have a smaller strength parameter s in general. The 

two-way ANOVA tests for parameter b and α indicate impulsivity has no main effect or 
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interaction effect on them. However, impulsivity has a significant main effect on the 

strength parameter s (F = 7.70, p < 0.01), though its interaction effect with decrease rate 

on parameter s is not significant (p = 0.33).  Figure 23 shows the mean value of 

parameter s in each condition.  

 

 

Figure 23. Mean strength parameter s for every condition of experiment 4. Error bars are 

1 SEM. 

 

5.1.3 Conclusion and Discussion 

Impulsivity may be one factor that can influence individuals’ search behavior. To 

test this idea, we measure participants' impulsivity by the parameter k of the hyperbolic 

discounting function and divide participants into impulsive and patient groups. In 

addition, we also vary the search environment by changing its decrease rate from 0 to 3 

and 10. Search patterns of these two groups in different search environments of the card 

search task are examined. We find that impulsivity has no main effect or interaction effect 
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on the score per trial, exploration rate per trial, and consecutive exploitation length. But 

we find that impulsive participants in general are more likely to explore longer in the 

initial exploration stage of one trial, and as the decrease rate increases, this effect 

becomes more obvious. This finding is mainly consistent with predictions of the risk-

seeking aspect of impulsivity. It also means impulsivity is related to the consecutive 

exploitation frequency among different decrease rate conditions. Moreover, higher 

impulsivity also leads to smaller strength parameter s of the decreasing linear threshold 

model across different search environments of the card search task.  

Risk seeking thus appears to make impulsive participants do more exploration at 

the beginning of the trial compared to patient participants. Furthermore, the more 

interesting finding is that the gap of the length of initial exploration between impulsive 

and patient groups becomes bigger as the decrease rate increases. Previous research on 

risk seeking has found that experiential and environmental factors can alter individuals’ 

risk seeking propensity. For example, Hill, Ross, and Low (1997) found that people with 

higher future unpredictability beliefs (which refer to perceptions about unpredictability in 

one's life, in other people, and in the world) had higher risk-taking tendency. Sinha 

(2001) argued that stress could increase people’s risk-seeking behaviors such as drug 

abuse and relapse.  In the current experiment, as discussed in chapter 4, environments 

with nonzero decrease rates can be treated as unstable resource environments. The factor 

of unstable resource, to my best knowledge, has not been studied in terms of its effect on 

human’s risk-seeking propensity. It is not the same as future unpredictability or stress, 

but all these three factors can be described as the adversity of environment. Future studies 

should thoroughly investigate why and how unstable resources, distinct from other forms 
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of adversity of environment, may increase individuals’ risk-seeking tendency. 

As discussed at the beginning of this chapter, the two aspects (risk seeking and 

lack of persistence) of impulsivity drive the length of initial exploration to opposite 

directions. The results of experiment 4 suggest that risk seeking dominates in the initial 

exploration stage. However, while both aspects of impulsivity make the same prediction 

for the consecutive exploitation length, the influence of impulsivity on the consecutive 

exploitation length is not statistically significant in experiment 4. There might be three 

plausible reasons. First, in nonzero decrease rate conditions, participants typically follow 

a decreasing linear threshold strategy and switch back and forth between exploration and 

exploitation to maintain a good card value. This decrease rate would be a confound that 

prevents us from finding the effect of impulsivity on consecutive exploitation length. An 

extreme case is that if the decrease rate is 50 and the range of card values is still from 1 to 

99, rationally at every turn subjects have to explore, and there will be no exploitation 

behavior. Hence there would not be any difference in the consecutive exploitation length 

between impulsive and patient groups. Second, if risk seeking still dominates the 

consecutive exploitation phase, maybe our initial prediction is wrong and the consecutive 

exploitation phase cannot trigger different levels of risk-seeking propensity across 

different conditions. Therefore, no matter how long the trial varies, patient and impulsive 

people will show very similar levels of risk-seeking propensity at turns of consecutive 

exploitation phases and should have similar consecutive exploit lengths. Put it in another 

way, if we make the length of the trial longer compared to experiment 4, we should still 

not observe the effect of impulsivity on the consecutive exploitation length. Third, if it is 

lack of persistence that dominates the consecutive exploitation phase, the length of the 
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trial may not be long enough to bring about the difference. In order to observe lack of 

persistence, the tasks to maintain goal-directed behaviors should be hard and long enough 

so that impulsive individuals will more likely fail to achieve the goal than patient 

individuals. For instance, an extreme case is that if every trial only has 2 or 3 turns in 

total, we definitely will not get this lack of persistence in the card search task. In 

experiment 4, each trial has 20 turns. Maybe this 20-turn length is still not long enough 

for impulsive subjects in experiment 4.  

Given these three reasons, in experiment 5, I will only keep the zero decrease rate 

condition. This is because first, decreasing resources require switching back and forth 

anyhow, which could obscure this impulsivity effect; second, in experiment 4 we find that 

patient and impulsive people initially explore similar number of turns in the zero decrease 

rate condition. With these two reasons, we extend the number of turns per trial from 20 to 

30 in the zero decrease rate condition. If extending the number of turns will generate 

significant difference in the consecutive exploitation length between impulsive and 

patient participants, it will disentangle lack of persistence from risk seeking in this card 

search task, and shows that this lack of persistence dominates the consecutive 

exploitation phase. 

 

5.2 Experiment 5: Impulsivity and Length of the Trial 

 As discussed in the last part of experiment 4, experiment 5 has two factors. The 

first factor is impulsivity, and participants are still divided into either impulsive or patient 

group given their temporal discounting rates. The second factor of experiment 5 is the 

length of the trial. While at one level of the length of the trial participants will experience 
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20 turns, we add the other level with 30 turns in each trial. To keep the experiment not 

too long, in experiment 5, each participant will only run through 20 trials instead of 30 

trials. 

5.2.1 Methods 

Experiment 5 has two factors: length of the trial and impulsivity. The length of the 

trial has two levels. The 20 turns level is denoted as 20L, and the 30 turns level is denoted 

as 30L. Impulsivity also has two levels (denoted as impulsive and patient separately). 

Hence experiment 5 is a 2*2 between-subject experiment design with 4 conditions. There 

are 112 participants total in experiment 5. The number of participants and their mean k 

value and standard deviation of each condition are shown in Table 16. 

 

Table 16: Number of Participants and Their Mean k Value and Standard Deviation 

Across all Conditions in Experiment 5 

 impulsive patient 
20L (N=28)1 

-3.622 
(1.65)3 

(N=29) 
-7.13 
(1.39) 

30L (N=28) 
-3.72 
(1.27) 

(N=27) 
-7.38 
(1.39) 

Notes: 1) the first row of each cell stands for the number of participants in each condition of experiment 5; 2) the 

second row of each cell stands for the mean of log(k) values of each condition; 3) the third row of each cell stands for 

the standard deviation of log(k) values in each condition. 

 

The procedures of experiment 5 are very similar to experiment 4. Each participant 

was first asked to complete the temporal discounting questionnaire. Then each participant 

was randomly assigned to either the 20L or 30L condition of the card search task. Finally 
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participants were debriefed. The card search task of the 20L condition is the same as the 

experimental paradigm of experiment 1, except that instead of 30 trials per subject, each 

participant runs through 20 trials in experiment 5. In addition, the only difference 

between the 20L and 30L conditions is that the 30L condition has 30 turns per trial rather 

than 20 turns. Subjects of both the 20L and 30L conditions are divided into either the 

impulsive or patient group evenly according to their medium k value. 

5.2.2 Results 

 Again, I first check the effects of the length of the trial and impulsivity on the 

score per turn and exploration rate per trial across all participants. To have a fair 

comparison of scores between the 20L and 30L conditions, here I use the score per turn 

rather than per trial. Because the decrease rate is zero and most of participants would stay 

longer in the consecutive exploitation phase in the 30L condition than those in the 20L 

condition, their scores per turn should be higher and their exploration rates should be 

lower than those of the 20L condition. We can see these trends in Table 17. The mean 

score per turn of each condition is shown in the first part of Table 17. The two-way 

ANOVA test shows that while the main effect of the length of the trial is significant (F = 

16.86, p < 0.001), neither the main effect of impulsivity nor the interaction effect between 

the two factors is significant. The mean exploration rate per trial is shown in the second 

part of Table 17. The main effect of the length of the trial is significant (F = 9.57, p < 

0.01), but both the main effect and the interaction effect of impulsivity are not significant. 

 

Table 17: Mean Score per Turn and Mean Exploration Rate per Trial Across all 

Participants of Each Condition in Experiment 5 
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  mean score per turn mean exploration rate per trial 
 impulsive patient impulsive patient 
20L 77.57  

(0.76)1 
77.24 
 (0.74) 

0.25  
(0.02) 

0.26  
(0.01) 

30L 79.35  
(0.76) 

81.68 
 (0.77) 

0.23  
(0.02) 

0.19  
(0.02) 

Notes: 1) the second row of each cell stands for the standard error. 

 

A two-way ANOVA test between the length of the trial and impulsivity for the 

initial turn of the first consecutive exploitation indicates that the main effect of the length 

of the trial is significant (F = 9.03, p < 0.01); however, neither the main effect of 

impulsivity nor the interaction effect between the two factors is significant. The mean 

initial turn of the first consecutive exploitation across all subjects of each condition is 

shown in Table 18 below.  

 

Table 18: Mean Initial Turn of the First Consecutive Exploitation Across all Participants 

of Each Condition in Experiment 5 

  mean initial turn of the first 
consecutive exploitation 

 impulsive patient 
20L 5.41 

(0.28)1 
5.63 
 (0.28) 

30L 6.43 
(0.28) 

6.35 
 (0.29) 

Notes: 1) the second row of each cell stands for the standard error. 

 

Next, the two-way ANOVA test between the length of the trial and impulsivity for 

the consecutive exploitation length shows that the main effect of length of the trial is 

significant (F = 96.98, p < 0.001). Furthermore, the main effect of impulsivity is 
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statistically significant (F = 8.88, p < 0.01) and the interaction effect between length of 

the trial and impulsivity is also significant (F = 4.07, p < 0.05). Figure 24 shows the mean 

consecutive exploitation lengths for all four conditions of experiment 5. Given Figure 24, 

it is easy to understand that if the length of the trial increases, participants are more likely 

to do longer consecutive exploitation. Figure 24 also indicates that patient individuals are 

more likely to do longer consecutive exploitation than impulsive ones, and with the 

length of the trial increasing, the gap between patient and impulsive participants in terms 

of consecutive exploitation length becomes more obvious. 

 

Figure 24. Mean consecutive exploitation length for every condition of experiment 5. 

Error bars are 1 SEM. 

 

How would the consecutive exploitation frequency per trial be influenced by 

impulsivity and length of the trial? Because regardless of the length of the trial, patient 

and impulsive groups start at the similar turns for the first consecutive exploitation, and 

patient individuals consecutively exploit longer than impulsive ones in general, we 
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should expect patient individuals have less times of consecutive exploitation per trial 

overall. We can see this trend from Figure 25. A two-way ANOVA for consecutive 

exploitation frequency shows that the main effect of length of the trial is not significant 

and the interaction effect is not significant either, but the main effect of impulsivity is 

significant (F = 6.75, p < 0.05). 

 

 

Figure 25. Mean consecutive exploitation frequency per trial for every condition of 

experiment 5. Error bars are 1 SEM. 

 

 Finally we check whether there are any differences in fitted parameter values of 

the decreasing linear threshold model. First, patient and impulsive subjects start at the 

similar turns for the first consecutive exploitation, but patient individuals consecutively 

exploit longer than impulsive ones; this basically means after committing to consecutive 

exploitation, impulsive subjects are more likely to switch from exploitation back to 

exploration than patient subjects. As a result, the strength parameter s should be lower for 

the impulsive group. In addition, because of the length of the trial, participants in the 20L 
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and 30L conditions may have different threshold shapes; hence, the intercept and slope 

parameters of the decreasing linear threshold model may be different between the 20L 

and 30L conditions. The two-way ANOVA test for parameter s shows that neither the 

main effect of length of the trial or the interaction effect is significant, but the main effect 

of impulsivity is significant (F = 7.10, p < 0.001). The mean values of parameter s across 

conditions are shown in Figure 26. The two-way ANOVA test for parameter b shows that 

none of the two factors and their interaction effect is significant on the intercept 

parameter b. Last, the two-way ANOVA test for parameter α indicates that neither the 

main effect of impulsivity nor the interaction effect is significant, but the main effect of 

length of the trial is significant (F = 4.95, p < 0.05) on the slope parameter α. The mean 

values of parameter α across conditions are shown in Figure 27. 

 

 

Figure 26. Mean strength parameter s for every condition of experiment 5. Error bars are 

1 SEM. 
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Figure 27. Mean slope parameter α for every condition of experiment 5. Error bars are 1 

SEM. 

 

5.2.3 Conclusion and Discussion 

 To sum up, experiment 5 shows that impulsivity has no main effect or interaction 

effect on the score per turn, exploration rate per trial, and initial turn of the first 

consecutive exploitation. But the length of the trial can influence these three metrics. 

Particularly, with longer length of the trial, participants tend to have a better score per 

turn and a lower exploration rate per trial, and explore longer at the initial exploration 

stage of the trial. Impulsivity can influence the consecutive exploitation length in 

experiment 5. The patient group tends to have longer consecutive exploitation compared 

to the impulsive group, and as the length of the trial increases, this gap between patient 

and impulsive participants becomes greater. As a result, patient individuals are more 

likely to have less consecutive exploitation frequencies than impulsive ones in the card 

search task. As for fitted parameter values of the decreasing linear threshold model, more 

impulsivity can make the strength parameter s smaller, while longer length of the trial can 
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lead to smaller slope parameter α in the model. 

In experiment 5, we adjust the length of the trial from 20L to 30L, and then we 

start to observe a clearer pattern that patient individuals have longer consecutive 

exploitation length than impulsive ones. This is consistent with the prediction of lack of 

persistence. In the initial exploration stage, it seems that risk seeking is the dominant 

aspect of impulsivity that influences human’s search behavior in the card task; but in the 

consecutive exploitation phase, lack of persistence is the dominant aspect. The card 

search task not only connects to different aspects of impulsivity, but can also disentangle 

different aspects of impulsivity in a single simple search task. Further research should 

focus more on the exact underlying mechanisms that the card search task is revealing, 

and how this can help us better understand human’s impulsivity and search behavior 

together.  

Nevertheless, there is one confound in experiment 5. Subjects in both 20L and 

30L conditions run through 20 trials in experiment 5. The total number of turns per 

subject (which is 20*20 = 400 turns) in 20L condition is less than that (which is 30*20 = 

600 turns) of 30L condition. As a result, the total number of turns might be a confound in 

experiment 5. It is possible that impulsive participants become more impulsive than 

patient participants in the experiment due to fatigue, and thus show larger lack of 

persistence. Also it is possible that impulsive participants in the 30L condition become 

more impulsive than those in the 20L condition because of the longer experiment time, 

and therefore the interaction effect between impulsivity and the length of trial is 

significant. Future studies should exclude this confound. 

In experiment 4 and 5, we have measured participants’ impulsivity via their 



104	

temporal discounting rate. This is because previous literature has used temporal 

discounting rate to measure impulsive behavior in substance use, gambling and ADHD 

(Barkley, Edwards, Laneri, Fletcher, & Metevia, 2001; Reynolds, Penfold, & Patak, 

2008; Scheres, Lee, & Sumiya, 2008). However, as we have discussed before, 

impulsivity is a multi-dimensional phenomenon, and temporal discounting might only be 

related to some of its aspects. So future studies should include not only the current 

temporal discounting measure, but also some other types of widely-used self-reported 

impulsivity metrics (Dougherty et al., 2007; Evenden, 1999; Moeller, Barratt, Dougherty, 

Schmitz, & Swann, 2001). This would give us a whole picture of the story. 

	  



105	

Chapter 6  Conclusions and General Discussion 

In this thesis, I investigate human’s search behavior in a simple card search task, 

and also explore the relation between search behavior and impulsivity in this search task. 

First, I examine participants’ search behavior in a non-depletable resource search 

environment in experiment 1 and find that participants mainly use a linear-like threshold 

strategy to make exploration/exploitation decisions and their performance is quite close 

to the optimal strategy. However, in unstable (depletable) resource search environments, 

participants’ search behavior is not close to the optimal any more, and they switch back 

and forth between exploration and exploitation more often. But their search behavior in 

these depletable resource search environments of experiment 2 is still best modeled by 

the decreasing linear threshold model. In experiment 3, I study the effects of both 

resource instability and duration uncertainty on human search behavior. I find that while 

the effect of resource instability is consistent with what we find in experiment 2, the 

uncertainty of duration does not change search behavior too much, and search behavior 

across all the conditions can still be best modeled by the decreasing linear threshold 

model. 

 In the second part of the thesis, I investigate the influence of impulsivity on 

search behavior via experiments 4 and 5. Experiment 4 shows that impulsivity can lead to 

longer initial exploration, and this effect will be augmented by greater decrease rate. This 

phenomenon is consistent with the risk-seeking assumption of impulsivity. Experiment 5 

shows that impulsive participants will consecutively exploit shorter than patient 

participants, and this trend could be enlarged by increasing the length of the trial. This is 

consistent with the prediction of lack of persistence with impulsivity. In both 
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experiments, the strength parameter s of the impulsive group is smaller than that of the 

patient group, indicating more variable decisions. 

It is useful to compare the type of search we study in this thesis, where the 

searcher can switch back and forth between exploration and exploitation, with another 

form of search that has been commonly studied by mathematicians, economists, and 

psychologists: the optimal stopping problem, in which the task is to make a one-time 

decision about when to stop exploration and to switch to exploiting the current 

discovered option (Ferguson, 1989). A classic form of this task is embodied in the 

Secretary Problem, in which a searcher (here an employer) sees one secretarial candidate 

at a time and aims to hire the best in the population, without knowing the overall 

distribution of abilities in the population and without being able to return to any 

previously-interviewed candidate (Ferguson, 1989). The employer must decide when they 

think they have found the best candidate and then stop their exploration and make the 

hire, to get the benefit from “exploiting” the worker.  Similar search tasks also appear in 

domains including selecting a mate (Todd & Miller, 1999), and finding a parking space 

(Hutchinson et al., 2012). 

In the Secretary Problem, the optimal solution for deciding when to stop looking 

through an unknown distribution of applicants involves two stages:  First, the searcher 

must explore (and pass by) an initial set of applicants, whose number approaches N/e for 

large numbers of applicants N (e is the base of the natural logarithm, ≈ 2.71828); second, 

the searcher must stop and accept the first applicant who is better than all other applicants 

seen so far (Ferguson, 1989).  The first stage can be thought of as gathering information 

about the range of possible values and setting a threshold (the highest value seen so far) 
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for the second stage. This optimal strategy gives the searcher a 37% probability of 

selecting the best applicant. To see how and how well people actually solve this problem, 

Seale and Rapoport (1997) presented participants with fixed-length sequences of values 

(using ranks rather than actual values so that distributions could not be learned) and had 

them stop whenever they thought they were on the highest value. They found that 

participants most often appeared to use a cutoff rule (which the cutoff model in this thesis 

is based on) having the same form as the optimal strategy—passing over an initial 

number of options and then taking the first one whose point exceeds all the preceding 

options afterward. Across 100 searches with N=40 options each, participants achieved a 

30% mean proportion of success in selecting the single best option. This was lower than 

the optimal performance of 37%, in part because participants did not search as long as the 

optimal strategy.  

 The current card search task differs from the Secretary Problem in several main 

aspects. First, as discussed in chapter 2, participants’ job in the card search task is to 

allocate time (turns) between exploration and exploitation across the duration of the task, 

and they receive payoff during both phases of search, while in the Secretary Problem 

searchers are to decide when to stop their search, and the payoff is solely determined by 

what value the searcher chooses to stop on and exploit. Second, participants in the card 

search task largely adopt a linear-like threshold strategy to make their search decisions, 

and they switch between exploration and exploitation in the whole course of the search 

task, while subjects in the Secretary Problem use the cutoff strategy to decide when to 

stop their search, and there is no going back from exploitation to exploration due to the 

characteristics of the task. 
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 From research on both the Secretary Problem and the card search task, one very 

interesting finding is that participants do not have a general under-explore (explore 

shorter than) or over-explore (explore longer than) tendency compared to the 

corresponding optimal strategy. In the Secretary problem, Seale and Rapoport (1997) 

found that participants under-explore compared with the optimal. And in the card search 

task, when the resource is non-depletable, participants tend to slightly over-explore 

compared to the optimal strategy. But when the resource is depletable, participants do 

show an under-explore propensity. Therefore individuals’ general explore tendency is 

likely to depend on the type of search tasks and search environments that they are in. 

 The under- or over- explore tendency is brought about by heuristics that 

individuals use in search tasks. In the Secretary Problem, participants often use the cutoff 

rule, and in the card search task they often use the threshold rule. Both these search 

heuristics have similar search-stop mechanisms: once the current encountered candidate 

exceeds the searcher’s aspiration level in the search task, she will stop her search (for 

now) and start to exploit. This is very similar to another common heuristic in sequential 

decision making: the satisficing rule (Todd & Gigerenzer, 2000). Are there any common 

mechanisms underlying all those different types of search heuristics of different search 

tasks? If so, what are they and what might be their evolutionary origins for searchers? All 

these questions deserve more attention in the future. 

 In this thesis, we assume that participants’ thresholds for switching from 

exploration to exploitation and their thresholds for switching from exploitation to 

exploration are the same. This might be true in the non-depletable resource card search 

task, or at least it is very hard to differentiate these two thresholds in this condition 
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because the decrease rate is 0 and once participants commit to exploitation they probably 

would stay in exploitation until the end of the trial. However, participants might have 

separate thresholds for switching to exploration and to exploitation when the decrease 

rate is not zero. That is, the card value attracting a searcher into the card ‘patch’ and the 

threshold that drives the searcher to leave the card ‘patch’ might be two different 

parameters rather than one. The simplest model for this idea could have two fixed parallel 

thresholds. This idea of understanding search behavior in the card search task also 

provides a new perspective to integrate different types of search tasks, include the current 

card search task, the spatial foraging task, and the information foraging task, etc. For 

example, in a very simple case of information foraging, when people browse webpages, 

they usually decide to read a webpage when they feel it is a good one, and they typically 

leave the webpage after they finish reading or feel there is little useful information left. 

Intuitively, a webpage that is marginally above someone’s threshold to leave would not 

bring about reading behavior. So the information level for people to commit to reading 

(switching to exploitation) may very likely be higher than that for people to leave the 

webpage (switching to exploration). Further research should test the model with two 

fixed parallel thresholds or similar ones in the card search task, and also apply it to other 

types of relevant search tasks. This can reveal the connections among and the general 

underlying mechanisms across different types of search tasks. 

 If the two fixed parallel thresholds model or its similar type of models can fit 

participants’ data better, a threshold model with an inertia parameter will probably also fit 

the actual data better. The inertia parameter has been used in some decision models 

(Biele, Erev, & Ert, 2009; Gonzalez & Dutt, 2011). Intuitively, it makes the model give 
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weight to the very recent history of participants’ data; mathematically, the model with the 

inertia parameter will be of the autocorrelation model type. I do not include it in this 

thesis because though the model with the inertia parameter may have higher prediction 

accuracy, the inertia parameter brings autocorrelation into the model, and the 

autocorrelation typically absorbs too much of the variance from other parameters across 

participants (this will eventually make the explanation of meaning of model parameters 

very difficult). 

 There are several future directions for studying the connection between 

impulsivity and search behavior. First, in experiment 4 we only measure participants’ 

temporal discounting rate as impulsivity, but the finding of experiment 4 is consistent 

with the prediction of a risk-seeking assumption. In the future, we should measure 

participants’ risk-seeking tendency itself before they run through the card game; this can 

provide further support for the risk-seeking assumption. Second, we only manipulate the 

decrease rate and the length of the trial as factors of search environments in chapter 5. 

Would impulsive and patient individuals be influenced differently by the uncertainty of 

search duration? This is an interesting question needing to be answered. Third, as 

discussed in chapter 5, future research should focus more on the exact underlying 

mechanisms through which the card search task is able to differentiate various aspects of 

impulsivity, because this can help us better understand human’s impulsivity and search 

behavior together.  

 Different clinical populations may make the exploration/exploitation tradeoff in 

different ways, emphasizing one aspect of search over the other (Hills, 2006). Hence an 

important question to ask is whether people with some psychological disorder would 
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behave differently from a normal population in the card search task. For instance, 

individuals with certain psychological disorders are known to show higher impulsivity 

than normal individuals. These psychological disorders include bipolar, schizophrenia, 

and substance addiction (Enticott, Ogloff, & Bradshaw, 2008; Fortgang, Hultman, van 

Erp, & Cannon, 2016; Rogers, Moeller, Swann, & Clark, 2010). Combining this finding 

with what we have found in experiment 4 and 5, it is reasonable to infer that some 

clinical populations will show different search patterns from a normal population. This 

prediction should be tested in future research. 
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Appendix 1  Optimal Strategy for Experiment 1 

On the table is a card deck, which has totally 100 cards. Each card has a unique 

integral value ranging from 1 to 100. In the beginning of the game, you have to pick up a 

card from the deck. After that, you can either pick up a new card from the deck again or 

choose some card on the table that has already been gotten previously each time—this is 

called one turn. The value of a card would be the point that you get in that turn. Your goal 

is to accrue as many points as possible in a successive 100-turn game. In each turn, if you 

decide to pick up a new card from the deck, we call this exploration; otherwise, if you 

choose some card gotten on the table in the previous turn, we call this exploitation. Note 

that for each exploration, the card value is drawn from a discrete uniform distribution 

with integral values from 1 to 100. This means that for the deck, the cards are drawn with 

replacement.  

The derivation of the optimal strategy (OS) for this game is shown below. When 

we refer ‘optimal’, we mean the strategy that would produce the highest mean of total 

points across lots of games.  

(1) The 100th turn 

We hire a backward prospective on this issue. At the 100th turn, the situation for 

the decision maker can be only divided into two conditions.  

Condition 1: before the 100th turn (that is from the 1st to 99th turn), no matter how 

many times one explores or exploits, she/he never gets a value bigger than the expected 

value (( !!!"")
!

 = 50.5) of the exploration at one turn. We denote the expected value of the 

exploration at one turn as EVexplore, and the card value that one would get following 

exploitation as EVexploit . 
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Condition 2: before the 100th turn, you have already gotten a card value that is 

bigger than EVexplore . 

In Condition 1, one’s OS at the 100th turn would be exploration, since EVexplore is 

50.5, and EVexploit will be less than 50.5. In Condition 2, one’s OS will be exploitation—

specifically, to pick up the highest card value on the table, since EVexplore is 50.5, and 

EVexploit will be bigger than 50.5. 

We denote the threshold at the 100th turn as d100; the highest card value gotten 

before the 100th turn (from 1st to 99th turn) as b100. The same denoting rule applies to 

other turns below. To conclude, d100 equals 50.5: when b100 > d100, the optimal decision is 

exploitation; otherwise, one should do exploration. 

(2) The 99th turn 

At the 99th turn, given the relation between b99 and d100, there are also two 

conditions. Note here we have already known the value of d100, which is 50.5. 

Condition 1: b99<d100: We let EVexplore_99 denote the expected value of exploration 

at the 99th turn, EVexploit_99 denote the expected value of exploitation at the 99th turn, v99 

denote the actual card value that one gets at the 99th turn no matter whether exploration or 

exploitation, EV100 denote the expected value gained at the 100th turn regardless of either 

behavior. The same denoting rules apply to other turns below. 

In Condition 1, if one decides to explore at the 99th turn, EVexplore_99= EVexplore 

=50.5. After the exploration, she/he can get an actual card value v99. The probability that 

v99> EVexplore is 50%, and the probability that v99< EVexplore is also 50%. As for the 100th 

turn, b100=max(v99, b99). When v99> EVexplore, b100=v99>d100>b99; based on the OS of the 
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100th turn, one should exploit v99, and EV100=v99. When v99< EVexplore, d100> v99, and 

b100=max(v99, b99) <d100; one should explore at the 100th turn, and EV100= EXexplore=50.5.  

To sum up, EVexplore_99=EVexplore=50.5, EV100=0.5*(v99,>d100) + .5*EVexplore 

(v99,>d100 here means that v99 should be bigger than d100 ). 

On the other side, if one decides to exploit at the 99th turn, EVexploit_99= b99, and 

v99=b99. Heading to the 100th turn, because b100=b99<d100, the optimal behavior now in the 

100th turn is exploration. As a result, EV100=EVexplore. To conclude: EVexploit_99= b99, 

EV100=EVexplore=50.5. 

Consequently, in Condition 1, if one explores at the 99th turn, the sum of the 

expected values at the 99th and 100th turn is EVexplore_99+ EV100= EVexplore +0.5*(v99,>d100) 

+.5(EVexplore); if one exploits at the 99th turn, the sum is EVexploit_99+ EV100= b99+ 

EVexplore. Because b99< EVexplore=d100 in Condition 1, and EVexplore < .5*(v99,>d100) 

+.5*(EVexplore) , so the OS in Condition 1 is to explore. 

Condition 2: b99>d100: If one explores at the 99th turn, EV99= EVexplore. As for the 

v99, there is also 50% of probability that v99 is bigger than EVexplore and 50% of 

probability that they have the opposite relation, i.e., v99< EVexplore. However, no matter 

what value v99 gets, the highest value gotten before the 100th turn, b100 could always be 

denoted in the mathematical format max(v99,b99)--max() is the function returning the 

biggest value among a group of variables. Therefore the following relation holds: 

b100=max(v99,b99)≥b99>d100. Given the relation between b100 and d100, the OS predicts 

exploitation at the 100th turn. 

If one exploits at the 99th turn, EV99= b99=v99=b100. Because b99>d100, one should 

also exploit at the 100th turn according to the OS. The above analysis in Condition 2 can 
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be summarized in Table A1.1. 

	

Table	A1.1:	when	b99>d100=EVexplore	 	

99th	Turn	 100th	Turn	

Behavior	 b99	 EV99	 v99	 Behavior	 b100	 EV100	 v100	

Explore	 b99	 EVexplore	 v99	 Only	exploit	 max(v99,b99)	 max(v99,b99)	 max(v99,b99)	

Exploit	 b99	 b99	 b99	 Only	exploit	 b99	 b99	 b99	

	 	
		

In Condition 2, the sum (denoted as EVtotal_explore) of the expected card values at 

the 99th and 100th turns while someone explores is EVexplore + max(v99,b99); and the 

sum(denoted as EVtotal_exploit)  while someone exploits is b99 + b99.  

When EVtotal_exploit > EVtotal_explore, the optimal strategy would predict exploitation 

at the 99th turn; on the other hand, while EVtotal_exploit < EVtotal_explore, exploration would be 

the optimal decision at the 99th turn. As for the inequality EVtotal_exploit > EVtotal_explore, i.e. 

b99 + b99 > EVexplore + max(v99,b99), EVexplore equals 50.5, and max(v99,b99) can be 

expressed in the mathematical form as [(b99-1+1)*b99/(100-1+1)]+[(100-(b99+1)+1)/(100-

1+1)]*[(100+b99+1)/2]=[2*b99^2+(100-b99)*(101+b99)]/200. Therefore, the inequality b99 

+ b99 > EVexplore + max(v99,b99) can be transformed into an inequality with only one 

variable b99: 50.5 + [2*b99^2+(100-b99)*(101+b99)]/200 < b99 + b99. Solving this 

inequality, b99 > 59.078 (another solution of b99 is out of the range of b99, which is from 1 

to 100). As long as b99 is bigger than 59.078, which is d99, the optimal strategy for the last 

two turns is successive exploitations.  

(3) The 98th turn 

The 98th turn can also be divided into two conditions according to the relation 

between b98 and d99. So far we have already known the values of d99 and d100. 
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Condition 1: b98<d99: The optimal strategy should be exploration when b98<d99. 

One way to intuitively consider about this condition is as following: At the 99th turn, if 

b99<d99, the optimal decision should be exploration. Notice that every time you are 

planning to explore, you are at kind of risk. Because you never know what value you can 

get and the expected value at that turn then is 50.5. You might get a quite high and 

satisfied value, but it could also turn out to be a very small number, say, 2 or 4. However, 

in some situation, the optimal strategy is still to explore, even the best value gotten is 

above EVexplore, e.g. when EVexplore <b99<d99=59.078. You do this because you make 

tradeoffs between this current exploring turn and the following turns, so that you can get 

a new highest value at that turn and thus benefit your coming turns. Now step back to the 

98th turn: b98 is also less than d99, but compared to the situation at the 99th turn, you have 

one more chance to exploit the latter highest value after the 98th turn. As a result, you 

should also explore at the 98th turn in Condition 1. 

Condition 2: b98>d99: In Condition 2, at the 98th turn either exploration or 

exploitation might be optimal. In Table A1.2, following outcomes are summarized given 

different decisions at the 98th turn. 

	
Table	A1.2:	when	b98>d99>d100=EVexplore	 	

98th	Turn	 99th	Turn	 100th	Turn	

Behavior	 b98	 EV98	 v98	 Behavior	 b99	 EV99	 v99	 Behavior	 b100	 EV100	 v100	

Explore	 b98	 EVexplore	 v98	
Only	

exploit	
max(v98,b98)	 max(v98,b98)	 max(v98,b98)	

Only	

exploit	
max(v98,b98)	 max(v98,b98)	 max(v98,b98)	

Exploit	 b98	 b98	 b98	
Only	

exploit	
b98	 b98	 b98	

Only	

exploit	
b98	 b98	 b98	

	 	
	

Therefore, EVtotal_explore= EVexplore_98+ EV99+ EV100= EVexplore + [max(v98,b98)+ 

max(v98,b98)], and EVtotal_exploit= EVexploit_98+ EV99+ EV100= b98+ b98+ b98. When 
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EVtotal_exploit > EVtotal_explore, one should hire the exploitation strategy at the 98th turn. 

Mathematically, this means: b98+ b98+ b98 > EVexplore + [max(v98,b98) + max(v98,b98)]. 

Similar to Condition 2 at the 99th turn, EVexplore= 50.5, and max(v98,b98)=[(b98-

1+1)*b98/(100-1+1)]+[(100-(b98+1)+1)/(100-1+1)]*[(100+b98+1)/2]=[2*b98^2+(100-

b98)*(101+b98)]/200. Therefore, the above inequality can also be solved when we treat b98 

as the only variable in the inequality. The solution is b98 > 63.896. So 63.896 is the 

threshold value at the 98th turn. That is, as long as the highest value at this turn is above 

63.896, the optimal strategy would suggest exploitation. In addition, max(vi,bi) can be 

expanded into a mathematical formula only containing bi as (bi -1+1)* bi /(100-

1+1)+[(100-( bi +1)+1)/(100-1+1)]*[(100+ bi +1)/2]=[2* bi ^2+(100- bi)*(101+ bi)]/200. 

This is very useful when we discuss a more general case later. 

(4) The nth turn 

Now we want to find the threshold value for a more general case, say, at the nth 

turn. One important thing that we need to keep in mind is that if using a backward 

method, we can calculate the threshold values from the 100th to 98th turn, and in the same 

logic, can also calculate the threshold values from the 98th to the (n+1)th turn too. Then at 

the nth turn, we have already known from dn+1 to d100.  

Condition 1: when bn<dn+1, the optimal strategy would be exploration. The reason 

here is the same as the one in Condition 1 of the 98th turn. 

Condition 2: when bn>dn+1, the optimal decision can be either exploration or 

exploitation. Following outcomes are summarized given different decisions in Table 

A1.3. 
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Table	A1.3:	when	bn>dn+1>EVexplore	

nth	Turn	 (n+1)th	Turn	 (n+2)th	Turn	

Behavior	 bn	 EVn	 vn	 Behavior	 bn+1	 EVn+1	 vn+1	 Behavior	 bn+2	 EVn+2	 vn+2	

Explore	 bn	 EVexplore	 vn	
Only	

exploit	
max(vn,bn)	 max(vn,bn)	 max(vn,bn)	

Only	

exploit	
max(vn,bn)	 max(vn,bn)	 max(vn,bn)	

Exploit	 bn	 bn	 bn	
Only	

exploit	
bn	 bn	 bn	

Only	

exploit	
bn	 bn	 bn	

	 	
 

Therefore, EVtotal_explore= EVexplore_n+ EVn+1+ EVn+2+…. EV100= EVexplore + 

max!""!! (vn,bn); and EVtotal_exploit= EVexploit_n +EVn+1+ EVn+2+…. EV100 = (100-

n+1)*bn. One’s optimal strategy would be to exploit when EVtotal_exploit > EVtotal_explore. 

That is, EVexplore + max!""!! (vn,bn) < (100-n+1)*bn. According to the previous 

calculation at the 99th and 98th turn, we could easily solve this inequality treating bn as the 

variable. 

When discussing the 98th turn, we show that max(vi,bi) can be expressed as (bi -

1+1)* bi /(100-1+1)+[(100-( bi +1)+1)/(100-1+1)]*[(100+ bi +1)/2]=[2* bi ^2+(100- 

bi)*(101+ bi)]/200. Actually, in the experiment, if the expected value of exploration is EV, 

the total number of turns is N, and the range of card values is from L and H (L, H and all 

card values are integers), at the nth turn, max(vn,bn) can be expanded in a more general 

form as following: max(vn,bn)=( bn-L+1)* bn /(H-L+1)+[(H-bn)/(H-L+1)]*[(H+ bn 

+1)/2]=[2 bn *( bn-L+1)+(H-bn)*(H+bn +1)]/[2*(H-L+1)]. 

In addition, EV=(L+H)/2. Thus the inequality EVexplore + max!""!! (vn,bn) < 

(100-n+1)*bn can be solved as long as we know the values of L(the lower boundary of 

card values), H(the higher boundary of card values), N(the total number of turns in the 

game), and n(the current turn). Let A = (N-n)(H^2+H), B=(H+L)(H-L+1), and C=(N-

n)(2H+1)+2(H-L+1). Then the previous inequality would be: (N-n)bn^2-C*bn+(A+B)<0. 
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The solution is b > {C-sqrt[ C^2-4*(N-n)(A+B) ] } / [2(N-n)], and {C-sqrt[ C^2-4*(N-

n)(A+B) ] } / [2(N-n)] would be the threshold value at the nth turn. 
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Appendix 2  Temporal Discounting Questionnaire 

Intertemporal Choice Task 
 

In this questionnaire you will complete an intertemporal choice task. Following are a 
number of intertemporal choice questions. In each question, there is a pair of options, one 
with a smaller reward and a shorter delay (SS option, shown on the left) and the other 
with a larger reward and a longer delay (LL option, shown on the right). You need to 
indicate which of the two options you prefer in each question. There is no absolutely right 
or wrong answer, but just your preference. 
For example,  
 

 
You need to choose between receiving 7 dollars in 1 day and receiving 9 dollars in 1112 
days. Above, someone chooses to get 7 dollars in 1 day by circling it. Please indicate 
your preference by circling the option you prefer in the following table. 
 
 

Question # SS option  LL option  
 Smaller reward Will be received in Larger reward Will be received in 
1 $540 1 day $630 418 days = 1 year, 1 month and 22 days 
2 $270 1 day $300 1112 days = 3 years and 17 days 
3 $390 1 day $720 4 days 
4 $150 1 day $420 73 days = 2 months and 12 days 
5 $480 1 day $690 70 days = 2 months and 9 days 
6 $120 1 day $450 31 days = 1 month 
7 $510 1 day $660 183 days = 6 months 
	  

 
 

 

 

 

Question# SS option LL option 
 Smaller reward Will be received in Larger reward Will be received in 
0 $7 1 day $9 1112 days = 3 year and 17 days 
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