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Introduction
 For over thirty years, Isaac Newton systematically studied alchemi-
cal authors and investigated the secrets of  practical chemical tech-
niques in furnaces and apparatus of  his own design. He began in the 
1660s when he was still a student at Cambridge and continued at least 
until he moved to 
London to become 
Warden of  the Mint 
in 1696, and prob-
ably beyond.
 The Chymistry 
of  Isaac Newton 
Project at Indiana 
University is work-
ing to understand 
what Newton was 
doing in this lengthy 
enterprise and why 
he pursued it in such a determined way. We are also interested in un-
derstanding the larger world of  alchemy and its contributions to the 
development of  renaissance and early modern natural philosophy. Our 
primary goal has been to construct a scholarly edition of  Newton’s al-
chemical manuscripts as a digital corpus in a searchable interface. 
 His surviving study notes, experimental records, and tentative 
original essays on alchemical subjects fill well over a hundred manu-
scripts. There are at least 2300 handwritten pages and almost a million 
words of  seventeenth-century English, Latin, and French, with some 
Greek and Hebrew terms. Because of  Newton’s connections to the 
circle around Robert Boyle, this corpus reveals much about the begin-
nings of  modern chemistry and about the development of  natural phi-
losophy in the Early Modern period.
 In September 2009, we began to work on a new NSF-funded proj-
ect to conduct a computational analysis of  the language of  alchemy in 
Newton’s corpus. In many respects it is an effort to decrypt the allego-

ries and misdirections 
that Boyle had com-
plained about in the 
Sceptical Chymist and 
that Newton had at-
tempted to penetrate 
and clarify in his own 
Index Chemicus. Our 
computational project 
has the goal of  ex-
ploring whether 
modern technologies 
can be used effec-
tively to study the lan-

guage of  alchemy in its two manifestations. We have learned to use 
computational tools like Latent Semantic Analysis (LSA) to gain much 
more insight into what Newton and his alchemical colleagues were 
thinking about when they worked with their substances and furnaces.
 To further assess the value of  these computational tools, we have 
also applied recently these tools to study and analysis of  the poetry 
and literary criticism of  Algernon Charles Swinburne.

Reconstructions of Newton’s 
Alchemical Ex-
periments
 We are building 
replica furnaces based 
on descriptions given 
by Newton and his 
contemporaries and 
reconstructing his 
own recorded experi-
ments. We think that 
reconstructions of  
the experiments re-
ported in his own lab 
records will help us 
better understand the 

corpus itself. The language 
used by Newton and his 
contemporaries to describe 
the processes they observed 
is not the language of  
modern chemistry but it 
does convey the succession 
of  events and fairly accu-
rately recalls the observed 
phenomena. Much of  
Newton’s experimental 
work is recorded in two 

manuscripts now called Ports-
mouth MSS. 3793 and 3975.

 This reconstruction follows Newton’s own description of  
the process for making “the oyle of  
vitriol” or sulfuric acid.  This proce-
dure begins with iron vitriol, a form of  
hydrated ferrous sulfate used in the 
production of  inks and dyes, and ends 
with the extraction of  sulfuric acid.

Newton’s Own Efforts to De-
crypt the Language of 
Alchemy
 Newton’s alchemical corpus con-
sists of  several kinds of  documents. 
The most common type of  documents 
are reading notes and florilegia based 
on published books and circulated 
manuscript materials. These notes take 
several forms and, of  course, the ideas 
and vocabularies vary across groups of  them.
 For a relatively short time in the later part of  his long chymical en-
terprise, Newton developed an Index Chemicus in five consecutive, 
expanding, versions. These were indexes in the proper sense. For each 
subject heading, he provided exhaustive citations of  books and manu-
scripts where that subject was treated and he frequently added explana-
tions to his headings to summarize them. That literature was full of  
allegories, enigmas, and Decknamen or cover-names — this is the 
world of  the Green Lion, the Babylonian Dragon, and the Caducean 
Rod of  Mercury. The Index Chemicus can function as a kind of  
reader’s guide to alchemy prepared by Newton himself.
 But there was another vein of  discourse in alchemy that left aside 
the metaphors and spoke more directly about methods and proce-
dures and results that were obtained by heating materials in furnaces 
and submerging them in baths. This is the realm of  the alchemical 
laboratory and practical chymistry. Its language is very different from 
the highly figurative terminology for which alchemy is famous, and yet 
this straightforward language of  recipes and experiments goes back to 
the beginnings of  the art and was extremely prominent in the Middle 

Ages and early modern period. Newton attempted to compile his own 
glossary of  practical chymical terms used in the laboratory in manu-
script Bodleian Don B 15.

Latent Semantic Analysis 
Tools on Chymistry Website
 We have found that Latent Seman-
tic Analysis (LSA) is very effective 
for discovering the semantic struc-
ture and organization of  
Newton’s alchemical corpus. LSA 
uses singular-value decomposi-
tion (SVD) to uncover hidden 
layers of  structure in a body of  

information and make it possible 
to capture and expose similarities 

and dissimilarities across an entire corpus with a single set of  opera-
tions.
 The front end is written in PHP and is served from an IU Digi-
tal Library Program server. We do all the calculations and then pre-
package the results on a supercomputer at IU then port the data-
bases and chunked texts and indexes to a Digital Library Program 
server for public use. We use Perl to extract and chunk text streams 
from our TEI-Unicode encoded XML documents and to create vec-
tors and indexes of  the terms, chunks, and documents. We use 
Matlab to calculate the singular value decomposition for the whole 
corpus from the vectors, and to calculate all the chunk-chunk, 

term-term, and term-chunk correlations. One mathematical 
operation—the singular value decomposition—makes it easy to find 
passages that share a lot of  vocabulary and latent semantic structure. 
This method can be very sensitive.

Using Network Workbench for Visualization
 The singular value decomposition allows you to calculate a correla-
tion between every pair of  chunks, every pair of  terms, or every term-
chunk pair, so, the investigator has to deal with long lists of  results. A 
natural and intuitive way to interpret singular value decomposition is to 
put the results into a network graph and that allows us to visualize 
the shared semantic structure across an entire corpus. We added 
routines to the interface to produce network graphs according to 
user specification. The user can choose the documents and the level 
of  correlation and the interface creates a network graph in a format 
that can be used in an independent application called Network 
Workbench (NWB) that was developed at Indiana University by our 
colleague Professor Katy Börner of  the School of  Library and In-
formation Science with NSF funding. It’s a fully interactive environ-
ment for exploring networks of  all kinds and includes a Python pro-
gramming interface.
 Each point in the graphs is a document chunk, called a node in 
this context. Each line between nodes is the correlation, called an 
edge in this context. The modification and programming interfaces sit 
below the graph and the property window in the upper left corner 

provides information about nodes and edges. Clusters of  nodes are 
chunks that share very significant amounts of  vocabulary or latent se-
mantic structure. The user has access to and control of  all the ele-
ments and their attributes and can modify colors, sizes, positions, and 
test hypotheses programmatically. NWB lets you zoom in and 
mouseovers will identify the chunks and correlations. You can use that 
information in our own LSA interface to look at the passages side by 
side. The whole idea is let the investigator explore interesting features 

across the whole corpus 
quickly and effectively.

Solving a Chronological Problem with Network Graphs
We used NWB to visualize the relationships between the passages in 
Portsmouth 3973 and 3975 that LSA identified as highly correlated. 
We reorganized the graph of  that list to show the pairings in a way that 
emulates the page order of  the two manuscripts. When we started ex-
amining these document pairs, we realized that they made it possible to 
settle old problems about the order of  composition of  the two manu-
scripts. All the correlated passages are parallel passages that treat ex-
actly the same material. The red stars show places in 3973 where ds-
fadsaNewton made insertions and deletions of  text and parallel places 
in 3975 where the same the same insertions appear inline and the dele-
tions drop out. This evidence suggests that 3975 is a reworking of  

3973 in these places.
Term-Document Correlations and the Detection of 
Lexical Networks
Term-document correlations show us the connectedness of  terms to 
locations or cites in the corpus and they turn out to be very interesting. 
These correlations show where terms are strongly with particular pas-
sages in the corpus. We discovered that terms can be strongly corre-
lated with a given passage even they do not appear in that passage. We 
programmatically mark whether the terms were in fact present in the 
passages when we report the correlations. Words belong to networks 
of  co-occurring words and SVD allows us to detect those networks. It 
may give us a way to work with metaphors and to detect changes in 
conceptual frameworks at the level of  lexical items in real texts. The 
yellow stack at the right and its neighbors represent occurrences in 
3975. The yellow stack on the left is Don B15. The blue stack nearer 
the center is British Library 44888 from Basil Valentine. The curious 
thing is that there is very little overlap. The two variants appear to 
belong to two different lexical-semantic networks, which is very inter-
esting. Perhaps we can use this kind of  indication or clue to sort out 
and analyze Newton’s reading notes.

Making Oyl of Vitriol (sulfuric acid) from dephlegmed 
vitriol (iron-II sulfate or ferrous sulfate). 

The color of the ferrous sulfate begins 
to change from white to red when the 
temperature in the glass retort reaches 
400° C.

The Alembic used to distill 
off the sulfuric acid.

Index Chemicus tool on the Chymistry website. This tool is accessible from 
every page in our digital edition. 

The LSA interface lets us analyze the 
text corpora interactively in real time. 

This pair correlates at 0.89. Both passages refer to a conversation that Newton 
had with a Londoner acquainted with Mr. Boyle and Mr. Dickinson on the subject 
of the oil of vitriol. Yellow highlighting indicates shared significant vocabulary. 

Visualizations created with Network Workbench, from data generated by the LSA 
tools. The visualiation in the foreground shows all the nodes in the corpus that 
correlate at 0.7 or greater. The great clump in the center comprises a lot of the 
“allegorical” material. The chunks from Portsmouth MS. 3973 are marked in blue. 
Chunks from Portsmouth MS. 3975 are marked in green. Several clusters show 
that some passages in the two documents appear to correlate strongly

In the lower left screen shot we see a graph in NWB of all the chunks from Portsmouth 3973 (left) 
and 3975 (right) that correlate with a chunk in the other document at 0.9 or greater. The large 
center image shows a representative pair of highly correlated passages from 3973 and 3975. The 
passage on the left is from f.142r of 3975 and the passage on the left is from f.32v of 3973. In the 
lower-right, we see side-by-side images of the same passages in the actual manuscripts. The 
interlinear insertion in 3973 (right) is present inline in clean copy in 3975 (left).

The rear image shows a results list of term-document correlations for variant 
spellings of vitriol and  vitrioll showing where they occur in particular passages 
in the corpus and where they are correlated but do not appear. The foreground 
image shows an XY scatter-plot of the term-document correlations for vitriol 
and vitriol shows the distribution of the two variant spellings across the corpus. 
The X-axis organizes the chunks in catalogue order. The Y-axis reports the 
correlations. 
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